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Abstract

Social influence is ubiquitous in cultural markets and plays
an important role in recommendations for books, songs, and
news articles to name only a few. Yet social influence is often
presented in a bad light, often because it supposedly increases
market unpredictability. Here we study a model of trial-offer
markets, in which participants try products and later decide
whether to purchase. We consider a simple policy which re-
covers product quality and ranks the products by quality when
presenting them to market participants. We show that, in this
setting, market efficiency always benefits from social influ-
ence. Moreover, we prove that the market converges almost
surely to a monopoly for the product of highest quality, mak-
ing the market both predictable and asymptotically optimal.
Computational experiments confirm that the quality ranking
policy quickly identifies “blockbusters”, outperforms other
policies, and is highly predictable.

Introduction

Social influence is ubiquitous in cultural markets. From
book recommendations in Amazon, to song popularities in
iTunes, and article rankings in the online version of the
New York Times or the Reddit and Hacker site,
social influence has become a critical aspect of the cus-
tomer experience. Social influence may appear through dif-
ferent social signals such as the number of past purchases;
consumer ratings; and/or consumer recommendations, de-
pending on the market and/or platform. However, not all so-
cial signals are equally important. Indeed, two recent studies
(Engstrom and Forsell 2014; Viglia, Furlan, and Ladrón-de
Guevara 2014) conducted to understand the relative impor-
tance of the different social signals on consumer behavior
in the Android app platform and in hotel selection exper-
iment have arrived to the same conclusion, namely that the
popularity signal (i.e., the number of purchases) has a much
stronger impact on consumer behavior than the average con-
sumer rating signal. Social influence is also reinforced by
position bias (e.g., (Lerman and Hogg 2014)), as consumer
preferences are also affected considerably by the visibility
of the choices. In digital markets, the impact of visibility on
consumer behavior has been widely observed in internet ad-
vertisement where sophisticated mathematical models have
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been developed to determine the relative importance of the
different ads positions, in online stores such as Amazon and
iTunes, and in online travel agents such as Expedia and
Orbitz among others.

Yet, despite its ubiquity, there is still considerable de-
bate about the benefits of social influence and its effects
on the market. Indeed, Salganik, Dodds, and Watts (2006)
argued that social influence makes markets more unpre-
dictable, providing an explanation about why prediction in
cultural markets is a wicked problem. To investigate this
hypothesis experimentally, they created an artificial music
market called the MUSICLAB. Participants in the MUSI-
CLAB were presented a list of unknown songs from un-
known bands, each song being described by its name and
band. The participants were divided into two groups ex-
posed to two different experimental conditions: the indepen-
dent condition and the social influence condition. In the first
group (independent condition), participants were provided
with no additional information about the songs. Each par-
ticipant would decide which song to listen to from a ran-
dom list. After listening to a song, the participant had the
opportunity to download it. In the second group (social in-
fluence condition), each participant was provided with an
additional information: The number of times the song was
downloaded by earlier participants. Moreover, these partic-
ipants were presented with a list ordered by the number of
downloads. Additionally, to investigate the impact of social
influence, participants in the second group were distributed
in eight “worlds” evolving completely independently. In par-
ticular, participants in one world had no visibility about the
downloads and the rankings in the other worlds. The MUSI-
CLAB is a trial-offer market that provides an experimental
testbed for measuring the unpredictability of cultural mar-
kets. By observing the evolution of different worlds given
the same initial conditions, the MUSICLAB provides unique
insights on the impact of social influence and the resulting
unpredictability. In particular, Salganik et al suggested that
social influence contributes to unpredictability, inefficien-
cies, and inequality of success, with follow-up experiments
confirming these initial findings (Salganik and Watts 2009;
Muchnik, Aral, and Taylor 2013; van de Rijt et al. 2014).

The MUSICLAB experiments, however, relied on an im-
plicit but critical design choice: The songs were displayed
to participants in decreasing order of popularity, reinforcing
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the social signal with position bias leading to a Matthew ef-
fect. Unfortunately, popularity, which is easily distorted by
noise in the process, is not a good proxy for quality: It leads
to market unpredictability and even self-fulfilling prophe-
cies, in which a perceived but initially false popularity be-
comes real over time (Salganik and Watts 2008).

In this paper, we reconsider this choice and study a set-
ting in which product qualities are first recovered (using
sampling and/or reinforcement learning) and then used to
display products in decreasing order of quality: This pol-
icy reinforces the appeal of quality products with position
bias. We investigate the quality ranking both computation-
ally, using the generative model of the MUSICLAB proposed
in (Krumme et al. 2012), and theoretically by modeling the
trial-offer market as a discrete choice model based on a
multinomial logit (Luce 1965) with social influence.

Our work is a step toward the understanding and develop-
ment of expressive computational models for long-term ef-
fect of social influence (including unpredictability), an open
question raised by Kleinberg (2008). Our main contributions
can be summarized as follows:

1. The theoretical results show that the trial-offer market is
optimal asymptotically when the quality ranking is used
and converges almost surely. They also show that the mar-
ket always benefits from position bias and social influence
in expectation when the quality ranking is used.

2. The computational results show that the quality ranking
under social influence significantly improves market effi-
ciency, decreases unpredictability, and identifies “block-
busters”. It provides significant improvements over the
popularity ranking and is also comparable to or better
than the performance ranking proposed in (Abeliuk et al.
2015a) that maximizes the probability of a download for
each incoming participant.

Our results provide an interesting contrast with the conclu-
sions of (Salganik, Dodds, and Watts 2006). The quality
ranking aligns quality and popularity, making the market ef-
ficient and predictable. In other words, it is not social influ-
ence per se that makes markets unpredictable: It is the way
it is used that may lead to unpredictability and inefficiency.

Trial-Offer Markets

This section introduces trial-offer markets in which partici-
pants can try a product before deciding to buy it. Such mod-
els are now pervasive in online cultural markets (e.g., books
and songs). The market is composed of n products and each
product i ∈ {1, . . . , n} is characterized by two values:

1. Its appeal Ai which represents the inherent preference of
trying product i;

2. Its quality qi which represents the conditional probability
of purchasing product i given that it was tried.

Each market participant is presented with a product list π:
she then tries a product s in π and decides whether to pur-
chase s with a certain probability. The product list is a per-
mutation of {1, . . . , n} and each position p in the list is char-
acterized by its visibility vp > 0 which is the inherent prob-
ability of trying a product in position p. Since the list π is

a bijection from positions to products, its inverse is well-
defined and is called a ranking. Rankings are denoted by the
letter σ, πi the product in position i of the list π, and σi the
position of product i in the ranking σ. Hence vσi

denotes the
visibility of the position of product i.

Our primary objective is to maximize the market effi-
ciency, i.e., the expected number of purchases. Note also
that the higher this objective is, the lower the probability that
consumers try a product but then decide not to purchase it.
Hence, if we interpret this last action as an inefficiency, max-
imizing the expected efficiency of the market also minimizes
unproductive trials. We also examine a number of questions
about the market including (1) What is the best way to allo-
cate the products to positions? (2) Is it beneficial to display
a social signal, e.g., the number of past purchases, to cus-
tomers? (3) Is the market predictable?

Static Market The probability of trying product i given a
list σ is

pi(σ) =
vσi

Ai∑n
j=1 vσjAj

and the static market optimization problem consists of find-
ing a ranking σ maximizing the expected number of pur-
chases, i.e.,

max
σ∈Sn

n∑
i=1

pi(σ) qi (1)

where Sn represents the symmetry group over {1, . . . , n}.
Observe that consumer choice preferences for trying the
products are essentially modeled as a discrete choice model
based on a multinomial logit (Luce 1965) in which product
utilities are affected by their position.

Dynamic Market Our goal is to study a dynamic market
where the appeal evolves over time according to a social in-
fluence signal. Given such a signal d = (d1, . . . , dn), the
appeal of product i becomes Ai + di and the probability of
trying product i given ranking σ becomes

pi(σ, d) =
vσi

(Ai + di)∑n
j=1 vσj (Aj + dj)

.

The dynamic market uses the number of purchases di,t
of product i at a time t as the social signal. However,
other social signals such as the market share φi = (Ai +
di)/(

∑n
i=1 Ai + di), used in online site such as iTunes,

can easily be verified to be equivalent. Hence, in a dynamic
market, the expected number of purchases of product i at
time t+1 given list σ and purchase history dt is pi(σ, dt) qi.
Observe that the probability of trying a product depends on
its position in the list, its appeal, and its number of purchases
at time t. As the market evolves over time, the number of
purchases dominates the appeal of the product and the try-
ing probability of a product becomes its market share. Note
also that in a dynamic market with no social influence the
purchase history plays no role and hence the market behaves
as a static market.
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Popularity as a Social Influence Signal As mentioned in
the introduction, the benefits of popularity, i.e., the social
influence signal used in this paper, have been validated ex-
perimentally. For instance, two recent studies (Engstrom and
Forsell 2014; Viglia, Furlan, and Ladrón-de Guevara 2014)
were conducted to understand the relative importance of
the different social signals on consumer behavior. The first
study (Engstrom and Forsell 2014) surveyed the downloads
of more than 500,000 apps from the Android marketplace
Google play, while the second study (Viglia, Furlan, and
Ladrón-de Guevara 2014) conducted an online experiment
(n = 168) where participants were asked to rank hotels
based on the number of reviews and the average rating. Both
studies arrived at the same conclusion, namely that the pop-
ularity signal (i.e., social preference) has a much stronger
impact than the rating signal (i.e., a state preference). These
two studies provide evidence that quantitative models with
popularity as the social signal are of significant importance.

Popularity is Not Quality The experimental evidence
from MUSICLAB suggests that the relationship between
quality and popularity can be significantly distorted by so-
cial influence and position bias. These relationships have
also been observed experimentally by Stoddard (Stoddard
2015), who studied the relationship between the intrinsic
article quality and its popularity in the social news sites
Reddit and Hacker news. The author proposed a Pois-
son regression model to estimate the demand for an article
based on its quality, past views, and age among others. The
results obtained after an estimation of each intrinsic article
from these social news site showed that the most popular ar-
ticles are typically the articles with the highest quality. An-
other study of social influence was carried out by (Tucker
and Zhang 2011). The authors conducted a field experiment
which showed that popularity information may benefit prod-
ucts with narrow appeal significantly more than those with
a broad appeal. Along these lines, Sipos et al (2014) ana-
lyzed the voting behavior of users from Amazon product re-
views when answering the question “Was this review helpful
to you?” and how these votes relate to quality. The results
showed that votes not only depend on the inherent quality of
reviews, but also on the position where the review was pre-
sented in the ranked list. The authors also concluded that the
ranking process converges and that the relative ordering of
reviews stabilizes during the 4 months data was collected.

Our work presents a ranking method that mitigates the
disparities between popularity and quality that emerge from
social and position bias. A key feature of trial-offer markets
is its decomposition into two stages, a sampling stage where
participants decide which product to try followed by a buy-
ing stage where participants decide whether to buy or not the
product sampled at the previous stage. Our results rely on the
natural assumption that social influence and position biases
have a greater effect on the decisions taken in the sampling
stage than on the buying stage. Thus, popularity as proxy of
quality is distorted by the noise of the first stage. Our rank-
ing policy uses a proxy for quality based only on the second
stage, which can be interpreted as the posterior probability

of buying an item given that it was sampled.

Relationship to Online Advertising In online advertis-
ing, ads shown together compete for user attention and are
affected both by position bias and the other ads displayed
on the same page, which are called negative externalities
in the literature (Gomes, Immorlica, and Markakis 2009;
Jeziorski and Segal 2012). Ad auction is a well-studied sce-
nario with negative externalities where the allocation of slots
is assigned to ad bidders by an auctioneer (Kempe and Mah-
dian 2008; Aggarwal et al. 2008; Ghosh and Mahdian 2008;
Cavallo and Wilkens 2014; Hummel and McAfee 2014).
With the appearance of online social networks, recent work
in optimal auction for a single good has also considered
(positive) network externalities, where the utility of an in-
dividual consumer for the good increases with the num-
ber of network neighbors using the same good (Hartline,
Mirrokni, and Sundararajan 2008; Haghpanah et al. 2013;
Munagala and Xu 2014). Our trial-offer model considers
both types of externalities, albeit in a different setting.

Rankings Policies

This section presents the ranking policies studied in this
paper. In the following, without loss of generality, we as-
sume that the qualities and visibilities are non-increasing,
i.e., q1 ≥ q2 ≥ · · · ≥ qn and v1 ≥ v2 ≥ · · · ≥ vn. We also
assume that the qualities and visibilities are known. In prac-
tical situations, the product qualities are obviously unknown
but we will show later in the paper that they can be recovered
accurately and quickly, either before or during the market
execution (Abeliuk et al. 2015a). We use ai,t = Ai + di,t
to denote the appeal of product i under social influence at
step t. When the step t is not relevant, we omit it and use ai
instead for simplicity. Finally, also for simplicity, we some-
times omit the range of indices in aggregate operators when
they range over the products.

The policy studied in this paper is quality ranking which
simply orders the products by quality, assigning the prod-
uct of highest quality to the most visible position and so on.
With the above assumptions, the quality ranking σ satisfies
σi = i (1 ≤ i ≤ n). The quality ranking contrasts with
the popularity ranking which was used in (Salganik, Dodds,
and Watts 2006) to show the unpredictability caused by so-
cial influence in cultural markets. At iteration t, the popular-
ity ranking orders the products by the number of purchases
di,t but these purchases do not necessarily reflect the inher-
ent quality of the products, since they depend on how many
times the products were tried, which in turn depends on the
position and social signal of the product.

The performance ranking was proposed in (Abeliuk et
al. 2015a) to show the benefits of social influence in cul-
tural markets. The performance ranking maximizes the ex-
pected number of purchases at each iteration, exploiting all
the available information globally, i.e., the appeal, the visi-
bility, the purchases, and the quality of the products. More
precisely, the performance ranking at step t produces a rank-
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ing σ∗
t defined as

σ∗
t = arg-max

σ∈Sn

n∑
i=1

pi(σ, dk) · qi

where dt = (d1,t, . . . , dn,t) is the social influence signal at
step k. The performance ranking uses the probability pi,t(σ)
of trying products i at iteration t given ranking σ, as well
as the quality qi of product i. The performance ranking can
be computed in strongly polynomial time and the resulting
policy is scalable to large markets (Abeliuk et al. 2015a).

In the rest of this paper, Q-RANK, D-RANK, and P-RANK
denote the policies using the quality, popularity, and per-
formance rankings respectively. The policies are also anno-
tated with SI or IN to denote whether they are used under
the social influence or the independent condition. For in-
stance, P-RANK(SI) denotes the policy that uses the perfor-
mance ranking under the social influence condition, while P-
RANK(IN) denotes the policy using the performance rank-
ing under the independent condition. We also use RAND-
RANK to denote the policy that simply presents a random
order at each period. Under the independent condition, the
optimization problem is the same at each iteration as men-
tioned earlier. Since the performance ranking maximizes the
expected purchases at each iteration, it dominates all other
policies in this setting (Abeliuk et al. 2015a).

Theoretical Analysis

This section presents a number of theoretical results on the
quality ranking. In particular, it shows that the quality rank-
ing always benefits from position bias and social influence,
is an optimal and predictable policy asymptotically. All the
proofs are in the appendix. For simplicity, the results assume
that q1 > q2 > · · · > qn.

The Benefits of Position Bias We first show that posi-
tion bias always increases the expected number of purchases
when quality ranking is used.
Theorem 1. Position bias increases the expected number
of purchases under the quality-ranking policy, i.e., for all
visibilities vi, appeals ai, and qualities qi (1 ≤ i ≤ n),∑

i≥1 viaiqi∑
j≥1 vjaj

≥
∑

i≥1 aiqi∑
j≥1 aj

.

Note that not all ranking policies benefit from position bias:
Theorem 1 exploits the properties of the quality ranking.

The Benefits of Social Influence An important question
in cultural markets is whether the revelation of past pur-
chases to consumers improves market efficiency. The the-
orem below states that, under the quality ranking policy, the
expected marginal number of purchases in the studied trial-
offer model increases when past purchases are revealed. This
indicates that both social influence and position bias improve
the market efficiency and their benefits are cumulative.
Theorem 2. The expected rate of purchases is non-
decreasing over time for the quality ranking under social
influence.

This result contrasts with the popularity ranking, under
which Theorem 2 does not hold. A numerical example
where the popularity ranking decreases the marginal ex-
pected number of purchases can be found in (Abeliuk et al.
2015b). Theorem 2 does hold under the performance rank-
ing policy (Abeliuk et al. 2015a). However, the quality rank-
ing presents two additional benefits: (1) its implementation
does not require any knowledge about the appeal and visi-
bility parameters of the model; (2) its asymptotic behavior
is predictable and converges, as we show in the next section.

Asymptotic Behavior of the Quality Ranking We now
prove the key result of the paper: The trial-offer market be-
comes a monopoly for the best product when the quality
ranking is used at each step. As a consequence, the qual-
ity ranking is optimal asymptotically since the best product
has the highest probability to be purchased. The result also
indicates that trial-offer markets are predictable asymptoti-
cally when using the quality ranking. The proof needs the
following lemma that characterizes the probability that the
next purchase is product i.
Lemma 1. The probability pi that the next purchase (after
any number of steps) is product i is

pi =
viaiqi

n∑
j=1

vjajqj

.

Since the steps in which no product is purchased can be
ignored, by Lemma 1, we can use the following variables
(1 ≤ i ≤ n) to specify the market:

Xi,t
.
= ai,tq̂i (2)

Zi,t
.
=

Xi,t∑n
i=1 Xi,k

(3)

where q̂j = vjqj . The trial-offer market can thus be modeled
as generalized Pólya scheme (Renlund 2010), where Xi,t

represents the number of balls of type i at step t and Zi,t is
the proportion of balls of type i at step t. Since Xi,t+1 =
Xi,t + q̂i if product i is purchased, the generalized Pólya
scheme add q̂i balls, each time product i is purchased. As a
result, the Pólya scheme uses the replacement matrix

R =

⎛
⎜⎝
q̂1 · · · 0
...

. . .
...

0 · · · q̂n

⎞
⎟⎠ . (4)

where q̂1 ≥ . . . ≥ q̂n. Higueras et al (2003) showed that a
generalized Pólya urn scheme with n colors can be modeled
as a Robbins Monro Algorithm as follows. The process {Zi}
can be written as

Zi+1 = Zi + γi+1 (F (Zi) + εi+1 + βi+1) , (5)

where: (1) the process {γi} is a decreasing sequence of posi-
tive variables,

∑
i≥1 γi = ∞ and

∑
i≥1 γ

2
i < ∞; (2) {εi} is

a sequence of martingale differences with respect to {Fi} ,
where Fi is the natural filtration of the entire process; (3)
{βi} is a negligible sequence such that βi → 0 almost
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surely; (4) F (x) = xR(I − 1Tx), where R is the replace-
ment matrix of the Pólya scheme. The ODE method (Ljung
1977) relates the recurrence Equation 5 with the ordinary
differential equation ẋ = F (x). If this ODE has a globally
asymptotically stable equilibrium point u ∈ R

n, then the
discrete process {Zi} converges almost surely to this point.
The equilibrium points are obtained by solving F (x) = 0
when

∑n
i=1 xi = 1.

Lemma 2. Let F (x) = xR(I−1Tx). Then, the solutions to
F (x) = 0 when

∑n
i=1 xi = 1 are the set {ei : 1 ≤ i ≤ n},

where ei denotes the unit vector whose ith entry is 1.

We now proceed to check the stability of the equilibrium
points. In order to use the ODE Method, we study the
asymptotic behavior of the solutions of ẋ = F (x).
Theorem 3 (Monopoly of Markets). Consider a trial-offer
market where q̂1 > q̂2 > · · · > q̂n. Then the market con-
verges almost surely to a monopoly for product 1.1

This result states that, starting from any initial condi-
tion where the appeals are non-zero, the market eventually
reaches the equilibrium that corresponds to a monopoly for
the product of highest quality. This result also implies that
the quality ranking is optimal asymptotically, since only the
best product is left.
Corollary 1. The quality ranking is asymptotically optimal
in trial-offer markets.

Static Behavior of the Quality Ranking The quality
ranking also has some performance guarantees at each step,
which only depends on the visibility coefficients. We define
an α-approximation to be an algorithm producing a solution
that is guaranteed to be within a factor α of the optimum
algorithm.
Theorem 4 (Static Performance Bound). The quality rank-
ing is an α-approximation of the static market optimization
problem, where α = v1/vn. Moreover, the α-approximation
of the quality ranking is tight.

Under the experimental setting of the MUSICLAB, the
(worst-case) approximation factor of the quality ranking is
α = v1/vn = 0.8/0.2 = 4.

Computational Experiments

We now report computational results that illustrate and com-
plement the theoretical analysis presented in the previous
section. The computational results use settings that model
the MUSICLAB experiments discussed in (Salganik, Dodds,
and Watts 2006; Krumme et al. 2012; Abeliuk et al. 2015a).
As mentioned in the introduction, the MUSICLAB is a trial-
offer market where participants can try a song and then
decide to download it. The generative model of the MU-
SICLAB (Krumme et al. 2012) is the model of consumer
choice with social influence described earlier.

1When there are products with the same highest quality, the
market share of such a product converges almost surely to a ran-
dom variable following a beta-distribution.

Figure 1: The visibility vp (y-axis) of position p in the song
list (x-axis) where p = 1 is the top position and p = 50 is
the bottom position of a single column display.

Figure 2: The quality qi (blue) and appeal Ai (red) of song
i in the four settings. In the first setting (top left), the qual-
ities and appeals were chosen independently according to
a Gaussian distribution. The second setting (top right) ex-
plores an extreme case where the appeal is negatively cor-
related with the quality used in setting 1. In the third setting
(bottom left), the qualities and appeals were chosen indepen-
dently according to a uniform distribution. The fourth setting
(bottom right) explores an extreme case where the appeal is
negatively correlated with the quality from setting 3.

The Experimental Setting The experimental setting uses
an agent-based simulation to emulate the MUSICLAB. Each
simulation consists of N iterations and, at each iteration t,

1. the simulator randomly selects a song i according to the
probabilities pi(σ, d), where σ is the ranking policy under
evaluation and d is the social influence signal;

2. the simulator randomly determines, with probability qi,
whether selected song i is downloaded; In the case of
a download, the simulator increases the social influence
signal for song i, i.e., di,t+1 = di,t + 1. Otherwise,
di,t+1 = di,t.

Every r iterations, a new list σ is computed using one of the
ranking policies described above. For instance, in the social
influence condition of the original MUSICLAB experiments,
the policy ranks the songs by popularity, i.e., the D-RANK
policy which ranks the songs in decreasing order of down-
load counts. The parameter r ≥ 1 is called the refresh rate.
The experimental setting, which aims at being close to the
MUSICLAB experiments, considers 50 songs and simula-
tions with 20,000 steps. The songs are displayed in a single
column. Figure 1 depicts the visibility parameters used in all
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computational experiments. The visibility profile is based on
the analysis in (Krumme et al. 2012), indicating that partic-
ipants are more likely to try songs higher in the list. More
precisely, the visibility decreases with the list position, ex-
cept for a slight increase at the bottom positions.

The paper also uses four settings for the quality and ap-
peal of each product, which are depicted in Figure 2. In the
first setting, the quality and the appeal were chosen indepen-
dently according to a Gaussian distribution normalized to fit
between 0 and 1. The second setting explores an extreme
case where the appeal is negatively correlated with quality.
The quality of each product is the same as in the first set-
ting but the appeal is chosen such that the sum of appeal and
quality is 1 plus a normally distributed noise. In the third set-
ting, the quality and the appeal were chosen independently
according to a uniform distribution. The fourth setting also
explores an extreme case where the appeal is negatively cor-
related with quality. The quality of each product is the same
as in the third setting but the appeal is chosen such that the
sum of appeal and quality is exactly 1. The results were ob-
tained by averaging the results of W = 400 simulations.

Recovering the Songs Quality We now show how to re-
cover songs quality in the MUSICLAB. The key idea is bor-
rowed from Salganik et al. (2006) who stated that the pop-
ularity of a song in the independent condition is a natural
measure of its quality and captures both its intrinsic “value”
and the preferences of the participants. Expanding on their
idea, the popularity of a song in the independent condition
and with no position bias is a natural measure of its quality.
However, under social influence, popularity may no longer
reflect quality and may be strongly influenced by the visibil-
ity and early downloads.

To approximate the quality of a song, it suffices to sample
the participants in an independent world. This can be simu-
lated by using a Bernoulli sampling based on the real quality
of the songs. The predicted quality q̂i of song i is obtained
by running m independent Bernoulli trials with probability
qi of success, i.e., q̂i = k

m , where k is the number of suc-
cesses over the m trials. For a large enough sampling size, q̂i
has a mean of qi and a variance of qi(1− qi). This variance
has the desirable property that the quality of a song with a
more ’extreme’ quality (i.e., a good or a bad song) is recov-
ered faster than those with average quality. In addition, we
can merge information about downloads into the prediction
as the market with social influence proceeds: At step k, the
approximate quality of song i is given by q̂i,k =

q̂i,0·m+di,k

m+si,k
,

where m is the initial sample size, di,k and si,k are the num-
ber of downloads and samplings of song i up to step k.

Figure 3 presents experimental results about the accuracy
of the quality approximation for two rankings, assuming an
initial independent sampling set of size 10 per song. More
precisely, the figure reports the average squared difference
between the song qualities and their predictions under the
social influence and the independent conditions. In all cases,
the results indicate that song qualities are recovered quickly
and accurately. Note also that the Q-RANK only requires an
ordinal ordering of the qualities, not their exact values.

Figure 3: Average Squared Difference of Inferred Qual-
ity over Time for Different Rankings for the top 10 qual-
ity songs. The figure reports the average squared difference∑n

i=1
(q̂i,k−qi)

2

n between the song quality and their predic-
tions for the quality ranking under social influence and the
random ranking in the independent condition. The figure
shows the four settings in clockwise direction from the top-
left plot. The quality of each song was initially approximated
with 10 Bernoulli trials.

Performance of the Market Figure 4 depicts computa-
tional results on the expected number of downloads for the
various rankings and settings and reveals two findings:

1. The quality ranking exhibits a similar performance to the
performance ranking and provides substantial gains in ex-
pected downloads compared to the popularity and random
rankings. On settings with negative correlations between
appeal and quality, the quality ranking performs better
than the performance ranking.

2. The benefits of social influence and position bias are com-
plementary and cumulative. Both are significant in terms
of the expected performance of the market.

Predictability of the Market Figures 5 and 6 depict com-
putational results on the predictability of the market un-
der various ranking policies. The figures plot the number
of downloads of each song for the 400 experiments. In the
plots, the songs are ranked by increasing quality from left to
right on the x-axis. Each dot in the plot shows the number of
downloads of a song in one of the 400 experiments. Figures
5 and 6 present the result for the first and second settings.

The computational results are compelling. Figure 5 shows
that the best song always receives the most downloads in
the quality ranking (with social influence) and that the vari-
ance in its number of downloads across the experiments is
very small. The performance ranking (with social influence)
also performs well although the variance in its downloads is
larger. The popularity ranking is highly unpredictable, while
the random ranking is highly predictable as one would ex-
pect. It is also interesting to note that these observations
continue to hold even when the appeal is negatively corre-
lated with quality, as Figure 6 indicates. The contrast be-
tween the popularity ranking used in (Salganik, Dodds, and
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Figure 4: The number of downloads over time for the various
rankings. The x-axis represents the number of product trials
and the y-axis represents the average number of downloads
over all experiments. On the upper left corner of each graph,
the bar plot depicts the average number of purchases per try
for all rankings. The results for the four settings are shown
in clockwise direction starting from the top-left figure.

Watts 2006) and the quality ranking is particularly striking.

Conclusion

This paper studied trial-offer cultural markets, which are
ubiquitous in our societies and involve products such as
books, songs, videos, clothes, and even newspaper articles.
In these markets, participants are presented with products in
a certain ranking. They can then try the products before de-
ciding whether to purchase them. Social influence signals
are widely used in such settings and help promote popu-
lar products to maximize market efficiency. However, it has
been argued that social influence makes these markets un-
predictable (Salganik, Dodds, and Watts 2006). As a result,
social influence is often presented in a negative light.

In this paper, we have reconsidered this conventional wis-
dom. We have shown that, when products are presented to
participants in a way that reflects their true quality, the mar-
ket is both efficient and predictable. In particular, a qual-
ity ranking tends to a monopoly for the product of high-
est quality, making the market both optimal and predictable
asymptotically. Moreover, we have shown that both social
influence and position bias improve market efficiency. These
results are robust and do not depend on the particular val-
ues for the appeal and quality of the products. In addition,
computational experiments using the generative model of
the MUSICLAB show that there is a fast convergence to our
asymptotic theoretical results. These results are an interest-
ing contrast with the popularity ranking studied in (Salganik,
Dodds, and Watts 2006), where the market is indeed unpre-
dictable and less efficient.

There are some important lessons to draw from these re-
sults. On the one hand, it appears that unpredictability is not
an inherent property of social influence: Whether a market

Figure 5: The Distribution of Downloads Versus Song Qual-
ities (First Setting). The songs on the x-axis are ranked by
increasing quality from left to right. Each dot is the number
of download of a product in one of the 400 experiments.

Figure 6: The Distribution of Download Versus Song Quali-
ties (Second Setting). The songs on the x-axis are ranked by
increasing quality from left to right. Each dot is the number
of downloads of a product in one of the 400 experiments.

is predictable or not really depends on how social influence
is used. On the other hand, with the quality ranking, com-
putational experiments also show that “blockbusters” are
quickly identified, even when the appeal is negatively cor-
related with quality. In addition, a high-quality product will
overcome a poor appeal but the opposite does not hold.

It is also interesting to contrast our results with the study
in (Ceyhan, Mousavi, and Saberi 2011) which uses the MNL
model for consumer choice preferences but without position
bias and with products of the same appeal. In their model,
they incorporate a parameter J that measures the social in-
fluence intensity and show that when J is large, eventually
a monopoly for some random product (depending on the
initial conditions and the early downloads) will occur. This
comes from the fact that the social influence signal is much
stronger in this model than in ours where the social influence
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intensity is set to J = 1. Recall also that the choice model
used in this paper was shown to reproduce the original ex-
periments of the MUSICLAB (Krumme et al. 2012).

Overall, these results show that the quality ranking makes
it possible to align popularity and quality in trial-offer mar-
kets by using the quality ranking. This alignment makes the
market optimal asymptotically and predictable. In contrast,
using popularity as a proxy for quality in the ranking makes
the market unpredictable and potentially inefficient as was
shown in (Salganik, Dodds, and Watts 2006).
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Appendix: Proofs

Proof of Theorem 1. Let λ =
∑

i viaiqi∑
j vjaj

be the expected
number of purchases for the quality ranking. We have∑

i

viai (qi − λ) = 0.

Consider the index k such that (qk − λ) ≥ 0 and
(qk+1 − λ) < 0. Since v1 ≥ . . . ≥ vn, we have

k∑
i=1

vkai(qi−λ)+

n∑
i=k+1

vkai(qi−λ) ≤
∑
i

viai(qi−λ) = 0

and, since vk ≥ 0,
∑n

i=1 ai (qi − λ) ≤ 0. It follows that
λ ≥

∑n
i=1 aiqi∑n
i=1 ai

.

Proof of Theorem 2. Let E[Dt] =
∑

i viaiqi∑
i viai

= λ denote the
expected number of purchases at time t. The expected num-
ber of purchases in time t+ 1 conditional to time t is

E[Dt+1] =
∑
j

(
vjajqj∑

viai

∑
i �=j viaiqi + vj(aj + 1)qj∑

i �=j viai + vj(aj + 1)

)

+

(
1−

∑
i viaiqi∑
i viai

)(∑
i viaiqi∑
i viai

)

=
∑

j

(
vjajqj∑

viai

∑
i viaiqi + vjqj∑

i viai + vj

)
+

(
1−

∑
j vjajqj∑
i viai

)
λ.

We need to prove that

E[Dt+1] ≥ E[Dt], (6)

which amounts to showing that

∑
j

(
vjajqj∑

viai

∑
i viaiqi + vjqj∑

i viai + vj

)
+

(
1−

∑
j vjajqj∑
i viai

)
λ ≥ λ,

which reduces to proving

1∑
i viai

∑
j

[
v2jajqj∑
i viai + vj

(qj − λ)

]
≥ 0

or, equivalently,

∑
j

[
v2jajqj∑
i viai + vj

(qj − λ)

]
≥ 0. (7)

Let k = max{i ∈ N |(qi − λ) ≥ 0}, i.e., the largest index
k ∈ N such that qk ≥ λ. We have

n∑
j=1

[
v2jajqj (qj − λ)∑

i viai + vj

]
=

k∑
j=1

[
ajvjvjqj∑
i viai + vj

(qj − λ)

]

+
n∑

j=k+1

[
ajvjvjqj∑
i viai + vj

(qj − λ)

]
.

By definition of k, the terms in the summation on the left
are positive and the terms in the summation on the right are
negative. Moreover, for any c > 0 and vi, vj ≥ 0, we have

vi
c+ vi

≥ vj
c+ vj

⇔ (c+ vj)vi ≥ (c+ vi)vj

⇔ cvi ≥ cvj ⇔ vi ≥ vj .

Since v1 ≥ v2 ≥ . . . ≥ vn ≥ 0,
v1∑

i viai + v1
≥ v2∑

i viai + v2
≥ . . . ≥ vn∑

i viai + vn
.

(8)
Moreover, since the quality ranking orders the products by
quality and q1 ≥ q2 ≥ . . . ≥ qn ≥ 0, Equation (8) and the
definition of k implies that

∀i ≤ k :
viqi∑

j vjaj + vi
≥ vkqk∑

j vjaj + vk
,

∀i > k :
viqi∑

j vjaj + vi
≤ vkqk∑

j vjaj + vk
.

This observation, together with the fact that the left-hand
(resp. right-hand) terms are positive (resp. negative), pro-
duces a lower bound to the right-hand side of Inequality (7):

k∑
j=1

ajvjvjqj∑
i viai + vj

(qj−λ)+
n∑

j=k+1

ajvjvjqj∑
i viai + vj

(qj−λ)

≥ vkqk∑
i viai + vk

(
k∑

j=1

ajvj(qj−λ)+
n∑

j=k+1

ajvj(qj−λ)).

Now, by definition of λ,

λ =

∑n
i=1 viaiqi∑n
i=1 viai

⇔ λ
n∑

i=1

viai =
n∑

i=1

viaiqi

⇔
n∑

i=1

viai(qi − λ) = 0.

which implies that

vkqk∑
i viai + vk

n∑
j=1

[ajvj (qj − λ)] = 0

concluding the proof.
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Proof of Lemma 1. The probability that product i is pur-
chased in the first step is given by

p1sti =
viai

n∑
j=1

vjaj

qi.

The probability that product i is purchased in the second step
and no product was purchased in the first step is given by

p2ndi =

⎛
⎜⎜⎝

n∑
j=1

vjaj(1− qj)

n∑
j=1

vjaj

⎞
⎟⎟⎠ viai

n∑
j=1

vjaj

qi.

More generally, the probability that product i is purchased
in step m while no product was purchased in earlier steps is

pmth
i =

⎛
⎜⎜⎝

n∑
j=1

vjaj(1− qj)

n∑
j=1

vjaj

⎞
⎟⎟⎠

m−1

viai
n∑

j=1

vjaj

qi.

Defining a = (
n∑

j=1

vjajqj)/(
n∑

j=1

vjaj), we have

pmth
i =

(
1− a

)m−1
viai

n∑
j=1

vjaj

qi.

Hence the probability that the next purchased product is
product i is given by

pi =
∞∑

m=1

(
1− a

)m−1
viai

n∑
j=1

vjaj

qi.

The result follows from
∞∑

m=1

(
1− a

)m−1

=
1

a
.

Proof of Lemma 2.

F (x) = x

⎡
⎢⎣R−

⎛
⎜⎝

q̂1
...
q̂n

⎞
⎟⎠x

⎤
⎥⎦

=

[
x1(q̂1 −

n∑
i=1

q̂ixi), . . . , xn(q̂n −
n∑

i=1

q̂ixi)

]
.

Hence, an equilibrium point must satisfy for all i,

xi

⎛
⎝q̂i −

n∑
j=1

q̂jxj

⎞
⎠ = 0. (9)

A point u ∈ {ei : 1 ≤ i ≤ n} is a trivial solution to Equation
9. Since q̂i 	= q̂j for any i 	= j, such points are the only
solutions: Indeed, if xi > 0 and xj > 0 for i 	= j, then
Equation 9 states that q̂i = q̂j (since the sum in Equation 9
is the same for all products), which violates our assumption.

Proof of Theorem 3. We study the asymptotic behavior of
the solutions of ẋ = F (x), or equivalently

ẋi = Fi(x) = xi(q̂i −
n∑

j=1

q̂jxj), ∀i ∈ {1, ..., n}.

If xi 	= 0, ∀i ∈ {1, ..., n}, we can rewrite the previous equa-
tion as follows:

ẋi

xi
− q̂i = −

n∑
j=1

q̂jxj ,

where the right-hand-side of the equation is the same for
every product. Hence,

ẋi,t

xi,t
− q̂i =

ẋk,t

xk,t
− q̂k, ∀i, k

⇔ d

dt
[lg(xi,t)− q̂it] =

d

dt
[lg(xk,t)− q̂kt]

⇒
∫ t

0

d

ds
[lg(xi,s)− q̂is]ds =

∫ t

0

d

ds
[lg(xk,s)− q̂ks]ds

⇔ lg(xi,t)− q̂it− lg(xi,0) = lg(xk,t)− q̂kt− lg(xk,0)

⇔ lg(
xi,t

xk,t
) = t[q̂i − q̂k] + lg(

xi,0

xk,0
) (10)

Now, as the process begins inside of the simplex (i.e., 0 <
xi,0 < 1), lg( xi,0

xk,0
) is bounded. In consequence, the behavior

of the solutions is given by the asymptotic behavior of t[q̂i−
q̂k] which depends of the sign of q̂i − q̂k. Since q̂1 > q̂2 >
· · · > q̂n, taking i = 1, k ∈ {2, ..., n} in Equation (10)
yields t[q̂1 − q̂k] → +∞ as t → +∞. Hence lg(

x1,t

xk,t
) →

+∞ for all k > 1, and consequently xk(t) → 0. Since∑n
i=1 xi,t = 1, x1,t → 1, i.e., the market converges to a

monopoly for the highest-quality product.

Proof of Theorem 4. Let σ∗ be the optimal sorting and λ∗
its expected number of purchases. We have

λ∗ =

∑
i vσ∗

i
aiqi∑

j vσ∗
j
aj

≤
∑

i v1aiqi∑
j vnaj

= α

∑
i aiqi∑
j aj

.

Let λq be the expected number of purchases for the quality
ranking, i.e.,

λq =

∑
i viaiqi∑
j vjaj

.

By Theorem 1,

λq ≥
∑

i aiqi∑
j aj

.

Combining both bounds yields λ∗ ≤ αλq.
We now show that the approximation is tight. Consider 3

products with qualities q1 = 1, q2 = ε, q3 = 0 and appeals
a1 = 1, a2 = x, a3 = 0 and let the visibilities be v1 =
1, v2 = 1, v3 < 1. The quality ranking is σq = (1, 2, 3) and
the optimal performance ranking is σ∗ = (1, 3, 2). The ex-
pected number of purchases for the quality ranking is 1+εx

1+x

while it is 1+εxα
1+αx . for the performance ranking. When ε tends
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to zero, the ratio between the performance and quality rank-
ing becomes

lim
ε→0

1 + v3εx

1 + v3x

1 + x

1 + εx
=

1 + x

1 + v3x
.

Hence, when x is large enough, the ratio is approximately α:

1 + x

1 + v3x
≈ 1

v3
=

v1
v3

= α.
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