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Abstract

Concept bottleneck models (CBMs) improve neural net-
work interpretability by introducing an intermediate layer that
maps human-understandable concepts to predictions. Recent
work has explored the use of vision-language models (VLMs)
to automate concept selection and annotation. However, exist-
ing VLM-based CBMs typically require full model retraining
when new concepts are involved, which limits their adaptabil-
ity and flexibility in real-world scenarios, especially consider-
ing the rapid evolution of vision-language foundation models.
To address these issues, we propose Flexible Concept Bottle-
neck Model (FCBM), which supports dynamic concept adap-
tation, including complete replacement of the original con-
cept set. Specifically, we design a hypernetwork that gen-
erates prediction weights based on concept embeddings, al-
lowing seamless integration of new concepts without retrain-
ing the entire model. In addition, we introduce a modified
sparsemax module with a learnable temperature parameter
that dynamically selects the most relevant concepts, enabling
the model to focus on the most informative features. Exten-
sive experiments on five public benchmarks demonstrate that
our method achieves accuracy comparable to state-of-the-art
baselines with a similar number of effective concepts. More-
over, the model generalizes well to unseen concepts with just
a single epoch of fine-tuning, demonstrating its strong adapt-
ability and flexibility.

Code — https://github.com/deepopo/FCBM

1 Introduction

Understanding black-box models is a core challenge in
developing trustworthy and interpretable systems for fair-
ness (Mehrabi et al. 2021), value alignment (Gabriel 2020),
and human-machine interaction (Zhang and Zhang 2022).
To better understand how deep models work internally, re-
searchers (Dwivedi et al. 2023) have proposed a range of
interpretability methods, such as case-based reasoning (Li
et al. 2018; Zhu et al. 2025) and disentangled neural net-
works (Kim et al. 2018). Among them, concept bottleneck
models (CBMs) (Koh et al. 2020) enhance model trans-
parency by explicitly introducing an intermediate concept
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layer, where the model first predicts human-interpretable
concepts before making the final task prediction. Given
training data annotated by experts, a standard CBM architec-
ture consists of two components: a concept predictor, which
maps the input into a bottleneck layer where each unit rep-
resents a human-understandable concept; and a linear clas-
sifier, which uses these predicted concepts to produce the
final output. By disentangling high-level concepts from raw
inputs, CBMs allow users to understand and directly inter-
vene in the model’s decision process (Chauhan et al. 2023).

CBMs require large-scale expert-labeled concepts to
cover a sufficient range of data features, resulting in substan-
tial costs and limited scalability. To address this issue, recent
studies (Yuksekgonul, Wang, and Zou 2022; Oikarinen et al.
2023; Yang et al. 2023; Tang et al. 2025) use pre-trained
vision—language models (VLMs) to eliminate the need for
manual annotation. Specifically, a VLM-based CBM first
uses a large language model (LLM) (Brown et al. 2020)
to generate a pool of candidate concepts, and then employs
foundation models (e.g., CLIP (Radford et al. 2021)) to com-
pute similarity scores between inputs and each concept in the
pool as concept values. This approach enables training with-
out expert annotations and allows any black-box classifier to
be converted into a transparent white-box model.

VLM-based CBMs use the powerful alignment capabili-
ties of VLM to automatically construct concept pools from
images, enhancing the scalability of concept acquisition.
However, these concept sets are typically fixed during both
training and inference, which limits the model’s flexibil-
ity and adaptability to new contexts. In many real-world
scenarios, such as medicine, newly discovered biomarkers
need to be incorporated into the concept space. Likewise,
the rapid iteration of vision-language foundation models of-
ten shifts the underlying semantic representations, neces-
sitating updates to the concept embeddings. Therefore, the
fixed concept pool must be redefined and re-aligned, requir-
ing costly end-to-end retraining. This rigidity severely con-
strains the practical deployment of existing CBMs, partic-
ularly in real-world applications where domain knowledge
evolves continuously and foundation models are frequently
updated (Zhang et al. 2025b).

To address these challenges, we propose Flexible Concept
Bottleneck Model (FCBM), which extends existing VLM-
based CBMs by allowing the concept pool to be modi-
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Figure 1: Difference between the vanilla CBM and FCBM.

fied dynamically, as illustrated in Fig. 1. Unlike previous
CBM variants that rely on a fixed concept-to-label mapping,
FCBM employs a hypernetwork (Ha, Dai, and Le 2016) to
disentangle concept representations from their contribution
weights. Equipped with the hypernetwork, FCBM incorpo-
rates new concepts and generates adapted weights dynami-
cally, thereby supporting the integration of evolving knowl-
edge. To maintain interpretability and mitigate concept dilu-
tion, we introduce a sparsity strategy (Martins and Astudillo
2016) to recalibrate the balance between prediction accuracy
and concept activation. This encourages sparse explanations,
ensuring that only a concise set of key concepts is activated
for each prediction. The main contributions are as follows:
1) Flexible and scalable framework. We propose a novel
framework named Flexible Concept Bottleneck Model
(FCBM). Unlike existing approaches using a fixed concept
pool, FCBM adapts to evolving knowledge when involv-
ing new concepts, which is more scalable and adaptable in
scenarios where different concept subsets are preferable or
when users want to leverage more advanced LLMs.

2) Dynamic concept modeling with sparse and inter-
pretable selection. To enable flexible concept usage, FCBM
introduces a hypernetwork to generate weights dynamically
for new or updated concepts. In addition, we design a sparse-
max module with a learnable temperature, which promotes
sparsity in concept selection and ensures that only the most
informative concepts are activated, preserving interpretabil-
ity while avoiding concept redundancy.

3) Comparable accuracy to state-of-the-art baselines. We
execute extensive experiments to show that FCBM is com-
parable to state-of-the-art baselines with two backbones and
outperforms all baselines on more than half of the bench-
marks. Moreover, the model generalizes well to unseen con-
cepts with just a single epoch of fine-tuning, demonstrating
its strong adaptability and flexibility.

2 Related Work

Concept Bottleneck Models (CBMs). As deep neural net-
works are increasingly deployed, understanding their inter-
nal decision processes has become a key challenge (Doshi-
Velez and Kim 2017). A common approach is to align inter-
nal representations with human-interpretable concepts (Kim
et al. 2018), promoting transparency and trust. While post-
hoc methods offer several insights, they often fail to reflect
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the model’s true reasoning (Rudin 2019). This motivated a
shift towards methods that embed interpretability directly
into the model by design, among which one prominent de-
sign is CBM (Koh et al. 2020). CBMs (Koh et al. 2020;
Losch, Fritz, and Schiele 2021) and their variants (Kazh-
dan et al. 2020; Kim et al. 2023) follow a two-stage ar-
chitecture: they first map input images to a set of expert-
defined concepts, and then perform classification based on
these concepts via a linear layer. This structure allows pre-
dictions to be explained through human-understandable con-
cepts and provides strong interactivity. Beyond interpretable
image classification, CBMs have been applied to diverse ar-
eas including human—AI interaction (Chauhan et al. 2023),
decision-making processes (Das, Chernova, and Kim 2023),
and causal inference (Dominici et al. 2025). However, train-
ing CBMs requires large expert-labeled concepts, which are
costly to obtain. Theoretically, under limited expert super-
vision, CBMs face a trade-off between interpretability and
predictive accuracy (Zhang et al. 2025a). Although sev-
eral methods have been proposed to mitigate this trade-
off, such as CBM-AUC (Sawada and Nakamura 2022),
DCBM (Zhang et al. 2025a), and CEM (Espinosa Zarlenga
et al. 2022), they still rely on concept-level supervision and
are not applicable in scenarios where expert-labeled con-
cepts are unavailable or extremely limited.

VLM-based CBMs. Recent studies have also explored
constructing CBMs by leveraging the rich knowledge re-
serve of LLMs (Berrios et al. 2023) and the semantic under-
standing capabilities of VLMs (Wang et al. 2024; Zang et al.
2025), to reduce the reliance on concept annotations. The
Post-hoc CBM (Yuksekgonul, Wang, and Zou 2022) lever-
ages external knowledge such as ConceptNet (Speer, Chin,
and Havasi 2017) to identify meaningful concepts and align
them with input features through CLIP (Radford et al. 2021).
Label-free CBM (Oikarinen et al. 2023) first generates the
concept set by prompting GPT-3 (Brown et al. 2020), and
the mapping from image embeddings to concept values in
the CLIP space is optimized using a cosine cubed loss. In
contrast, Labo (Yang et al. 2023) uses submodular optimiza-
tion (Bach 2010) to filter candidate concepts, ensuring the
discriminative representations and semantic diversity. Re-
cently, Panousis, Ienco, and Marcos proposed a hierarchi-
cal reasoning strategy to improve the predictive performance
and interoperability. VLG-CBM (Srivastava, Yan, and Weng
2024) leverages an open-domain grounded object detection
model (Liu et al. 2024b) to generate localized and visu-
ally interpretable concept annotations. By filtering out non-
visual concepts using visual signals from open-vocabulary
object detectors, it enhances both transparency and explain-
ability while improving prediction performance. In addition,
OpenCBM (Tan, Zhou, and Chen 2024) aims to support
flexible, open-vocabulary concepts specified by users at test
time. While offering a degree of flexibility, its capabilities
are limited to adding or removing concepts, and it cannot ac-
commodate complete updates to the concept pool, a require-
ment in scenarios where foundation models are updated.
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Figure 2: The pipeline of FCBM consists of four key components: a) A two-stage learning framework; b) Concept sets generated
by LLMs, which are used to form CLIP-derived features; c) A hypernetwork that generates weights based on text features; and
d) A tailored sparsemax module that enforces sparsity in the weights during both training and inference.

3 Methodology

Our proposed framework FCBM is illustrated in Fig. 2,
which consists of four main components: 1) a two-stage
learning framework (Sec. 3.1), 2) concept set generation via
LLMs and CLIP feature formation (Sec. 3.2), 3) a hypernet-
work for dynamic concept-to-label mapping (Sec. 3.3), and
4) a tailored sparsemax module for interpretable concept se-
lection (Sec. 3.4).

3.1 Preliminaries and Framework of FCBM

In Concept Bottleneck Models (CBMs), three core compo-
nents are involved: input images, concepts, and labels, which
are represented as vectors x;, ¢;, and y; (¢ = 1,2,--- | N),
respectively. CBMs typically follow a two-stage learning
framework: a concept predictor g : X — C that maps images
x to concepts c, followed by a label predictor f : C — Y
that maps concepts c to final predictions y.

In vanilla CBMs (Koh et al. 2020), ground-truth concepts
c are assumed to be annotated by human experts, which is
both time-consuming and challenging. To address this is-
sue, VLM-based CBMs (Oikarinen et al. 2023) automati-
cally generate concepts by combining capabilities of VLMs
and LLMs (see Sec. 3.2). By eliminating the dependence on
expert-annotated concepts, CBMs can be trained on a much
broader range of datasets, such as Places365 (Zhou et al.
2017) and ImageNet (Deng et al. 2009).

FCBM also follows a two-stage learning framework but
introduces several design differences. Specifically, given im-
ages v, a backbone model w is used to extract target features
w(x). Let ¢ 2 g o w(x), then the first stage optimizes the
concept predictor by minimizing the following objective:

g = argminz [—sim(c. ;, q. ;)] (D

R
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where m is the number of concepts, sim(-, -) is the cosine-
cubed similarity introduced in LF-CBM (Oikarinen et al.
2023), and c represents the CLIP-derived features (Sec. 3.2).

In most VLM-based CBMs (Oikarinen et al. 2023; Sri-
vastava, Yan, and Weng 2024), the second stage simply aims
to minimize the Cross Entropy (CE) between the predicted
outcome f o g* o w(x) and labels y, where f : C — Yisa
linear-like projection. However, this formulation restricts f
to a fixed number of concepts in C, which is not well-suited
for dynamic concepts. In contrast, FCBM introduces a hy-
pernetwork h that generates weights h(t) from text features
t and uses a tailored sparsemax operation S7 .. with tem-
perature 7 to obtain the sparse weights i(t) £ ST, (h(t)).
Thus, the second learning stage can be written as:

max

N
h* =argmin £, L= CE(g"ow(w:)-h(t),yi), (2)
h

i=1
where the /* (£) is used for the classification tasks.

3.2 Concept Generation and CLIP Features

Concepts are generated through large language models
(LLMs), utilizing the same prompt templates introduced in
LF-CBM (Oikarinen et al. 2023), where GPT-3 (Brown et al.
2020) serves as the base model. To ensure comparability,
we adopt the same generated concepts for the main experi-
ments. Additionally, we include concepts generated by more
advanced LLMs, such as DeepSeek-V3 (Liu et al. 2024a)
and GPT-40 (OpenAl 2024), to demonstrate the zero-shot
generalization capability of FCBM with respect to concepts.

A vision-language model (e.g., CLIP (Radford et al.
2021)) is then employed as both an image encoder and a
text encoder to extract image features z € RV *¢ from im-
ages and text features ¢ € R™*? from concept texts, where



Algorithm 1: Sparsemax with temperature 7 (S] ...

Input: Input vector s, temperature 7.
Output: 3, where §; = [s; — £(8)]+.

1: Sort s: S(1) = 82) " = S(m)-
2: Find k(s) £ max {k € mllT+ksay > X< s(j)}.

(Zj<ka) 86))—T

3: Leté(s) = 0

N, m, and d represent the number of images, the number
of concepts, and the feature dimensions, respectively. Both
modalities are encoded into a shared feature space of dimen-
sion d, as they are pretrained through a contrastive learning
mechanism (Desai and Johnson 2021). As a result, when
a concept text accurately describes an image’s characteris-
tics, their corresponding features exhibit high similarity in
the joint embedding space.

The CLIP-derived features are computed by taking the in-
ner product between z and ¢, forming ¢ = z - t" € RVx™,
Here, each element ¢; € R™ represents the concept vector
for the image x;.

3.3 Hypernetwork

To better extract informative details from concepts and sup-
port a dynamic number of concepts, we introduce a hyper-
network h : RY — R”™, which maps the text feature dimen-
sion to the class dimension, where n represents the number
of classes. Notably, the scale of / is independent of the num-
ber of concepts m, making it scalable to varying concept set
sizes. The output of hypernetwork hA(t) € R™*™ shares the
same shape as the weight matrix used in the linear projection
f : C — Y in vanilla VLM-based CBMs (Oikarinen et al.
2023). Intuitively, h(t) also acts as the weights, determining
the contribution of each concept to the final predictions.

To preserve the zero-shot generalization capability with
respect to concepts, we align the feature distributions during
training and inference. Specifically, given the text features
t € R™*4 during training, we compute their mean ¢ € R¢
and standard deviation oy € R?, as well as the mean h(t) €
R™ and standard deviation oy, ;) € R™ of the hypernetwork’s
output h(t) € R™*™, During inference, given the new text
features t’ generated from a new set of concepts, the weights
h(t') are obtained as follows:

2%y gyt h(t)s

O’

(R(E")=h(t)+h(t),
3

where ¢’ and o are the mean and standard deviation of ¢/,
and h(t’) and o,z are the mean and standard deviation of
h(t"). Intuitively, Eq. 3 ensures that the distribution of the

final weights /(¢') is aligned with the distribution of /(¢) in
both the text feature dimension and the weight dimension.

O—h(fj’)

3.4 Sparsemax with a Learnable Temperature

The weights h(t) generated by the hypernetwork are gen-
erally non-sparse, which may hinder interpretability. To ad-
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dress this issue, we introduce a modified sparsemax module
based on (Martins and Astudillo 2016), further incorporating
a learnable temperature parameter 7 to dynamically control
the level of sparsity. This module can enforce sparsity in the
weight selection by controlling the number of active con-
cepts used for each prediction. Intuitively, sparsemax acts
similarly to softmax but generates sparse outputs, enabling
the model to focus on the most relevant concepts. The tem-
perature parameter 7 adjusts the level of sparsity: higher
temperatures lead to fewer active concepts, while lower tem-
peratures increase the number of concepts considered in the
prediction. By making 7 learnable in the training stage, the
model can automatically balance prediction accuracy and in-
terpretability. The overall algorithm of the modified sparse-
max is shown in Alg. 1.

To optimize the temperature parameter jointly with other
model parameters, we need to compute the gradient of the
sparsemax operation with respect to both s and 7. The orig-
inal sparsemax optimization was proposed in (Martins and
Astudillo 2016), where the Jacobian of the transformation
given a vector v is expressed as:

Zjep(s) vy
[P(s)| ’
4

Jsparsemax (8) v = € ® (v—01), with

where P(s) represents the support set (i.e., the indices where
Soax(8)i > 0), ® denotes the Hadamard (element-wise)
product, and 1 is an all-ones vector. e is an indicator vector
with s; = 1if ¢ € P(s) and 0 otherwise. This computation
is efficient, requiring only O(|P(s)|) operations, especially
when the support set is small. The derivation of T is:

oL 1 oL
o = 2 Pe) Ba ®)
iEP(s)

Detailed derivations of Eq. 4 and 5 are in the Appendix.

4 Experiments

The experimental protocols are outlined in Sec. 4.1. Sec. 4.2
presents the main results, comparing results under a similar
average number of effective concepts (NEC). To show the
ability of FCBM’s concept generalization, Sec. 4.3 shows
the zero-shot prediction accuracy using newly-generated
concepts. Sec. 5 provides ablation studies.

4.1 Experimental Protocols

Datasets. The experiments use five public datasets:
CIFAR10 (Krizhevsky, Nair, and Hinton 2009), CI-
FAR100 (Krizhevsky, Nair, and Hinton 2009), CUB (Welin-
der et al. 2010), Places365 (Zhou et al. 2017), and
ImageNet (Deng et al. 2009), consistent with previous
works (Oikarinen et al. 2023; Zhang et al. 2025a). CI-
FAR10 and CIFAR100 are common image classification
datasets containing 50,000 images with 10 and 100 classes,
respectively. CUB is a fine-grained bird-species classifica-
tion dataset with 4,900 training images and 200 classes.
Places365 and ImageNet are large datasets with 1-2 million
training images and 365 and 1,000 classes, respectively. The
concepts used by FCBM are generated by LLMs using three



A Dataset
Backbone ‘ Method ‘ verage ‘
\ | NEC | CIFARIO  CIFARI00 CUB Places365  ImageNet
|  Standard | - | 8855002 70.19+£006 71.00+016 53.28 £004 73.14 +0.04
Standard (sparse) | 29.84 | 82.11 £0.00 57.54 £0.01 53.34 £ 001 44.00 £0.00 57.03 +o0.01
ResNet50 PCBM 3237 | 7643 £0.02 56.24 £006 5839 +006 42.26 +035 61.38 +0.22
LF-CBM 27.37 | 86.16 +0.05 64.62 £0.06 5691 +0.14 48.88 £0.05 66.03 £ 0.05
CF-CBM 28.46 | 85.42 4007 64.31 £025 64.23 +£029 46.39 £034 65.95 £0.27
FCBM (ours) 28.85 | 85.59 +£029 64.77 041 63.46 £041 49.13 +£0.67 66.34 +0.34
|  Standard | - |98.02+003 86.99£009 8522005 55.66+£006 84.11 005
Standard (sparse) | 28.92 | 96.61 £0.00 80.28 £0.00 72.07 £0.00 44.90 +0.01 72.96 £0.13
ViT-L/14 PCBM 32.56 |92.13 £005 7429 +£0.13 6825 +032 43.18 £036 65.79 £0.53
LF-CBM 27.85 |97.18 £0.01 81.98 £0.02 75.44 +0.04 50.51 £0.02 79.70 £0.03
CF-CBM 28.56 |96.354+005 82.33 £0.08 79.56 £0.37 48.554+028 79.16 £0.44
FCBM (ours) 28.08 |97.21 +0.06 83.63 £0.20 80.52 +0.27 51.39 +0.11 80.62 +0.32

Table 1: We compare prediction accuracy across five datasets using two backbones: ResNet50 and ViT-L/14. The average NEC
is controlled to approximately 30, except for the Standard model, to ensure a fair comparison. The best and the second best
results, excluding the Standard model, for each dataset and backbone are shown in bold and underline, respectively.

types of prompts introduced in (Oikarinen et al. 2023): in-
cluding the key features of a class, features commonly asso-
ciated with a class, and the superclasses of a class.

Implementation Details. Experiments were run using an
AMD EPYC 7402 24-Core Processor, an NVIDIA GeForce
RTX 4090, and 512GB RAM. The batch size was set to
50,000 for each dataset, with the Adam (Kingma and Ba
2015) optimizer and a learning rate of 0.001 for both objec-
tives in Eq.1 and Eq.2. The maximum number of epochs was
set to 5,000 for the three small-scale datasets (CIFAR10, CI-
FAR100, and CUB), and 500 for the two large-scale datasets
(ImageNet and Places365). This setting was empirically de-
termined through a grid search.

Metrics. The prediction accuracy is used as the main met-
ric. To make a fairer comparison, we incorporate the average
number of effective concepts (NEC), first introduced in (Sri-
vastava, Yan, and Weng 2024) to keep similar sparsity of
concept usages:

NEC(W) = 1 373 1w, o),

i=1 j=1

(6

where I[-] is an indicator returning 1/0 with correct/wrong
inputs. W is the weights of the linear function in vanilla
VLM-based CBMs (Oikarinen et al. 2023), and is A(t) in
our approach. In the main result, we set NEC near 30, and
we also conduct ablation studies in terms of NEC in Sec. 5.
Experiments are repeated three times with different seeds,
reporting the average performance with standard deviation.

Baselines. Six approaches are utilized as baselines, in-
cluding the sparse and non-sparse standard model (lin-
ear projection from the concept layer to the prediction
layer), PCBM (Yuksekgonul, Wang, and Zou 2022), LF-
CBM (Oikarinen et al. 2023), and CF-CBM (Panousis,
Ienco, and Marcos 2024). Note that all baselines are with
similar NEC, except the non-sparse standard model.
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Other Settings. Other details are shown in the Appendix.

4.2 Main Results

In this section, we compare the prediction accuracy of
different approaches using two backbone models, i.e.,
ResNet50 (He et al. 2016) and CLIP-ViT-L/14 (Radford
et al. 2021). The NEC for all approaches on each dataset
is controlled to be approximately 30.

From a general perspective, the standard model achieves
the highest accuracy across all datasets. This is expected,
as it incorporates the most significant number of informative
concepts for making predictions. However, its sparse version
performs poorly, emphasizing the challenge of maintaining
high accuracy while ensuring sparsity.

Among the other four baselines, the accuracy of
PCBM (Yuksekgonul, Wang, and Zou 2022) is not par-
ticularly remarkable and is roughly comparable to that of
the standard sparse model. Moreover, note that PCBM was
not originally designed for larger datasets. In contrast, LF-
CBM (Oikarinen et al. 2023) and CF-CBM (Panousis, Ienco,
and Marcos 2024) exhibit similarly strong accuracy with dif-
ferent design strategies, illustrating possible empirical upper
bounds for accuracy when using sparse concepts.

Compared to these baselines, FCBM achieves the high-
est accuracy in most cases and ranks second in the remain-
ing two, showing performance that matches or exceeds these
state-of-the-art methods. This result suggests that replacing
the linear function with a hypernetwork-sparsemax module
does not degrade the final prediction quality. Beyond predic-
tion accuracy, the next section will discuss zero-shot gener-
alization and reveal the benefits of explicit concept learning.

4.3 Adaptability Across Unseen Concept Pools

To demonstrate FCBM’s zero-shot generalization capability
in terms of concepts, we follow the generation configuration
proposed in (Oikarinen et al. 2023) and regenerate the con-
cepts using two widely used LLMs: DeepSeek-V3 (Liu et al.
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Figure 3: Adaptability of different concept pools across five datasets using ResNet50 and ViT-L/14 backbones. For each sub-
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Concept Contributions

2.593

Prediction using DeepSeek-V3 generated Concepts

Prediction: campus J

a quad/lawn 1.062

a faucet 0.848
Students 0.846
” campus security
§ educational institution 0.411
é a walk signal 0.354
° economic institution 0.287
a village green 0.286
community 0.276
fire alarms or sprinklers 0.265
0.0 0.2 0.4 0.6 0.8 1.0

Concept Contributions

Figure 4: The adaptability of FCBM across different concept pools on the Places365 dataset. The left histograms illustrates
the prediction made using the trained concepts, while the right histograms show the prediction based on the DeepSeek-V3-

generated concepts. The left image belong to the ground-truth class, i.e.,

2024a) and GPT-40 (OpenAl 2024).

FCBM demonstrates varying degrees of zero-shot gener-
alization and fine-tuning adaptability across different con-
cept pools (Fig. 3). Our experimental setting is particularly
challenging: we replace the entire concept pool with a new
set of concepts, reflecting a realistic scenario in the era
of rapidly evolving foundation models. Despite this diffi-
culty, FCBM possesses a degree of zero-shot generalization,
successfully transferring to new concepts without any fine-
tuning, suggesting the learned structure within FCBM cap-
tures generalizable patterns in the semantic space. Remark-
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‘campus’.

ably, FCBM can adapt to the entirely new concept set with
only a single epoch of fine-tuning, highlighting its ability to
quickly incorporate evolving domain knowledge.

Fig. 4 shows a example of concept contributions using
the trained concepts (left) and the concepts generated by
DeepSeek-V3 (right), where the image used for prediction
belongs to the ‘campus’ class in the Places365 dataset.
Overall, the highly contributing concepts are similar, such
as ‘a central quad or lawn’ versus ‘a quad/lawn’, ‘students’
versus ‘Students’, and ‘institution’ versus ‘educational insti-
tution’. However, in the left prediction, the concept ‘a central
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Figure 5: Sparsity analysis. We test the accuracy of FCBM with NEC = 30, 50, 100, and full concepts across five datasets using

ResNet50 and ViT-L/14 backbones.

| | CIFAR10 | CIFAR100 | CUB | Places365 | TmageNet
Backbone Method
| | DS GPT | T DS GPT | T DS GPT | T DS GPT | T DS GPT
Hard# 69.17 5400 47.56 | 63.01 1771 1613 | 5095 682  9.02 | 4985 977 886 | 6150 17.79  16.92
ResNet50 | FCBM\7# | 8127 6262 5937 | 4980 29.13 31.89 | 2945 1097 1238 | 3395 2298 2361 | 39.60 17.95 16.60
FCBM 8559 7532 7509 | 6477 3557 3454 | 6392 18.07 1943 | 49.13 3279 3227 | 6634 2923  26.69
Hard# 9727 7878 73.10 | 65.15 23.61 2468 | 68.15 9.4  12.87 | 5037 11.80 11.60 | 7522 1507  14.36
VITL/14 | FCBM\7# | 89.05 7558 78.13 | 6242 3854 3730 | 40.00 18.00 1440 | 3497 2558 2441 | 49.13 2365 22.55
FCBM 9721 9489 94.19 | 83.63 6227 59.67 | 80.52 23.06 28.69 | 5139 3724 3570 | 80.62 5170  50.56

* Tr. = Using trained concepts, DS = Using DeepSeek-V3-generated concepts, GPT = Using GPT-40-generated concepts.
# Hard: forcibly selecting a group of most effective concepts. FCBM\ 7: FCBM using the default unlearnable temperature.

Table 2: Accuracy of FCBM with different modules across five datasets using three groups of concepts.
each backbone, dataset, and concept group are shown in bold.

quad or lawn’ contributes the most, while in the right pre-
diction, based on the DeepSeek-V3-generated concepts, the
contributions are more dispersed. This dispersal may sug-
gest that the concepts used in the right prediction do not fully
align with those in the training set, which could potentially
lead to classification errors. An additional case on the CUB
dataset can be seen in the Appendix.

To summarize, FCBM demonstrates the potential of zero-
shot generalization in terms of concepts in VLM-based
CBMs. However, we suggest that users exercise caution
when using LLM-generated concepts for fine-grained cat-
egories or highly specialized datasets.

5 Ablation Studies

Sparsity. We evaluate the accuracy of FCBM with differ-
ent numbers of effective concepts (NEC), including 30, 50,
100, and full concepts (all available concepts), across five
datasets. As shown in Fig. 5, the accuracy increases slightly
as the number of NECs increases, but overall it remains sta-
ble. The most noticeable improvement is observed on the
Places365 dataset, indicating the higher prediction difficulty
for this dataset.

Sparsemax and Temperature. In Table 2, we evaluate
the accuracy of FCBM with three different modules: FCBM
without sparsemax (denoted as ‘Hard’, using hard truncation
instead), FCBM without a learnable temperature (denoted
as ‘FCBM\7’), and the full version of FCBM. Two back-
bones (ResNet50 and ViT-L/14) and three groups of con-

The best results for

cepts (trained concepts, DeepSeek-V3 generated concepts,
and GPT-40 generated concepts) are also included in this
analysis. The hard truncation refers to the process of forcibly
selecting the 30 most effective concepts (NEC).

From a general perspective, the full version of FCBM out-
performs other methods in most cases, particularly in terms
of zero-shot generalization performance. Although ‘Hard’
occasionally achieves good results using trained concepts,
its zero-shot generalization performance is the weakest, in-
dicating that hard truncation does not effectively preserve
concept understanding. Furthermore, ‘FCBM\temp.” lacks
the ability to control sparsity due to the absence of a learn-
able temperature. As a result, the sparsity is typically very
low, making it difficult to select effective concepts.

6 Conclusion and Outlook

We proposed the Flexible Concept Bottleneck Model
(FCBM), which addresses key challenges in CBMs by al-
lowing dynamic adaptation of the concept pool. Through
experiments on five datasets, FCBM demonstrated com-
parable performance to state-of-the-art methods, achiev-
ing competitive accuracy with a similar sparsity. Moreover,
FCBM showed promising zero-shot generalization, success-
fully handling unseen concepts. Future work includes eval-
vating FCBM in more complex, real-world scenarios. It is
interesting to investigate whether novel biomarkers can be
seamlessly integrated into FCBM without sacrificing inter-
pretability or predictive performance.
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