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Abstract
Assessing students’ responses, especially natural language
responses, is a major challenge in education. In general, in
education contexts, automatically evaluating what learners do
or say is important as it enables personalized instruction, e.g.,
based on what the learner knows tailored tasks and feedback
are given to the learner. Recently, deep learning techniques
led to state-of-the-art methods in NLP such as transformer-
based methods which resulted in significant performance im-
provements for many NLP tasks such as text classification
and question answering. However, there is not much work
exploring such methods for assessing students’ free answers,
particularly in the context of code comprehension, which
brings additional challenges as the student explanations in-
clude code references as well. This paper explores the poten-
tial of applying automated assessments methods using trans-
formers to code comprehension. We fine-tuned pre-trained
transformer models, including BERT, RoBERTa, CodeBERT,
and SciBERT, to see how well they can automatically judge
students’ responses to code comprehension tasks. Our results
demonstrate that these models can significantly enhance the
accuracy and reliability of automated assessments, offering
insights into how the latest NLP techniques can be leveraged
in computer science education to support personalized learn-
ing experiences.

Introduction
When students learn, monitoring their knowledge state and
other states such as their emotional state, i.e., inferring a
learner model, is crucial as it enables tailored instruction to
individual needs which is needed in order to induce opti-
mal student learning gains. In adaptive instructional systems
such as Intelligent Tutoring Systems (ITS) (Rus et al. 2013),
the learner model needs to be inferred automatically and
implies assessing the learner’s mastery level or knowledge
state with respect to the target domain as well as other states,
as noted. Assessing students’ responses during instructional
tasks helps detect learners’ knowledge states with particular
key concepts covered by a particular instructional tasks and
also provides insights into students’ overall mastery level of
the domain (Harlen et al. 1992). The learner model is crit-
ical for both macro-adaptivity, i.e., selecting learning tasks
appropriate for the learner’s mastery level, e.g., following a
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Zone of Proximal Development (ZPD) approach, and micro-
adaptivity which entails providing targeted support within
a specific task such as when the learner is engaged in a
problem-solving or code comprehension task.

Our work presented here has been conducted within the
context of source code comprehension ITSs, or shortly code
comprehension ITSs. Reading code and understanding what
it does, i.e. code comprehension, is a critical skill for both
learners as well as professionals. For learners, it is crucial to
acquire the ability to read and understand code, as learning
computer programming involves exploring through reading
many code examples provided by the instructor or available
in intro-to-programming textbooks or other sources (Cun-
ningham et al. 2022; Wang et al. 2020). Similarly, reading
code to understand what it does is a major skill and activ-
ity for professional programmers. Professional developers
spend approximately 70% of their time understanding code
during software maintenance (Rugaber 2000). As O’Brien
(O’brien 2003) notes, comprehending source code is vital
for tasks such as maintenance, reuse, migration, reengineer-
ing, or enhancement. Thus, enhancing students’ code com-
prehension skills would significantly benefit their academic
and professional careers.

Research on code comprehension strategies and on de-
veloping ITSs for code comprehension have focused on
prompting for self-explanation as an instructional strategy.
Students are asked to read code examples and then artic-
ulate in their own words their understanding of the code.
Self-explanation is generally an effective learning strategy.
Self-explanation theories and empirical evidence (Chi et al.
1989; Chi 2000) suggest that students who self-explain the
learning material achieve deeper understanding and greater
learning gains. In the process of self-explanation, students
articulate their thought processes during educational ac-
tivities (Chi et al. 1989; Chi 2000). When coupled with
strategies based on socio-constructivist theories of learning,
self-explanation can be an effective strategy because it in-
volves learners interactively verbalizing their comprehen-
sion as they engage in learning tasks with a significantly
more knowledgeable other, e.g., a tutor, and receive sup-
port in the form of feedback, e.g., positive feedback such
as Great job! and hints as needed resulting in a scaffolded
self-explanation instructional strategy. Following construc-
tivist theories of learning the learner is allowed to construct
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their own knowledge by themselves as much as possible
and only offered help in the form of hints when flounder-
ing (Aleven and Koedinger 2002; VanLehn, Jones, and Chi
1992). Moreover, self-explanations hold personal relevance
for the learner, being self-initiated and generated, thereby
enriching the learning experience’s significance (Roy and
Chi 2005). The positive effects of self-explanations have
been shown in different domains like physics (Conati and
VanLehn 2000), and programming (Rus et al. 2021).

Based on this rich evidence of the effectiveness of scaf-
folded self-explanation, code comprehension tutors (Rus
et al. 2019) have recently been developed that interactively
scaffold learners’ code comprehension processes by elic-
iting self-explanations and providing feedback. Automati-
cally assessing students’ self-explanations of code is a crit-
ical component in such tutors. A widely adopted approach
relies on semantic similarity methods where students’ self-
explanations are compared to ideal self-explanations pro-
vided by the experts. Although significant research has been
conducted in automated assessment for short answers (Ban-
jade et al. 2016) and essays (Mujeeb, Pardeshi, and Ghon-
gane 2010), less work has been done on assessing free self-
explanations during source code comprehension activities,
which is our research focus.

It is important to note that code explanations present
unique challenges compared to other free-text scoring tasks.
Unlike general free-text responses, code explanations incor-
porate domain-specific language and require a deep under-
standing of both natural language and programming lan-
guage concepts. They must be closely aligned with the struc-
ture and logic of the corresponding code example. Further-
more, code explanations need to be assessed not only for
content but also for how well they capture the precision and
conciseness required in programming. These unique aspects
require specialized approaches for automated assessment,
which this study aims to address.

This paper seeks to bridge the gap in automated assess-
ment for source code comprehension by exploring the ap-
plication of transformer-based models through fine-tuning
them to evaluate students’ programming self-explanations.
Specifically, we focus on line-by-line self-explanation gen-
erated by students for JAVA code examples, leverag-
ing pre-trained models, namely, BERT, RoBERTa, Distil-
BERT, CodeBERT, and SciBERT. These models have shown
promise in various NLP tasks (Sanh et al. 2019; Feng et al.
2020; Beltagy, Lo, and Cohan 2019). The rationale behind
selecting these specific transformer models is detailed in the
methodology section.

This study contributes to the fields of computer science
education and ITS development by addressing the lack of
research on assessing self-explanations during source code
comprehension. We expect that our findings will not only en-
hance our understanding of how students comprehend code
but also inform the design of more effective educational
tools that support personalized learning experiences.

Related Work
The automated assessment of students’ natural language re-
sponses has evolved significantly, with methodologies tran-

sitioning from hand-crafted features to advanced neural net-
work approaches. In this section, we review some of the
work that has been done in the automated assessment of stu-
dents’ responses.

Earlier approaches utilized by researchers to automati-
cally assess students’ responses included hand-crafted fea-
tures like lexical similarity (Dzikovska, Nielsen, and Brew
2012), vector-based similarity (Sultan, Salazar, and Sumner
2016), and n-gram features (Heilman and Madnani 2013).
These approaches laid the groundwork for understanding
textual responses but lacked the depth required for assessing
more challenging responses in the context of more complex
tasks such as code comprehension.

With the introduction of neural networks, various deep
learning-based approaches were introduced to automate the
assessment of freely generated, natural language responses
(Riordan et al. 2017; Conneau et al. 2017). Kumar et al.
(Kumar, Chakrabarti, and Roy 2017) introduced Siamese
bidirectional LSTMs with an Earth-Mover distance pool-
ing layer for Automated Short Answer Grading (ASAG),
demonstrating the potential of deep learning in capturing nu-
anced semantic relationships. Similarly, Prabhudesai et al.
(Prabhudesai and Duong 2019) used a Siamese bidirectional
LSTM neural network-based regression, combining deep
learning with feature engineering to improve assessment ac-
curacy. These studies highlight the neural networks’ ability
to understand complex textual data, suggesting a foundation
upon which assessment of self-explanation in code compre-
hension could be built.

Sung et al.(Sung et al. 2019) pre-trained BERT with
domain-specific data to improve its effectiveness, represent-
ing the latest advancement in NLP. This method’s success
in various tasks, including ASAG, showed the potential of
transformer models to adapt to specialized domains. Liu et
al. (Liu et al. 2019a) and Camus et al. (Camus and Filighera
2020) further explored transformer capabilities, employing
attention mechanisms and fine-tuning strategies to under-
stand the nuanced semantics of student responses, support-
ing the idea that these models might more accurately repre-
sent the semantic relationship. Nadeem et al. (Nadeem et al.
2019) developed an LSTM-based scoring architecture for
essays that leveraged pre-computed contextual embeddings
from a static BERT model as initialization parameters.

Candor (Condor 2020) specifically adapted BERT for
ASAG, using Cohen’s Kappa to compare the agreement
between automated systems and human evaluators. Their
findings revealed that pre-trained models like BERT yield
more consistent ratings, similar to those of human evalua-
tors, highlighting the potential for these models to provide
reliable assessments in new domains, such as code compre-
hension. Lun et al. (Lun et al. 2020) employed a multiple-
data augmentation strategy in combination with a fine-tuned
BERT model to provide automated short-answer scoring.

A study by Khayi et al. (Khayi, Rus, and Tamang 2021)
in 2021 investigated the use of fine-tuned pre-trained trans-
former models to evaluate open-ended student answers in
physics. They integrated this approach into an interactive,
dialogue-based ITS. Both of their work showed that fine-
tuning pre-trained language models for short answer grad-
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ing lead to remarkable performance improvement com-
pared to traditional approaches. This technique leverages the
power of large-scale pre-trained models and adapts them to
the specific task of evaluating student responses. Ghavidel
et al. (Ghavidel, Zouaq, and Desmarais 2020) developed
an innovative assessment system that merges BERT with
XLNET (Extra Long-Network) using autoregressive pre-
training. Unlike traditional approaches, their model func-
tions without manually engineered features and eliminates
the need for question-based training or inputs.

Despite these advances, the direct application of these
models to assessing self-explanations in source code com-
prehension remains largely unexplored. Although Chapa-
gain (Chapagain et al. 2022) and Fowler (Fowler et al. 2021)
have explored automated assessment of code explanations,
their reliance on traditional machine learning approaches
such as textual features, bag-of-word, and bigram mod-
els have limited capabilities compared to transformer-based
models. Traditional machine learning methods often rely on
predefined features and patterns which can limit their ability
to fully capture the complexities of programming logic or
semantics in student responses.

This gap presents a significant opportunity to explore
promising transformer-based models for assessing student
response in code comprehension, aiming to advance the field
in the automated assessment of free student responses.

Data Collection
We used a publicly available dataset called SelfCode
2.0(Lekshmi-Narayanan et al. 2024) which was collected
using an online learning tool named PCEX (Hicks et al.
2020) which offers interactive worked examples and en-
ables students to learn programming by interactively explor-
ing code examples line by line. The original PCEX plat-
form was modified to encourage students to provide ex-
planations for each line of code, aiming to obtain authen-
tic self-explanations from them. Specifically, they were pre-
sented with 10 different JAVA examples and asked to read
and explain each line, resulting in a total of 3,019 self-
explanations. The explanations for the experts were pro-
vided by final year Computer Science Ph.D. students who
were also asked to explain each line of code. Table 2 il-
lustrate expert and corresponding student explanations with
their semantic similarity ratings.

Explanations Word Count (µ) Word Count (σ)
Student 16.41 9.96
Expert 24.78 19.56

Table 1: Statistics of student explanation and expert expla-
nation

Two Computer Science Ph.D. students annotated the stu-
dent and expert explanations regarding semantic similarity.
They assessed how similar the students’ self-explanations
are to the corresponding expert explanations on a scale of 1-
5, with 1 being not similar and 5 being the most similar. This
annotation process was designed to accommodate various

explanation pairs, leading to four distinct cases based on the
explanations provided by both students and experts. Each
case represents a different scenario of sentence pairings and
was rated accordingly to capture the similarity between the
student and expert explanations as presented below. Exam-
ples of each 4 cases can be seen in Table 2.
• Case 1: When both the student and the expert provide

a one-sentence explanation each, the sentence pair was
assigned a singular rating reflecting their similarity. For
example, a rating of [(4)] denotes a single sentence pair
between the expert and the student.

• Case 2: If the student provides a single sentence as an
explanation whereas the expert provided multiple sen-
tences for the same line of code, the rating was expressed
as [(3,1)], with each score representing the comparison
of the student sentence to each of the expert sentences,
highlighting the variance in similarity across the multi-
ple expert sentences.

• Case 3: When the student provides multiple sentences
against a single expert sentence, each student sentence
was rated for its similarity to the expert’s sentence, lead-
ing to individual ratings such as [(4), (1)], indicating how
each student sentence compares to the single expert sen-
tence.

• Case 4: For pairs where both provide multiple sentences,
each student’s sentence was compared with each expert
sentence, resulting in pairs of scores (e.g., [(2,2), (1,1)]).
This method details the similarity between all pairs of
student sentences and the expert sentences.

To create a single score for each annotator, we first used a
maximum-of-maxima (max-of-max) approach, selecting the
highest score from all comparisons to highlight the most sig-
nificant match between the student and expert explanations.
This leads to an overly optimistic score. Our second criterion
was the maximum of averages (max of averages), which, as
the name implies, computes the average similarity score for
each group or set of sentence pairs and then selects the maxi-
mum among these averages. This can be interpreted as iden-
tifying the group whose average similarity score is highest
compared to others. That is, this method selects as the over-
all, average score of the sentence which is most similar on
average with all sentences in the expert explanations. This
can also be interpreted as the sentence that is most consis-
tently similar with all the sentences in the expert explana-
tion on average. This also leads to an optimistic assessment
of students’ explanations. It should be noted that these op-
timistic approaches aim to mitigate what we consider the
biggest risk: not giving students credit when they actually
deserve it. That is, given that even state-of-the-art NLP tech-
niques are not perfect, an automated method can indicate
a student is incorrect when, in fact, they are correct (false
negative). The optimistic approaches minimize this worst-
case scenario, and the price to pay is that, at times, such
approaches give students a more generous score than they
deserve. We believe this trade-off is appropriate given the
current state of the technology.

The third aggregating method uses an average of maxima
(avg of max). It first identifies the maximum similarity score
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Line of Code Student Explanation Expert Explanation Similarity Score
Point point = new Point(); Creates a class point and

creates a variable within that
class called point and sets it
equal to a method point.

We need to create a Point
object to represent a point in
the Euclidean plane

[(4)]

private int y; This declares a private int
variable called y

The instance variables are
declared as private to pre-
vent direct access to them
from outside the class. In
this way, no unexpected
modifications to a Point ob-
ject’s data are possible.

[(3,1)]

int[] values = {5, 8, 4, 78,
95, 12, 1, 0, 6, 35, 46};

This line creates the integer
array with the values. you
need this to achieve the goal
bc you need an array to look
in

We declare an array of val-
ues to hold the numbers.

[(4), (1)]

if (num == previous) { If loop that compares num to
previous. If they are equal,
then it will print the state-
ment.

We check whether the num-
ber that the user entered is
a duplicate of the previous
number that the user en-
tered. To determine if the
two numbers are duplicates,
we need to test whether they
are equal.

[(2,2),(1,1)]

Table 2: Comparison of Student and Expert Explanations with Similarity Scores

within each group or sentence pairs. Then, it calculates the
average of these maximum scores across all groups or sen-
tences in the student explanation. Although this approach is
also optimistic, it is moderately so, as it averages maximum
scores for each student sentence with respect to each expert
sentence. If some student sentences have low similarity with
expert sentences, they will bring down the overall average
of maxima. This method balances capturing the strongest
similarities while also acknowledging weaker points in the
student’s explanation. It highlights the best matching parts
without completely overlooking less aligned sections.

Table 1 shows the descriptive statistics of expert and stu-
dent explanations. To ensure consistency with semantic sim-
ilarity scores, which range from 0 to 1, we have adjusted
the single-rated scores accordingly. A human rating of 1 is
normalized to 0, a rating of 2 becomes 0.25, and so forth,
culminating in a rating of 5 is normalized to 1.

Methodology
To choose what pre-trained transformer models to use, we
considered various aspects such as training data, model ar-
chitecture, and pre-training objectives. Our goal was to ex-
plore which models are better suited for our specific task of
automated assessment of students’ self-explanations during
code comprehension tasks.

BERT: BERT (Devlin et al. 2018) is designed for deep
bidirectional learning from unlabeled text which is trained
on a corpus of news articles and Wikipedia. For our regres-
sion tasks, we fine-tuned BERT by adding a regression head
on top of the pre-trained model. This process involves train-

ing the entire model, including the newly added regression
layer, on our specific dataset of student and expert expla-
nations. This process involves embedding the [CLS] token
from BERT’s final output and passing it through a fully con-
nected layer that predicts a continuous value. This modi-
fication enables BERT to effectively handle tasks involv-
ing numerical predictions, leveraging its strong language-
understanding capabilities.

RoBERTa : RoBERTa (Liu et al. 2019b) shares the same
architecture as BERT but differs in its training approach.
It incorporates modifications such as dynamic masking and
is trained on a larger dataset of English language texts, in-
cluding books, news articles, and web content. Furthermore,
RoBERTa employs a different encoding mechanism com-
pared to BERT using byte-level Byte-Pair Encoding (BPE)
instead of WordPiece tokenization. This allows RoBERTa to
handle a larger vocabulary and potentially capture more nu-
anced relationships between words and subwords.

DistilBERT: DistilBERT (Sanh et al. 2019) is a stream-
lined version of BERT, offering similar performance but
with fewer parameters, making it faster and more efficient.
It is trained on the same dataset as BERT. To adapt Distil-
BERT for regression tasks, we fine-tuned DistilBERT us-
ing the same approach as BERT, replacing the classification
layer with a regression head.

CodeBERT: CodeBERT (Feng et al. 2020) is a variant of
the BERT model, specifically designed to understand both
natural language and programming code. It is pre-trained on
pairs of natural languages and code in six programming lan-
guages: Python, Java, JavaScript, PHP, Ruby, and Go.
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Figure 1: BERT based model with regression head for se-
mantic similarity prediction

SciBERT: SciBERT (Beltagy, Lo, and Cohan 2019) is a
specialized version of the BERT model, tailored for scien-
tific text. It is pre-trained on a large corpus of scientific liter-
ature from the fields of computer science and biomedicine.
This allows SciBERT to effectively capture domain-specific
concepts.

For the fine-tuning process, we input the students’ and ex-
pert’s explanations into the various transformer-based mod-
els. The output of the fine-tuned models is a semantic sim-
ilarity score between 0 and 1, indicating how similar the
student’s sentence is to an expert’s sentence. This score is
essentially a regression value predicted by the model af-
ter fine-tuning. The classification layer was replaced with
a regression head to adapt the pre-trained models for this
regression task. Specifically, the [CLS] token output from
the final transformer layer was passed through a fully con-
nected layer to predict the continuous similarity score. Dur-
ing fine-tuning, the weights of both the pre-trained BERT-
based model layers and the new regression layer are updated
through backpropagation, allowing the model to adapt to our
specific task while retaining its pre-trained knowledge. Fig-
ure 1 shows the architecture of the BERT based transformer
model with the regression head.

Experiments and Results
In our experiment, we fine-tuned transformed models for 10
epochs with a batch size of 16, a learning rate of 0.00002,
and AdamW as an optimizer. This approach was chosen
to optimize learning efficiently while preventing overfitting.
Our experiments were carried out on Google Colab, utiliz-
ing its T4 GPU. We used Pearson and Spearman correlation
coefficients as evaluation metrics to analyze how effectively
the models’ assessments aligned with human judgments. We

Models Max of Max Avg of Max Max of Avg

P S P S P S

TF-IDF .310 .290 .313 .293 .313 .293
BERTScore .377 .346 .378 .347 .397 .385
USE .307 .275 .306 .204 .306 .274

BERT .677 .631 .772 .765 .703 .662
RoBERTa .647 .615 .726 .728 .645 .618
DistilBERT .716 .665 .767 .759 .721 .670
CodeBERT .656 .626 .734 .739 .738 .739
SciBERT .733 .681 .784 .775 .736 .686
P: Pearson, S: Spearman

Table 3: Fine-tuned models performance along with baseline
for different aggregation

applied an 80-10-10 split procedure using random selection
to split the data sets into training (1812 instances), test (604
instances), and validation (604 instances).

For our experiment, we used three baseline methods:
TF-IDF, BERTScore (Zhang et al. 2019), and Universal
Sentence Encoder(USE) (Cer et al. 2018) to calculate the
semantic similarity scores between expert responses and
student responses. TF-IDF represents responses as term
frequency-inverse document frequency vectors, with sim-
ilarities computed using cosine distance between these
vectors. BERTScore leverages BERT’s contextual embed-
dings to compute token-wise cosine similarities between re-
sponses, which are then aggregated into a final score. Sim-
ilarly, USE converts sentences into fixed-length vectors and
employs cosine similarity for comparison. These baselines
are crucial as they give us a standard to measure the im-
provements made by our fine-tuned transformer models.

Table 3 shows the results of fine-tuning pre-trained trans-
former models compared to a baseline model when expla-
nations are passed without splitting. We used a holistic ap-
proach to evaluate entire explanations at once because it al-
lows us to understand how all parts of an explanation work
together, mimicking the natural way humans assess explana-
tions, considering not just the individual elements but how
they cohesively form a complete argument.

The result shows that all pre-trained models outperform
the baseline. SciBERT has the best performance across all
metrics evaluated in both the max of max and avg of max
aggregation methods, achieving Pearson’s correlation coeffi-
cients of 0.733 and 0.784, respectively, and Spearman’s cor-
relation coefficients of 0.681 and 0.775, respectively. These
high correlation scores indicate that SciBERT’s assessments
closely match human evaluations, an essential factor in ac-
curately evaluating student responses.

Our analysis reveals interesting performance variations
between SciBERT and CodeBERT in assessing student ex-
planations. While SciBERT achieved higher scores in max-
of-max (0.733 vs 0.656) and avg-of-max (0.784 vs 0.734)
metrics, CodeBERT performed marginally better in max-of-
avg assessment (0.739 vs 0.736). SciBERT’s superior per-
formance can be attributed to its training in scientific liter-
ature, which provides better handling of complex technical
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explanations and terminology variations found in student re-
sponses. Its exposure to diverse scientific writing styles en-
ables better bridging between expert explanations and alter-
native student phrasings.

In contrast, CodeBERT’s training on code-natural lan-
guage pairs, while effective for direct code-language rela-
tionships, may not fully capture the range of explanatory
patterns in student responses. CodeBERT’s stronger perfor-
mance in max-of-avg assessment suggests better capability
in identifying partial matches and technically accurate but
incomplete explanations. These complementary strengths
suggest potential benefits in combining both models through
ensemble methods or specialized fine-tuning approaches for
future developments.

All transformer models performed significantly compared
to the baseline, but their effectiveness varies depending
on the aggregation method used. For instance, under the
avg of max aggregation, models like RoBERTa and Distil-
BERT also excelled, with DistilBERT reaching a Pearson
correlation of 0.767 and RoBERTa achieving approximately
0.726. This indicates that the avg of max method may bet-
ter reflect the models’ detailed understanding compared to
the max of avg and max of max methods, where the perfor-
mance generally appears to be lower. The difference in how
well each model performs based on the aggregation method
used points to the advantage of using a variety of models for
different kinds of assessment tasks in adaptive learning sys-
tems. By choosing the right model for the task, we can make
the most of what each model does best, leading to more pre-
cise and fair evaluations of student learning.

We also performed an error analysis to analyze the perfor-
mance of the model. The models generally performed well
on student explanations that closely matched the expert’s
explanations. However, it struggled with student explana-
tions that used alternative but correct phrasing to describe
the code. Additionally, the models had difficulty accurately
assessing longer, multi-sentence explanations, particularly
when the student elaborated on concepts not explicitly men-
tioned in the expert explanation. This suggests that the mod-
els may need further refinement to fully capture the nuances
while explaining code examples. These findings of our error
analysis highlight the need for future work to focus on im-
proving the models’ ability to better handle the diversity of
valid explanations.

In summary, fine-tuning pre-trained transformer models
has shown good results in automatically assessing student
responses to code comprehension. SciBERT showed bet-
ter performance in the case of both the max of max and
avg of max methods, closely matching human evaluation.
CodeBERT is also effective, especially in the max of avg
method, showing that it is good at assessing. The perfor-
mance of these models along with other models such as
BERT, RoBERTa, and DistillBERT highlights the need to
choose the right model and method of aggregation for the
most accurate student assessments in education. These find-
ings can help adaptive learning systems use the best NLP
tools for better and more personalized assessments in com-
puter science education.

Conclusion
This study demonstrates the potential of using fine-tuned
transformer models such as SciBERT and CodeBERT to au-
tomatically assess students’ code explanations. Our analysis
reveals that the Average-of-Max aggregation method consis-
tently yields the strongest performance across different mod-
els, with SciBERT achieving the highest scores (Pearson:
.784, Spearman: .775). This aggregation strategy appears
to strike an optimal balance in assessment, neither overly
generous nor unnecessarily strict in evaluating student re-
sponses against reference explanations. Such balanced eval-
uation is crucial in educational settings where we want to
fairly acknowledge students’ understanding while maintain-
ing high standards.

Integrating these models with the Average-of-Max aggre-
gation method into intelligent tutoring systems (ITSs) could
enable more accurate and personalized feedback on stu-
dents’ code comprehension abilities. Instructors could lever-
age these assessments to identify knowledge gaps and pro-
vide targeted instruction tailored to individual student needs.
However, a key limitation is the reliance on a single expert
reference explanation, which may not account for the natural
variance in valid student responses. Incorporating multiple
expert references could further enhance the effectiveness of
our chosen aggregation strategy.

Our current work doesn’t take account of context such
as providing the goal of the program. Incorporating pro-
gram goals and other contextual information could signifi-
cantly enhance the model’s ability to evaluate student’s re-
sponses more accurately which we plan to explore in the
future. Additionally, while the models performed well on
this specific dataset, their generalizability to other program-
ming languages or domains needs further investigation. In
addition, we also want to look at the interpretability of these
models, as it would help ITS to provide more personalized
feedback to learners, making learning more effective. More-
over, ethical considerations around fairness, transparency,
and accountability must also be addressed before adopt-
ing these technologies and models into educational settings.
Nonetheless, this work paves the way for enhancing adap-
tive learning experiences by automating the evaluation of
students’ code explanations.
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