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Abstract

Quantum computing promises to revolutionize various fields,
yet the execution of quantum programs necessitates an ef-
fective compilation process. This involves strategically map-
ping quantum circuits onto the physical qubits of a quantum
processor. The qubits’ arrangement, or topology, is pivotal to
the circuit’s performance, a factor that often defies traditional
heuristic or manual optimization methods due to its complex-
ity. In this study, we introduce a novel approach leveraging
reinforcement learning to dynamically tailor qubit topologies
to the unique specifications of individual quantum circuits,
guiding algorithm-driven quantum processor topology design
for reducing the depth of mapped circuit, which is particularly
critical for the output accuracy on noisy quantum proces-
sors. Our method marks a significant departure from previous
methods that have been constrained to mapping circuits onto
a fixed processor topology. Experiments demonstrate that we
have achieved notable enhancements in circuit performance,
with a minimum of 20% reduction in circuit depth in 60% of
the cases examined, and a maximum enhancement of up to
46%. Furthermore, the pronounced benefits of our approach
in reducing circuit depth become increasingly evident as the
scale of the quantum circuits increases, exhibiting the scala-
bility of our method in terms of problem size. This work ad-
vances the co-design of quantum processor architecture and
algorithm mapping, offering a promising avenue for future
research and development in the field.

Code — https://github.com/qclab-quantum/Qtailor

1 Introduction

The advent of quantum computing marks a significant leap
forward in computational capabilities (Wu et al. 2021;
Nielsen and Chuang 2010; Shor 1997; Deutsch and Jozsa
1997; Shor 1994; Zhu et al. 2022), offering the potential
to outperform classical computing in solving specific intri-
cate problems. The field has witnessed remarkable progress
in recent decades (Arute et al. 2019), having now entered
the Noisy Intermediate-Scale Quantum (NISQ) era(Huang
et al. 2023, 2020; Wu et al. 2021). Despite this progress, the
realization of quantum advantage in practical applications,
such as quantum machine learning (Biamonte et al. 2017;
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Beer et al. 2020; Liu et al. 2021; Huang et al. 2021; Ding,
Bao, and Huang 2022) and quantum chemistry (Bauer et al.
2020; Cao et al. 2019), remains a huge challenge. This is
primarily attributed to the fragile nature of physical qubits
on noisy quantum processors (Schlosshauer 2019), making
it difficult to execute complex quantum algorithms reliably.
A pivotal strategy to mitigate the impact of noise is to min-
imize the depth of quantum circuits, which underscores the
imperative for an efficient quantum circuit compilation pro-
cess. This process involves mapping theoretical quantum al-
gorithms onto the physical qubits within a processor, taking
into account the native gate set and the processor’s topol-
ogy, with the goal of achieving the shallowest possible cir-
cuit depth.

Previous works have predominantly concentrated on cir-
cuit mapping for fixed processor topologies (Zhang et al.
2021; Li, Ding, and Xie 2019; Wille, Burgholzer, and
Zulehner 2019; Zulehner, Paler, and Wille 2018; Siraichi
et al. 2018; Li, Zhou, and Feng 2021; Zhou, Feng, and
Li 2022; Nannicini et al. 2022), such as linear or two-
dimensional grid configurations. The topology of a proces-
sor significantly influences the depth of the mapped cir-
cuits, with higher connectivity generally leading to shal-
lower depths. However, for certain quantum algorithms, a
one-size-fits-all topology is not always necessary; instead,
the processor can be tailored to the algorithm for optimal
performance. This raises an intriguing question: Can tailor-
ing the topology to specific circuits lead to further reductions
in circuit depth? If affirmative, what methodologies can be
employed to effectively engineer such tailored topologies?
Our work addresses these questions by harnessing machine
learning to simultaneously optimize the quantum processor
topology and map quantum circuits for the intended quan-
tum algorithm, thereby significantly reducing the depth of
the mapped circuits. We summarize our key contributions as
follows:

e We introduce Qtailor, a novel framework that utilizes
Reinforcement Learning (RL) to determine the optimal
quantum processor topology for a specific quantum al-
gorithm, within the constraints of a processor’s connec-
tivity. Experimental tests with small-scale circuits indi-
cate that Qtailor can significantly reduce circuit depth,
with enhancements reaching up to 46% over the cur-
rent state-of-the-art model, Qiskit (Contributors and IBM



2024). Moreover, as circuit size escalates, the advantages
of Qtailor become progressively pronounced.

* We develop a reward-replay mechanism for training
Qtailor, which recycles rewards from previous actions to
reduce the need for time-consuming action evaluations,
thus enhancing training efficiency and making Qtailor
well-suited for addressing large-scale problems.

* We propose a directed-force layout technique that signif-
icantly minimizes edge crossings in the designed quan-
tum computing processor, reducing crosstalk noise and
optimizing the layout for the grid-like architecture com-
monly found in modern superconducting quantum com-
puters.

2 RL for Processor Topology Design with
Restricted Connections

In the context of this study, we represent physical qubits and
their connections using an undirected graph, with qubits as
vertices (v) and their connections as edges (e). As elaborated
in Appendix, our empirical evidence indicates that variances
between two graph can lead to a significant divergence in
circuit depth. It is, therefore, crucial to identify an optimal
graph for circuits. Considering a set of n vertices, the total

number of possible edges is determined by the number of
. n(n—1)
ways to select 2 vertices from n, hence, there are 27 2

potential graphs, with varying structures that markedly af-
fects the circuit. Due to the exponential growth in potential
graphs with the number of vertices, it is hard for heuristic
search algorithms to traverse the extensive solution space.

Reinforcement Learning (Silver et al. 2017; Francois-
Lavet et al. 2018) is particularly well-suited to this domain
because its adaptive, incremental learning process, a trade-
off between exploration and exploitation, enabling effective
exploration in vast solution space. Consequently, our ap-
proach leverages RL to develop an agent that can dynam-
ically guide topology design, moving beyond mere static
memorization of solutions. Nevertheless, integrating RL into
this domain presents two primary challenges: (a) It requires
the formulation of the topology design problem within the
confines of a reinforcement learning framework. This in-
volves developing novel action space and a reward function
that are compatible with reinforcement learning algorithms.
(b) There is a critical need to improve the training efficiency
of models designed for large-scale quantum circuits. This
challenge arises from the inherent computational demands
and the complexity of quantum circuits, which can signifi-
cantly hinder the speed and effectiveness of model training.
These challenges are addressed in Sections 2.1 and 2.2, re-
spectively.

2.1 System Overview

Consider a Graph with n vertices labeled vy, vs, ..., vy,
which correspond to n qubits in a quantum circuit. Let £
represent the complete set of potential edges, where each
edge e, signifying a potential link between any two vertices
(or qubits), belongs to this set, i.e., e C E. A Graph is thus
defined as a subset of E with each element of this subset
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representing an edge in the Graph. The depth of a circuit (¢)
mapped onto a Graph () can be computed using the func-
tion faepen (G, ¢). In our experimental setup, we utilized a
famous quantum development kit Qiskir (Contributors and
IBM 2024) to implement the computation of fgepn (G, c).
The objective is to identify a G' to minimizes the circuit
depth while adhering to the maximum connectivity degree
constraint for its vertices, formally stated as:

min f(G,c),G C E {
s.t. degree(v) < 4 )

In the context of the RL framework, we conceptualize G
as the environment, wherein each action executed by the
agent can modify G, propelling G towards the desired state.
The G is represented by an adjacency matrix, denoted by
M, in which the presence of an edge between vertices v;
and v; is indicated by M;; = 1. It is important to note that
Graph G is undirected; consequently, an edge constitutes an
unordered vertex pair, rendering e (v;,v;) and e (v;,v;) as
equivalent representations of the same edge. In light of this
symmetry, we use only the lower triangular portion of M
where ¢ < j, effectively reducing the state space by over
half. As illustrated in Figure 2, matrix M is subsequently
flattened into a one-dimensional array to serve as the state
(input) for the agent. The agent employed in our study is
borrowed from the Proximal Policy Optimization (PPO) as
detailed in (Schulman et al. 2017).

The extensive search space inherent in graphs makes it
challenging for an agent to directly identify an optimal
graph, especially during the initial stages when both the
agent’s policy and output are nearly random. This random-
ness results in sparse positive rewards, complicating the
model’s convergence. To address this, we simplify the huge
action space into incremental steps. At each step, the agent
only decide whether to build an edge between two specified
vertices, consequently, the action can be denoted by (v;, v;).
Given n vertices the action space is effectively reduced to

"("2_1), a significant contraction from the entire Graph’s
search space. Reward is quantified as a scalar value indi-
cates the improvement of circuit depth (the lower the better)
by action. An efficient reward function is detailed in Sec-
tion 2.1. Furthermore, to enhance the efficiency of training,

a Reward-Replay method is introduced in Section 2.2.

Reward Function Our objective is for the reward mech-
anism to guide the agent towards optimizing the topol-
ogy towards an ideal state. We start by denoting the initial
depth of the circuit as Dy, During the ¢ — th iteration, the
change in depth relative to the previous iteration is repre-
sented by A(D;_1,D;) = D; — D;_1, Our objective is to
ensure that this change, A(D;_1, D;), is negative, indicat-
ing a reduction in depth. Moreover, we strive for the depth
at any iteration D; to be lower than the initial depth Dy,
highlighting a consistent trend towards optimization. Con-
sequently, the reward is computed based on both A(Dy, D;)
and A(D;_1,D;). At any given time ¢, we assess depth
change A from step ¢ — 1 and the initial step to step ¢ re-
spectively:

Dy — Dy

ADt—>0 = Do

2
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Figure 1: Comparative between the existing method and our method: (top) Prior research has focused on the development of
mapping algorithms for predefined topologies, primarily aimed at allocating qubits in a way that satisfies connectivity require-
ments. The result of these methodologies is a fixed mapping protocol. (bottom) Our study employs Reinforcement Learning
model to suggest an topology that aligns with the circuit’s characteristics under the limitations imposed by restricted connec-
tivity. Subsequently, qubits are mapped in a sequential manner instead of a complex mapping algorithms.
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According to Eq. (1) and Eq. (2), we formulate the reward
as follows:

((1 + Assyo)® — 1) 1+ A1, A0 <0

ADy 41 =
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Our designed reward function incorporates both the initial
state and the state from the preceding step, directing the
agent to modify the topology at each step towards reducing
the circuit depth. This ensures that the cumulative adjust-
ments are aligned with the desired direction.

2.2 Reward-Replay Proximal Policy Optimization

The reward function and action space operates indepen-
dently of RL algorithms, enabling a variety of RL to tackle
the mapping problem. Among these, Proximal Policy Opti-
mization (PPO) (Schulman et al. 2017) is preferred due to its
benefits in promoting stable training processes and efficient
exploration strategies. Nonetheless, there still a significant
obstacle that existing RL algorithms struggle to overcome:
the evaluation of the action ( i.e. assigning rewards to ac-
tions) at each training step relies on computing the circuit’s
depth using fgeptn, @ process that can take several seconds
to minutes. This evaluation process significantly reduces the
training efficiency, consuming approximately 68% of the to-
tal training time. This highlights the crucial need to reduce
this duration to improve training efficiency.
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Typically, the evaluation associated with a particular ac-
tion depends on the current state (s), indicating that iden-
tical actions may yield divergent outcomes across different
states. This concept is encapsulated within the reward func-
tion r(s, a). A significant challenge emerges due to the ex-
tensive array of potential states, making the storage of every
possible state-action pair (s,a) impractical. However, our
experiments have yielded a notable observation: across nu-
merous distinct pairs (sp, a) and (sq, a) where s, # sq.the
results demonstrate a notable similarity in outcomes. In light
of this observation, we simplify our model by adopting the
assumption that (a|s1) =~ (a|s2) ... = (a|s,), thereby en-
abling us to approximate the reward function for a state-
action pair (s, a) as simply 7(a). This simplification is ra-
tionalized by the premise that if an edge significantly con-
tributes to minimizing the circuit’s depth by enabling the
requisite connections, then, regardless of the current state
(i.e., the graph), this edge consistently ensures the neces-
sary connectivity, thus uniformly facilitating a reduction in
the circuit’s depth. Building on this approximation, we in-
troduce the Reward-Replay method, which involves recy-
cling the reward associated with an a (represented as the
pair (r, a)) rather than (r,a, s), where the latter signifies a
nearly infinite array of possibilities. This strategy allows for
the immediate retrieval of rewards from memory upon any
subsequent execution of the action, eliminating the need for
repetitive reward calculations and consequently diminishing
computational demands.

Utilizing r(a) to approximate the r(a, s) may introduce
inaccuracy. To counteract the potential accumulation of er-
rors during training, a replay threshold is implemented for
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Figure 2: Overview of proposed Qtailor: (1) The agent acquires state from the environment; state are represented by a flattened
matrix that denotes the current topology, where M;; = 1 indicates that (); and ); are connected. (2) Subsequently, the agent
outputs an action (a), that establish an connection between which two qubits. (3) The action is then applied to the topology.
(4) Using the action as a key, we query the reward (r) from memory, which stores pairs of {a,r). If a match is found, the
corresponding reward will be directly provided to the agent, otherwise, an evaluation involving circuit compilation, computation
of depth, and gates is conducted. The reward function is then applied based on the depth or gates, and this reward is stored in
memory as a pair of (a, 7). This process is referred to as reward replay, detailed in Section 2.2. (5) Finally, The agent receives

the reward and continues to the subsequent iteration.

retaining rewards in the buffer. For instance, setting a thresh-
old of 2 means that the reward associated with action will be
discarded after its second use. The balance between training
efficiency and performance can be adjusted by modifying
the replay threshold. Details regarding the hyper-parameters
and the pseudo-code for the Reward-Replay Proximal Pol-
icy Optimization (RR-PPO) are provided in the Appendix.
It is important to emphasize that the framework we propose
is not dependent on a specific reinforcement learning algo-
rithm. Additionally, it does not require the use of a particular
quantum software as a backend for processing quantum cir-
cuits.

3 Topology Adjustment for Industrial
Manufacturing

Reinforcement learning offers promising topology for cir-
cuits, however, translating these topologies into practical,
industrially viable implementations encounters significant
challenges: (a) Electromagnetic interference between cross-
ing wires can cause a cross-talk(Ding et al. 2020) problem
(Sarovar et al. 2020), leading to decoherence and low fidelity
in quantum operations, necessitating a topology design that
minimizes wire crossovers to alleviate such problems. (b)
Over past decades, the quantum processor architecture based
on superconducting qubits has become the leading candidate
platform (Huang et al. 2020). Given the predominant grid-
like structure of these superconducting processor topolo-
gies (Nishio et al. 2020; Zulehner, Paler, and Wille 2018),
our goal is to maintain this uniform grid pattern. This ap-
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proach aims to ensure compatibility with existing technolo-
gies, thereby facilitating a smoother integration of reinforce-
ment learning-derived topologies into the current framework
of quantum computing.

In this study, we adopt the Force-directed Layout method
(Kobourov 2012) to minimize edge crossings by emulat-
ing physical forces, specifically repulsion and attraction. As
depicted in figure 3, vertexes are treated as charged parti-
cles, and edges are treated as springs, each vertex experi-
ences two types of forces: (a) Repulsive force defined as
Erepulsive = %, k1 is a constant, r is the distance between
vertexes; (b) Attractive force: defined as Fi,qction = koA,
ko is a constant and Az is the value of the increase of the
distance between vertexes compared to the initial distance.
The resultant force acting on each vertex is determined by
the sum of all repulsive and attractive forces. Subsequently,
the vertex adjusts its position in response to this resultant
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Figure 4: Workflow of the Force-directed Grid Layout:
(a) Acquire an initial force-directed layout using existing
method (Kobourov 2012). (b) Initialization the grid point
around the point, the point are attracted to the nearest sur-
rounding grid point, vertexes determine the nearest grid
point via Euclidean distance, followed by occupation. (c)
In instances where v; and wvs share the closest grid point,
they both move to that point. However, an increase in the re-
pulsive force between them as they draw closer ensures that
they are effectively repelled. (d) Upon occupation of a grid
point by a point, the nearest unoccupied grid points is se-
lected as the new target for other points.

force. This adjustment process is iteratively repeated until
the system reaches equilibrium, as detailed in Appendix.
Equilibrium is characterized by a state of low entropy, lead-
ing to minimal edge crossings. While the layout method
does not guarantee an absolute minimum number of cross-
ings, its cost-effectiveness allows for multiple executions to
identify the most optimal result. However, this method faces
challenges in achieving a grid-like arrangement of vertices.
To address this issue, we have incorporated a grid compo-
nent into the existing force-directed method. This additional
component directs vertices towards the nearest grid points,
ensuring that vertices settle into a coherent grid pattern. The
workflow of this component is illustrated in Figure 4.

4 Experiments

In this section, we present the experimental design aimed
at addressing the following research questions: (RQ1) How
does the performance of Q7ailor compare to the state-of-
the-art approach, and what are the reasons for the observed
performance differences? (RQ2) How effective is QTailor
as the circuit scales up? (RQ3) How does our proposed
Reward-Replay impact the efficiency of PPO?

4.1 Experiment Setup

Benchmarks and Compared Method . Building upon the
foundation established by previous research, we have se-
lected MQT Bench (Quetschlich, Burgholzer, and Wille
2023) as our benchmark toolkit. This toolkit offers a di-
verse array of platform-independent circuits tailored for var-
ious quantum computing tasks. To monitor the training pro-
cess and evaluate efficiency, we utilized TensorBoard (Abadi
et al. 2015) Our experiments were conducted using Qiskit
(Contributors and IBM 2024) as the backend framework, a
renowned quantum computing development kit provided by
IBM. Notably, Qiskit incorporates Sabre (Li, Ding, and Xie
2019) as its mapping algorithm, which is recognized as the
state-of-the-art. Sabre utilizes a sophisticated mapping algo-
rithm that operates on a SWAP-based Bidirectional heuristic
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search approach.

For our study, Sabre was chosen to ensure a fair and intu-
itive comparison. By employing Sabre, we maintain consis-
tency across all phases of our experiment, with the exception
of the mapping phase. This approach allows us to utilize the
same configurations for post-mapping optimizations and cir-
cuit depth calculations, thereby ensuring a standardized and
controlled environment for our comparative analysis.

Evaluation Protocol. For the Sabre algorithm, a topol-
ogy consisting of a square grid with 100 nodes (10 x 10)
is provided, where nodes having a connectivity degree of 4.
For a fair comparison, the maximum connectivity degree for
the QTailor’s topology is similarly constrained to 4. Given
that the calculation of circuit depth involves randomness, we
conducted the calculation three times and took the average to
mitigate the effects of this randomness. The detailed hyper-
parameters are given in Appendix.

4.2 Performance Evaluation (RQ1)

In this section, we compare the depth, fidelity, and total gates
of circuits driven by QTailor and Qiskit. The circuits therein
is from public dataset. Our analysis indicates that Q7ailor
yields better outcomes than Qiskit across a majority of tasks,
reducing circuit depth ranging from 5% to 46% as presented
in Figure 5, over 60% of the samples exhibit a reduction
in circuit depth by 20%. The results shows that the topol-
ogy suggest by QTailor for circuits can also significantly re-
duce total gates of compiled circuits, which can mitigate the
accumulation of quantum errors, leading to higher overall
fidelity. Our method can be easily optimized for different
metrics by making a minor adjustment to the reward func-
tion. Specifically, we can replace the parameter depth (de-
noted by AD) with the number of gates. Similar to depth,
the number of gates should be minimized. Conversely, if the
metric in question should be maximized, we need to use its
negative value in the reward function.

The statistics presented in Table 1 provide insight into the
factors contributing to the reduced depth of the line. The
idle ratio, which represents the proportion of time a qubit
remains inactive in gate operations, is calculated using the
following formula:

gates

Idle=1— (———
€ (qubits x depth

) 5)
We observe that the idle ratio from Qtailor is lower
than that of Qiskit, with a maximum observed reduction of
31.68%, regardless of whether Qtailor’s gate count is higher
or lower than Qiskit’s. A lower idle ratio indicates enhanced
parallel processing capabilities of the quantum processor
and contributes to a reduction in circuit length. If the focus
shifts towards reducing the number of gates, a minor adjust-
ment can be made to the reward function by replacing the
depth parameter (denoted by A D) while other components
remain unchanged. The result are shown in Figure 6.

The Quantum gates in circuits are applied to qubits to
perform computations. Each gate takes a certain amount of
time to execute, the gates must be executed within an oper-
ational window dictated by the qubits coherence times, such
as T1 (relaxation time) and T2 (dephasing time). The T1
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Figure 6: Statistics on the number of gates. Each curve repre-
sents a single experiment conducted across all circuits, with
the bold curve indicating the mean value. Our approach re-
duced the total number of gates by 4.78% to 36.39%.

and T2 define the duration for which a qubit can maintain its
state reliably, if operations exceed these time limits, qubits
may lose their state, leading to errors. Fewer gates results
in shorter operation times, which is crucial for enhancing
fidelity—a metric indicating the accuracy of a quantum op-
eration or circuit performance. The improvement in fidelity
achieved through our method is depicted in Figure 7. We em-
ploy Qtailor to optimize and reduce the quantum gate count
in the circuit. Next, we evaluate the fidelity of the circuit us-
ing Equation 6, with P; and (Q; denoting the probabilities of
the i-th quantum state for the ideal and noise-affected scenar-
ios, respectively. The findings reveal that as the circuit size
grows, the fidelity enhancement becomes more significant.
In a 10-qubit circuit, there is an average fidelity improve-
ment of 10.91%, with a maximum enhancement of 26%.

2
F(P,Q) = (Z_ \/P(i)Q(i)> (©)
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Qiskit Qtailor
Circuit | Depth Idle(%) | Depth Idle(%) | Reduction(%)
gnn_5 92 7652 | 63  66.70 31.52)
gnn_10 | 191 7529 | 184 7647 3.664
gnn_15 | 483 84.89 | 330 77.52 31.68]
gqnn 20 | 610 83.67 | 445 74.04 27.05])
vqe_10 | 257 74.09 | 253 67.39 9.04]
vge_15 | 507 79.20 | 428  69.66 12.04])
ae_10 | 191 8429 | 162 81.67 3114
ac 20 | 527 74.65 | 459 70.04 6.18 |
ae 40 | 1353 5847 | 1069 40.79 30.24 |
ansatz_6| 95 86.32 | 55 81.27 5.85]
ansatz 9| 193 83.63 | 136 81.84 2.14 |
su2.5 62 87.10 | 22 7455 14.41 |
su2 20 | 480 64.21 | 394 41.24 35774

Table 1: Statistics of depth, and idle ratio on circuits. Results
suggests that minor variations in idling rates can culminate
in substantial differences in circuits depths.
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Figure 7: Fidelity improvement with gates reduction, the sur-
faces from top to bottom represent circuits of 6, 8, and 10
bits of Real Amplitudes ansatz task.

4.3 Evaluation of Circuits for Scaling Up (RQ2)

Figure 8 shows how the depth changes with size of the cir-
cuits increase. In a comparative analysis focusing on the
depth of quantum circuits comprising 6 qubits, Qtailor con-
sistently exhibits a reduced circuit depth when compared to
Qiskit. As the gate count increases from 60 (6 x 10) to 210
(6 x 35), the depth reduction achieved by Qtailor compared
to Qiskit are 31.03%, 31.52%, 33.87% , 39.11%, 39.65%
and 40.74%, respectively. This trend indicating a system-
atic efficiency improvement in circuit depth with Qrailor as
circuits size increases. The capability to efficiently handle
large-scale circuits is crucial for unlocking the full poten-
tial of quantum computing, thereby enabling the solution of
problems that are intractable for classical computing.
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for sampling, resulting in a decrease in the time consumed
per iteration.

4.4 Ablation Study (RQ3)

Figure 9 shows the Kullback-Leibler (KL) divergence loss
and total loss during the training. Besides the Reward-
Replay module, the experiments are conducted under uni-
form conditions, including hardware and hyper-parameters.
We observe that: (left) Our method shows a more fluctuat-
ing curves for both KL and total loss, yet reaches conver-
gence faster by 24%. This efficiency can be attributed to
the Reward-Replay module, which minimizes unnecessary
evaluations on circuits. (right) The losses curves eventually
reach a nearly a near-identical value, because the forgetting
mechanism avoids the errors accumulation and thus has a
limited effect on training accuracy.

Figure 10 provide insights into the faster training process
of RR-PPO, The results shows that the time consumed by
RR-PPO gradually decreases and stabilization on both sam-
pling and iteration phrase. Yet, the traditional PPO exhibits a
contrasting trend. As training progressed, more reward can
be replayed to avoid time-consuming evaluations. We also
notice that the trends in the sampling time (left) and itera-
tion time (right) curves exhibit strong similarity. Addition-
ally, it is noteworthy that the iteration time encompasses the
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Figure 10: Time consuming. The time required to collect one
sample (left) and to complete one iteration (right). An itera-
tion comprises sampling, gradient descent, and updating the
policy. The results indicate a rapid decrease in the time ex-
pended by RR-PPO over time.

sampling time, implying that the total time to complete an
iteration is mainly determined by the evaluation in sampling
process.

5 Discussion and Conclusion

The proposed Qtailor, a framework that pioneers the syn-
ergistic design of quantum processor topology and circuit
mapping, offers several remarkable features: 1) Compared
to state-of-the-art methods, Qtailor significantly reduces the
depth of mapped circuits, with a minimum of 20% reduc-
tion observed in 60% of the examined cases and a maximum
enhancement reaching up to 46%. This reduction is pivotal
for high-fidelity quantum computing, as circuit depth is a
critical factor affecting the fidelity of quantum operations.
This work, therefore, highlights the transformative poten-
tial of machine learning techniques in advancing quantum
computing by transcending the limitations of conventional
compilation methods. 2) Our method demonstrates excel-
lent scalability across problem sizes and training efficiency.
As illustrated in Section 4.3, the advantages of our approach
become more pronounced with larger problem sizes, indicat-
ing its effectiveness for complex quantum circuits. Further-
more, as detailed in Section 4.3, the reinforcement learning
framework we designed, which encompasses problem mod-
eling and a problem-oriented training strategy called reward-
replay proximal policy optimization, has yielded significant
improvements in training efficiency. 3) We have also inte-
grated a force-grid layout technique to optimize the topol-
ogy on the processor, enhancing compatibility with current
manufacturing technologies and mitigating issues related to
crossing connections. This integration is crucial for the prac-
tical realization of quantum processors and addresses a key
challenge in the transition from theoretical designs to man-
ufacturable devices.

In the current study, we have focused on the connectiv-
ity constraints of quantum processors, an essential factor in
processor design. However, different quantum physical sys-
tems or varying fabrication processes for quantum proces-
sors may entail distinct constraints. While our work provides
a preliminary framework, it sets the stage for future research
that can explore these nuances more deeply.
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