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Abstract

Advances in robotic control and sensing have propelled
the rise of automated scientific laboratories capable of
high-throughput experiments. However, automated scien-
tific laboratories are currently limited by human intuition
in their ability to efficiently design and interpret experi-
ments in high-dimensional spaces, throttling scientific dis-
covery. We present AutoSciLab, a machine learning frame-
work for driving autonomous scientific experiments, form-
ing a surrogate researcher purposed for scientific discovery
in high-dimensional spaces. AutoSciLab autonomously fol-
lows the scientific method in four steps: (i) generating high-
dimensional experiments (x ∈ RD) using a variational au-
toencoder (ii) selecting optimal experiments by forming hy-
potheses using active learning (iii) distilling the experimen-
tal results to discover relevant low-dimensional latent vari-
ables (z ∈ Rd, with d ≪ D) with a ‘directional autoen-
coder’ and (iv) learning a human interpretable equation con-
necting the discovered latent variables with a quantity of in-
terest (y = f(z)), using a neural network equation learner.
We validate the generalizability of AutoSciLab by rediscov-
ering a) the principles of projectile motion and b) the phase-
transitions within the spin-states of the Ising model (NP-
hard problem). Applying our framework to an open-ended
nanophotonics challenge, AutoSciLab uncovers a fundamen-
tally novel method for directing incoherent light emission that
surpasses the current state-of-the-art (Iyer et al. 2023b, 2020).

Introduction
Scientific discoveries over the past centuries have been fu-
eled in large parts by human intuition and ingenuity (Koyré
2013). The traditional scientific discovery process involves
hypothesis generation, design of experiments to test hy-
potheses, and distillation of data into interpretable forms,
such as equations. Scientists build upon these learnt equa-
tions, often extrapolating with their intuition to guide the
next iteration of scientific discovery. However, a critical bot-
tleneck in this scientific discovery process is the reliance on
human intuition to generate a valid hypotheses, design ex-
periments to test those hypotheses and interpret results in
a large, high-dimensional design space. Within the physi-
cal sciences, the intuition bottleneck manifests as a lack of
theoretical frameworks, requiring expensive experiments to

Copyright © 2025, Association for the Advancement of Artificial
Intelligence (www.aaai.org). All rights reserved.

traverse a high-dimensional space - i.e.,‘Blindly looking for
a needle in a hay-stack with an expensive rake’.

Machine learning (ML) methods have excelled at aiding
researchers in identifying patterns and correlations within
dense datasets, (Krizhevsky, Sutskever, and Hinton 2012;
Vaswani et al. 2017), even in the physical sciences, (Jumper
et al. 2021; Choudhary et al. 2022), demonstrating the abil-
ity to execute a few of the necessary steps leading up to in-
terpretable scientific discovery, e.g., active learning (AL) for
efficient design of experiments (Ling et al. 2017; Kusne et al.
2020), or deep neural networks to extract high-dimensional
correlations in conducted experiments (DeCost et al. 2019;
Feng, Zhou, and Dong 2019). However, a complete ma-
chine learning framework which realizes interpretable scien-
tific discovery that can augment the human intuition remains
an open challenge. Key impediments to the development of
such a framework include the ability to design a large search
space of candidate experiments significantly beyond current
scientific understanding, efficiently discovering optimal can-
didates in this search space, and realizing interpretable re-
sults.

Here, we present a solution titled AutoSciLab, which is a
self-driving laboratory that employs machine learning meth-
ods to drive automated experiments. AutoSciLab accom-
plishes the following tasks:

(a) Drives autonomous scientific experiments by hypothesiz-
ing the next experiment from a generated space of exper-
iments, without the aid of human intuition

(b) Minimizes the number of scientific experiments required
to gain insight into the physical process while accounting
for stochastic experiments

(c) Distills the experiments to discover an informative latent
space complimenting any prior knowledge

(d) Learns an equation relating the discovered latent space
with the physical property of interest

Related Work
Self-driving labs where automated experiments are driven
by ML algorithms have recently gained popularity in the
physical sciences (Abolhasani and Kumacheva 2023; Seifrid
et al. 2022; MacLeod et al. 2020). While significant effort
has focused on automating the ‘mechanical’ tasks of a phys-
ical science experiment (robotic sample handling, automated
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end-to-end multi-step experimental workflows) (Abolhasani
and Kumacheva 2023), the ‘cognitive’ aspects (data anal-
ysis, designing optimal experiments) have largely explored
optimization. Self-driving labs have so far not been used for
interpretable scientific discovery, especially for understand-
ing scientific principles in high-dimensional search spaces.
We now breakdown each component of AutoSciLab, and
compare it to prior work:

Generating novel experiments: AutoSciLab employs
generative models to generate novel experiments beyond hu-
man intuition. Generative models such as Variational Au-
toencoders (VAEs) (Kingma and Welling 2013) and Gener-
ative Adversarial Networks (Goodfellow et al. 2020) have
shown excellent promise in generating structures in the
physical sciences (Kim et al. 2020; Anstine and Isayev
2023). However, these models have yet to gain popularity
within self-driving labs to generate novel experiments.

Efficient design of experiments: Efficient design of ex-
periments via Bayesian optimization or active learning, is a
staple of current self-driving labs (Ling et al. 2017; Kusne
et al. 2020). Other techniques such as differential evolution
(Storn and Price 1997) are also widely used for design of
experiments (Zhong et al. 2015; Kim et al. 2021). However,
these tools are often used with the intention of optimization
and discovery, and not with the goal of interpretable scien-
tific understanding.

Interpreting experiments using machine learning:
Explainable and interpretable machine learning tech-
niques, such as physics-informed neural networks (Raissi,
Perdikaris, and Karniadakis 2019), explainability metrics
(Lundberg and Lee 2017), and equation learner models (De-
sai and Strachan 2021; Sahoo, Lampert, and Martius 2018;
Schmidt and Lipson 2009) have shown great promise in
the physical sciences. However, these models have not been
used in conjunction with self-driving labs and autonomous
experiments.

The AutoSciLab Framework
AutoSciLab drives autonomous scientific experiments to
discover an interpretable relationship between a physical
quantity of interest y ∈ Rm and high-dimensional inputs
x ∈ RD, see Fig. 1. AutoSciLab achieves this by recasting
this problem as a discovery of an interpretable relationship
between y ∈ Rm and low dimensional latent space vari-
ables z ∈ Rd, with d ≪ D. AutoSciLab then aims to
learn y = f(z) in a symbolic (equation) form. This recast-
ing leverages the manifold hypothesis (Narayanan and Mit-
ter 2010; Fefferman, Mitter, and Narayanan 2016), which
states that high-dimensional data often resides in a low-
dimensional manifold. The manifold hypotheses is often
true in the physical sciences, where high-dimensional inputs
often have specific, physics-driven mechanisms to affect a
low-dimensional set of variables, which end up governing
the quantity of interest y. To discover this relationship, Au-
toSciLab begins by reducing the high-dimensional inputs
into a low-dimensional latent dimension z′ ∈ Rd using a
latent-space based generative model, such that sampling the
latent dimension z′ ∈ Rd generates novel experiments be-
yond the human intuition bottleneck that constraints experi-

ment (hypothesis) generation. AutoSciLab then employs ac-
tive learning to efficiently design experiments by creating
hypotheses in the latent space z′ ∈ Rd, designing exper-
iments that optimally find the relationship between z′ and
y, i.e., finding y = f(z′) by (for instance) maximizing
f(z′). Before this relationship can be distilled into an in-
terpretable equation for scientific understanding, we need a
mechanism to incorporate prior physical intuition into our
relationship. AutoSciLab achieves this by transforming the
low-dimensional latent variables z′ describing the inputs x
into the set of variables z ∈ Rd controlling the physical pro-
cess f . This transformation is achieved with a ‘directional’
autoencoder which is a conventional autoencoder with an
additional regularization term that introduce correlations be-
tween z ∈ Rd and a set of physics-informed variables
known to affect f . Finally, AutoSciLab learns the y = f(z)
in symbolic (equation form) using a neural network based
equation learner that we developed. We now describe each
aspect in detail.

Figure 1: AutoSciLab. Automated ‘experiments’ are driven
by an AL agent sampling the latent space of a generative
model (variational autoencoder, VAE) (yellow/purple bub-
ble). ‘Experiment’ here can refer to a physical laboratory
measurement, or a model/simulation of a process. The set
of experiments run by the AL agent are distilled using a di-
rectional autoencoder to discover a relevant latent space of
interest (green bubble). The symbolic relationship between
the relevant latent space variables and the physical property
of interest is learnt using a neural network equation learner
that uses pruning based on connection strength.

Generating Novel Experimental Candidates
We use a VAE to generate high-dimensional experiments
x ∈ RD. Given a training set X of candidate experi-
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ments {x1,x2, ...,xn}, with xi ∈ RD, we train a VAE to
maximize p(X), the likelihood of generating experiments
similar to, but also beyond those in the training set. The
VAE consists of two pieces: an encoder that reduces the ex-
periments into a latent dimension z′ ∈ Rd, learning the
probability distribution Q(z′|x), and a decoder that recon-
structs the experiment, learning the probability distribution
P(x|z′). Maximizing p(X) is equivalent to minimizing the
Evidence Lower Bound (ELBO) loss, Lvae (Kingma and
Welling 2013):

Lvae = Ez′∼Q[log P(x|z′)− DKL[Q(z′|x)||P(z′)]] (1)

where the first term is a reconstruction error, and the sec-
ond term is a KL divergence that measures the difference
between the learned latent space distribution Q(z′|x), and a
prior latent space distribution, assumed here to be Gaussian
with zero mean unit covariance P(z′) ∼ N (0, I). Sampling
the learnt latent space of the trained VAE allows us to gen-
erate experiments beyond the training set X. See Appendix
Section S2 (Desai et al. 2024) for details on VAE architec-
tures and training sets.

Efficiently Identifying Promising Experiments
While the VAE excels at generating experiments beyond
those studied before, the generation process is not directly
tied to the physical quantity of interest (y). To find exper-
imental features most relevant to the underlying scientific
phenomenon, we employ active learning, finding ‘optimal’
experiments in the latent in the latent space z′ ∈ Rd span-
ning features of experimental inputs. The active learning
task can be formulated as: maxz′∈Z′ f(z′). We begin with
an initial, small database of experiments Yinit, represented
by latent space embeddings z′init, and their associated phys-
ical quantity of interest y. Using this initial dataset Yinit =
{(z′1, y1), (z

′
2, y2), ..., (z

′
n, yn)}, We can now train a Gaus-

sian process model to learn y(z′) = GP(µ(z′),K(z′, z′′)),
where µ(z′) is a mean function and K(z′, z′′)) is a kernel
representing the covariance in y between two experiments
embedded as z′ and z′′. The posterior distribution across ev-
ery point in the latent space ẑ is now y(ẑ) = N (µ̂(ẑ), σ̂(ẑ)),
where (Rasmussen, Williams et al. 2006):

µ̂(ẑ) = µ(ẑ) + K(ẑ, z′)K(z′, z′)−1(y(z′)− µ(z′)) (2)

σ̂(ẑ) = K(ẑ, ẑ)− K(ẑ, z′)K(z′, z′)−1K(z′, ẑ) (3)

Given a posterior distribution, an acquisition function I(z′)
can now hypothesize the next best experiment to conduct.
Each experiment conducted by the active learning agent is
a hypothesis on features of experiments that would result in
optimal properties of interest, based on prior experiments.
Since AutoSciLab focuses on scientific discovery, we are in-
terested in not only identifying promising experiments, but
also learning about the underlying physical phenomenon.
Thus an acquisition function that balances exploration and
exploitation, such as Expected Improvement (EI), should en-
able us to define the optimal relationship y = f(z′). To es-
tablish a baseline, we compare EI to an upper confidence
bound (UCB) acquisition function, where the hyperparame-
ter λ of the acquisition function is tailored towards exploita-

tion. The two acquisition functions can be written as:

IUCB(z
′) = µ(z′) + λσ(z′) (4)

IEI(z
′) = Ez′(max{0, I(z′)− I(z∗)}) (5)

where z∗ represents the current best value for the AF. The
next best experiment, as identified by the acquisition func-
tion, can then be performed physically (in a laboratory, or us-
ing a model/simulation). This new data point (z′n+1,yn+1)
can now be added to the dataset yinit and the process con-
tinues until an optimum is reached, or a set experimental
budget is exhausted. See Appendix Section S3 (Desai et al.
2024) for further details on active learning, and a differential
evolution algorithm used as baseline for comparison.

Incorporating Prior Knowledge To Discover a
Relevant Low-Dimensional Latent Space
Of the search space defined by the VAE latent space, only
a fraction of points, such as those sampled by the active
learning agent, contribute meaningfully to our understand-
ing of the relationship between features of experimental in-
puts, and their observed physical properties. To learn this
new latent space z ⊂ z′, we distill the results of exper-
iments explored by active learning in the previous step.
The set of high-dimensional experiments explored by the
active learning are obtained by using the VAE’s decoder
P(x|z′) on the set of latent space points explored by the
active learning. These high-dimensional experiments x are
now encoded into a new latent space z ∈ Rd, recognizing
that for highest interpretability, we would like to encapsu-
late in the latent space any prior knowledge of correlations
between experimental inputs (x) and quantities of interest
(y). We learn the new latent space by training a ‘directional’
autoencoder, (Pati and Lerch 2019) (dAE), where some di-
rections in latent space are explicitly designed to correlate
with features of experiments known to physically affect the
measured property. This correlation is enforced as a regu-
larization in the distance between latent space variable (zi),
and a physics-based attribute (a):

LdAE = ||xrecon − xgt||22 + Ldist(Dz, Da) (6)

Ldist(Dz, Da) = ||tanh(Dz)− sgn(Da)||22 (7)

where the loss function of the directional autoencoder is a
conventional reconstruction loss, and an additional regular-
ization term Ldist, defined from prior work (Pati and Lerch
2019), with Dz(i, j) = zi − zj and Da(i, j) = ai − aj . See
Appendix Section S4 (Desai et al. 2024) for more details.
Correlations between the latent space learnt by the ‘direc-
tional’ autoencoder, and physical quantities deemed relevant
by subject matter experts provide us insight into the learnt
latent space variables.

Learning Correlations as Equations
Given a subset of latent space variables z relevant to pre-
dicting the physical quantity of interest y, we now de-
velop a neural network based equation learner (nn-EQL)
that learns the correlation between z and y, using a dataset
Y = {(z1, y1), (z2, y2), ..., (zn, yn)}. Our equation learner
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is a customized neural network where each neuron in a
layer has a specific activation function inspired by functional
forms seen in the physical sciences (e.g., sin, x2, xixj) (De-
sai and Strachan 2021; Sahoo, Lampert, and Martius 2018).
The equation learning process consists of three stages: (i)
Perform a preliminary fit to the dataset Y to determine a
baseline acceptable error, (ii) Systematically remove a frac-
tion p of neurons in each layer based on their contribution to
neuron activations in the next layer, followed by re-training
until the baseline acceptable error, or similar, is reached,
and (iii) Equation readout of the pruned network, where
the connectivity in the final sparse network with limited
weights and activation functions is expressed as an equa-
tion. Note that our pruning scheme is based on connection
strength, while conventional pruning schemes using weight-
based pruning (LeCun, Denker, and Solla 1989; Han et al.
2015; Sahoo, Lampert, and Martius 2018). This is due to our
use of complex, non-monotonic, activation functions, where
small weight values can be transformed into large activation
values (e.g. cos(x)). Thus, instead of pruning the smallest
weights in each layer, we prune the ‘smallest contributing’
connection in each layer, defining a connection ij’s contri-
bution as Wijxi, where Wij is the weight connecting neuron
i to a neuron j in the next layer, and xi is neuron i’s value.
See Appendix Section S5 (Desai et al. 2024) for more train-
ing details.

Benchmarking Components in AutoSciLab
Each component of AutoSciLab is benchmarked on simple
tasks to demonstrate their applicability to scientific domains.
The design of experiments using active learning is bench-
marked on a simple one-dimensional search in one of our
exemplars, showing that we can rediscover a known result
(see Appendix Section S3 (Desai et al. 2024)). The neu-
ral network equation learner is benchmarked on equations
found in symbolic regression benchmarks (La Cava et al.
2021; Udrescu and Tegmark 2020).

Data set True/Discovered equation
Lotka-Volterra
interspecies dynamics

ẋ = 3x− 2xy − x2

ẋ = 3.063x− 2.02xy − x2 − 0.16

Van der Pol Oscillator ẋ = 10(y − 1
3 (x

3 − x))
ẋ = 10y − 3.153x3 + 3.249x

Magnetic moment of
an electron in an orbit

µ = qvr
µ = qvr

Table 1: Benchmarking the nn-EQL

We find that our model accurately discovers each of these
equations (Table 1), showing our ability to discover terms in
equations commonly seen in physical systems. The gener-
ative model (VAE) uses conventional architectures, and we
thus choose to quantify VAE generative capabilities individ-
ually for each application. As demonstrated in each exem-
plar, the VAE has clear capabilities to reconstruct experi-
ments from the training set, as well as go beyond the training
set and suggest novel experiments.

Exemplars, Experiments, and Results
We demonstrate the capabilities of AutoSciLab on three
exemplar problems with varying difficulties (a) Projec-
tile motion (b) Two-dimensional Ising spin system (c) An
open ended nanophotonics problem. The first two problems
have known solutions, validating the AutoSciLab framework
while demonstrating the generalizability and range of prob-
lems that can be handled by the self-driving lab framework.
Code for the experiments and results is available in the Ap-
pendix.

Exemplar 1: Projectile Motion
Problem description: Projectile motion describes the mo-
tion of a particle launched with an initial velocity at a spe-
cific angle, following Newtonian mechanics. The problem
can be described as the evolution of the height y of the par-
ticle, as a function of time t, given an initial velocity u, and
angle θ. That is, y = f(t;u, θ). Each such projectile is de-

fined by a maximum height H(u) =
u2
y

2g , where g = 9.8m
s2 ,

and uy denotes the y-component of the velocity.
Objective: Demonstrate that AutoSciLab can re-discover

the relationship between the maximum height (H) of a pro-
jectile on the initial velocity (uy).

AutoSciLab framing of task: In the AutoSciLab frame-
work, we use the VAE to generate a variety of trajecto-
ries y = f(t). We develop a training set consisting of
quadratic, cubic, and quintic trajectories, taking the general
form y = αt2 + βt3 + γt5. The trained VAE thus gener-
ates a wide variety of realistic and unrealistic trajectories
y(t), from which the active learning agent now has to se-
lect realistic projectile trajectories. Here we utilize the fact
that realistic trajectories must have a constant acceleration
g, defining the active learning objective to be to minimize
the difference between the second derivative of a candidate
trajectory y(t) and g. From the set of trajectories selected
by the active learning, we can now use AutoSciLab’s di-
rectional autoencoder learn a new latent space which corre-
lates strongly with the initial velocity uy , incorporating prior
physical knowledge that H depends on uy . Finally, we can
use AutoSciLab’s equation learner network to learn H(uy)
in the form of a human-readable equation.

Result: We demonstrate that AutoSciLab accurately re-
discovers the equation describing the maximum height at-
tained by the projectile as a function of initial velocity, see
Fig. 2. The VAE used in the AutoSciLab framework is able
to generate trajectories that resemble projectile motion and
pseudo-projectiles (where the acceleration is not constant),
see Fig. 2(a). Using this trained VAE, active learning suc-
cessfully identifies regions in latent space that represent tra-
jectories with constant acceleration ∼10 m

s2 , i.e., realistic tra-
jectories, see Fig. 2(b), with colored dots showing the region
in latent space identified by active learning. AutoSciLab’s
directional autoencoder can now distill the trajectories ex-
plored by the active learning into a new latent space with one
variable that correlates strongly with the initial velocity uy ,
see Fig. 2(c), capturing prior knowledge that H depends on
uy . Finally, AutoSciLab’s nn-EQL learns an interpretable
equation relating height of the projectile (H) and latent vari-
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able z. The learnt relationship H(z) can be accurately trans-

lated to the known relationship H(uy) =
u2
y

2g .

Figure 2: Rediscovering projectile motion. (a) Projectile
height y as a function of time t. (b) Active learning effi-
ciently finds points with acceleration ∼ 10 m/s2. (c) Corre-
lation between the y-component of the initial velocity uy and
latent space variable z learnt by the directional autoencoder,
for trajectories identified by the active learning to have a
constant acceleration g. (d) Maximum height (H) vs z, learnt
equation overlaid.

Exemplar 2: Spin Dynamics of the
Two-Dimensional Ising System
Problem description: As a complex benchmarking problem
for AutoSciLab, we choose to re-discover the spin-dynamics
of the Ising system as function of temperature. The Ising
system consists of discrete variables called spins, which can
be in one of two states (+1 or -1) arranged on a two di-
mensional lattice where each spin interacts with its neigh-
bors. The Ising system is often used as an exemplar for a
system that can be defined using simple physical principles,
but exhibits complex emergent properties such as an effec-
tive magnetization, and a phase transitions (Onsager 1944).
Determining the ground state of the Ising model, particu-
larly when considering additional complexities such as ex-
ternal magnetic fields or disordered interactions (as in spin
glass models), is known to be an NP-hard problem (Bara-
hona 1982). By addressing this computationally challeng-
ing problem, we demonstrate the effectiveness of the Au-
toSciLab framework in tackling high-dimensional NP-hard
scientific discovery tasks.

Objective: Our objective is to re-discover the relation-
ship between the equilibrium average spin state (magneti-
zation M ) and the temperature T , known to be M(β) =
(1 − sinh(2βJ)−4))1/8 (Onsager 1944), where β = 1

kT is
the inverse temperature, k is the Boltzmann constant , and J
is the strength of interactions between spins. We assume k
and J to be equal to 1 without loss of generality.

AutoSciLab framing of task: The equilibrium prop-
erties of the Ising system are obtained in practice using
time-consuming Monte Carlo simulations that generate sam-
ples from a known equilibrium distribution of spins states
p(E) ∝ exp(−E

kT ), where E is the energy associated with
a spin state. We generate arbitrary spin states by initializ-
ing a random set of binary spins, defining an average mag-
netization Minit, at a defined temperature T (equivalently
β). Starting from sub-optimal random spin states with Minit

significantly different from M will require long Monte Carlo
simulations to reach an equilibrium set of states. We thus uti-
lize the AL component of AutoSciLab to discover optimal
spin states Minit that minimize the time to reach equilibrium
tsol when employing Monte Carlo simulations. Once opti-
mal spin states are learnt, we can run a short Monte Carlo
simulation to sample from the equilibrium distribution p(E),
quickly computing equilibrium magnetization M . The neu-
ral network equation learner component of AutoSciLab can
then learn the relationship between M and T .

Results: We find that AutoSciLab re-discovers the rela-
tionship between equilibrium magnetization M and tem-
perature T , see Fig. 3(a). We first find that AL efficiently
finds optimal initial spin states Minit such that the time to
reach equilibrium using standard Monte Carlo approaches
(tsol) is minimized, see Fig. 3(b). Note that by defining spin
states in terms of magnetization Minit, we remove the need
for a generative model to generate random spin states (sim-
ple random number generators can generate spin states), as
well as the need for a directional autoencoder that encodes
the known physical insight that the most relevant quantity
that describes spin states and their properties is the aver-
age spin state, i.e., the magnetization M . We thus skip di-
rectly to the equation learner, demonstrating that we can
learn the relationship between M and T , see Fig. 3(c). To
achieve this, we run short Monte Carlo simulations start-
ing from the optimal spin state learnt by the AL agent
(Minit). We find that we can achieve equilibrium states us-
ing an order-of-magnitude fewer number of Monte Carlo
steps compared to an arbitrarily random initialization (i.e.,
tAL
sol ≪ trandomsol ). The magnetization M achieved after the

short Monte Carlo simulation, and the temperature T are
collected in a dataset Y = (M1, T1), (M2, T2)...(Mn, Tn).
For ease of training the nn-EQL, we transform the dataset
to be Y ′ = (y1, β1), (y2, β2)...(yn, βn), where β = 1

kT

and yi = ( 1
1−M8 )

1/4. The equation to be learnt is thus
y = sinh(2β), and we find that our neural network equa-
tion learner finds y = 1.01sinh(1.96β)+0.1β−0.1, which
is close to the ground truth.

Exemplar 3: Open-Ended Nanophotonics Problem
Problem description: As an open-ended, real-world appli-
cation, we employ AutoSciLab to realize high-efficiency
steering of incoherent emission. The light emission from
thermal lamps (incandescent bulbs, light emitting diodes
(LEDs), black-body radiation, etc. are characterized as inco-
herent since their wavefront of emission remains random in
both space and time (Pichler, Daley, and Zoller 2010). This
random wavefront prevents traditional phased-array optical
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Figure 3: Rediscovering the spin-dynamics of the Ising
spin system. a) Spin-state (s) represented on a grid showing
the effects of increasing the temperature. b) Active learning
at a fixed temperature (T ∝ (βJ)−1) c) M vs T , show-
ing overlap between the true equation (black) and the learnt
equation (red) from the active learning results (blue).

elements (McManamon et al. 1996), used conventionally for
lasers (and other coherent sources), to be used to redirect
incoherent light. Dynamic semiconductor (GaAs) metasur-
faces made up of a sub-wavelength array of tunable optical
resonators have provided a route to steer incoherent light by
embedding the light emitters within the resonators based on
the pump pattern projected onto the metasurface. Previous
results have demonstrated that the spatial (x) intensity gra-
dients (b ∼ ∂x

∂x ) of the pump enable us to steer the light
emission from the metasurface through momentum match-
ing principles (km = ∂ϕ

∂x ∝ ∂x
∂x ) (Iyer et al. 2023b). How-

ever designing the optical pump pattern to re-direct the light
into a desired direction, i.e., the inverse problem, remains a
challenge. In other words, an open challenge is to maximize
the directivity of emission De = f(θi;x)

Σjf(θj ;x)
, where f(θi;x)

is the emission towards an angle θi, given pump pattern x.
Objective: Our objective is to discover the dependence

of directivity De on features of pump patterns imposed on
metasurfaces to efficiently steer incoherent emission.

AutoSciLab framing of task: In the AutoSciLab frame-
work, the VAE generates arbitrary pump patterns x given
a training set X of pump patterns {x1,x2, ...,xn}, with
xi ∈ RD. The active learning agent searches the latent
space of the VAE to maximize directivity, formulated as:
maxz′∈Z′ f(z′). Appendix Section S3 (Desai et al. 2024)
shows proof of concept results for AL on noisy experimen-
tal data. We inspect the pump patterns generated by the VAE
and the active learning, which have high directivity, and en-
code them into a new latent space z′ ∈ Rd, using the direc-
tional autoencoder piece of AutoSciLab. Specifically, we en-
code prior physical knowledge: the local slope of the pump
pattern b = ∂x

∂x , and the local curvature of the pump pat-

tern a = ∂2x
∂x2 that affect directivity. Finally, we learn an in-

terpretable relationship between features of pump patterns
z and their associated directivity De, using AutoSciLab’s
equation learner.

Figure 4: Discovering novel relationships in the nanopho-
tonics domain. (a) Generative capacity of the VAE, quan-
tified as the normalized distribution (log scale) of the local
slope (b) in pump patterns. (b) Directivity as a function of
experimental iteration. Dots represent each experiment, and
curves reperesent moving averages. (c) Spearman correla-
tions between the discovered latent space and physically rel-
evant pump pattern characteristics. (d) Correlating the latent
space with Directivity, incorporating prior knowledge.

Results: We demonstrate that AutoSciLab can success-
fully tackle the open-ended nanophotonics problem of steer-
ing incoherent emission resulting in a discovery of a novel
principle relating pump pattern features to directivity in an
equation, see Fig. 4. Fig. 4(a) quantifies the ability of our
VAE to generate pump patterns beyond those studied so far,
an aspect critical to defining the search space over which we
understand the phenomenon of incoherent emission steer-
ing. Fig. 4(a), demonstrates the generative capability of the
VAE, where the variety (quantified as the local slope distri-
bution) of the pump patterns is larger than the state-of-the-
art and human intuition based training set of the VAE by at
least two orders of magnitude (Iyer et al. 2023a). A wide
variation in local slopes indicates numerous changes in the
pump pattern, going significantly beyond previous the state
of the art, and proposing pump patterns that could poten-
tially yield a directivity never seen before. See Appendix
Section S2 (Desai et al. 2024) for examples of pump pat-
terns generated by the VAE, and their translation to patterns
imposed on the physical metasurface. We then find that AL,
searching over the latent space of the VAE, discovers pump
patterns with directivity values that are 3-4x higher than in
the training set, across multiple emission angles, see Fig.
4(b). Note that ground-truth data here is obtained by evalu-
ating a neural network surrogate model, but the AL scheme
is also able to identifying promising pump patterns when
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obtaining ground-truth data directly from the noisy experi-
ment, see Appendix Section S3 (Desai et al. 2024). Here
we focus on the noiseless surrogate model as it allows us
to compare multiple acquisition functions, as well as multi-
ple downstream algorithms in a principled manner, focusing
on the generalizability of our framework rather than focus-
ing on physics of the experimental noise. We demonstrate
that AL (with EI and UCB acquisition functions) reduces
the required number of experiments by an order of magni-
tude (see 4(b)) to discover the pump patterns with high di-
rectivity when compared to differential evolution (Storn and
Price 1997). Fig. 4(b) demonstrates that AL has the capa-
bility to efficiently hypothesize the next experiment - with
only a limited training set - maximizing the physical prop-
erty with minimal experiments in a self-driving lab frame-
work. See Appendix Section S3 for more AL results (Desai
et al. 2024).

We analyze the experiments selected by the EI AF to
guide our understanding of the physical process to learn in-
terpretable relationships between features in the pump pat-
tern (input) and directivity of emission (output). To learn
these interpretable relationships, we convert the set of la-
tent space points z explored by the AL into a ‘relevant’ set
of pump patterns x′. These high dimensional pump patterns
are condensed into a new, low-dimensional latent space z
such that dimension z1 correlates with the local slope b, see
Fig. 4(c). Appendix Section S4 (Desai et al. 2024) docu-
ments repeatability and generality of AutoSciLab for other
emission angles.

We formalize the insights described so far in Fig. 4 as an
equation governing incoherent light emission from a meta-
surface. Using our nn-EQL, we learn an interpretable equa-
tion between latent space variables z and directivity De.

De = 0.0467z21 − 0.0265z22 − 0.175z1

− 0.0955z1z2 + 0.22z2 + 2.707 (8)

where z1 and z2 are the first two variables in the learned
‘relevant’ latent space z. (See Appendix for additional anal-
ysis describing the physical implications of the equation to
the process of emission). This structure-property relation-
ship discovered here goes beyond our current understanding
of steering incoherent light, based on Fourier transforms.

Impact of AutoSciLab
The goal of AutoSciLab is to achieve interpretable scientific
discovery in high-dimensional spaces. Ideally, AutoSciLab
would (a) reduce the number of experiments needed for a
scientific discovery (b) Propose a wider, more varied set
of experiments than human intuition (c) Select and con-
duct experiments with valuable information needed for sci-
entific discovery. Table 2 documents estimates of each as-
pect mentioned above, for multiple exemplars. The metrics
in Table 2 quantify the number of experiments, the ‘vari-
ety’ of experiments proposed (in terms of the bounds of the
design space), and the ‘value’ of experiments as the aver-
age ‘performance’ (time to solution, directivity etc.) of the
set of experiments conducted. We expect AutoSciLab to in-
crease Nhuman

Nauto
(by lowering Nauto), increase Varietyauto

Varietyhuman
, and

Problem Design
Space

Method Experiments Gain
Factor

Number Variety Value
Projectile
Motion

2 Human 10 0.65 1 0.97
Auto 500 36 0.88

Ising Model 1024 Human 10 1 1 100
Auto 10 1 100

Photonics 8×106 Human 1M 0.1 1 2×106

Auto 1000 100 2

Table 2: Quantifying the gains from using AutoSciLab

increase Valueauto
Valuehuman

. The ‘Gain Factor’ is a product of these
three terms, with higher values being better. For more de-
tails on these calculations, please refer to Appendix Sec-
tion S6 (Desai et al. 2024). We find the gain factor from
using AutoSciLab to be significantly large in problems with
large design spaces, or problems with unknown underlying
physics that require a large number of experiments with lim-
ited intuition. For small design spaces, AutoSciLab performs
similarly to human intuition, which is expected. Addition-
ally, AutoSciLab, as a scientific discovery framework, at-
tains ‘level 4 autonomy’ in the six levels of autonomy for
scientific discovery described in (Kramer et al. 2023), posi-
tioning our work as a groundbreaking effort to address this
currently unmet challenge. AutoSciLab also integrates mul-
tiple aspects of scientific discovery as defined in recent work
(Langley 2024). Specifically, AutoSciLab supports ‘Induc-
ing Numeric Laws’ via the nn-EQL, ‘Experimentation and
Observation’ with the active learning and the generative
model (VAE), as well as ‘Measuring and Identifying Vari-
ables’ with the directional autoencoder. AutoSciLab’s appli-
cability to material science, as demonstrated with the open-
ended nanophotonics exemplar also addresses the need for
autonomous scientific discovery in this field, as identified
by the above work.

Limitations of AutoSciLab
While the AutoSciLab framework is developed to be an au-
tonomous research agent performing experiments in the lab,
this initial demonstration is informed and constrained by hu-
man researchers in a few ways. The ML framework expects
automated experiments, which can limit the type of experi-
ments that can be handled by this framework. Furthermore,
the variety of experiments generated by the VAE depends on
the training set, which is currently defined by human intu-
ition. The directional autoencoder is designed to incorporate
prior subject knowledge in the latent space, and currently
assumes that this prior knowledge is accurate, which may
not be true for cutting edge research. Lastly, the equation
learner is initialized with a dictionary of activation functions
provided by the researcher, again assuming this set of func-
tions to be valid. The requirements and inclusion of prior
knowledge into the AutoSciLab framework can bias the ex-
plorative directions of the experiments, while also acting as
guardrails to limit experiments with bounded outcomes.
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Conclusion
We demonstrate a self-driving lab framework capable of in-
terpretable scientific discoveries over a wide range of sci-
entific phenomena. We leverage an AL agent, searching
over the low-dimensional latent space of a generative model
(VAE), to efficiently discover optimal experiments, across
multiple domains such as projectile motion, the Ising spin
system, and an open ended nanophotonics problem. The
sampled experiments were distilled using a directional au-
toencoder to discover the relevant latent variables as a sub-
space of the VAE latent space, while encoding human in-
tuition based variables in the latent space. Correlations dis-
covered between latent space variables and human-intuition
based variables are formalized as human-interpretable phys-
ical relationships, using neural-network equation learners.
AutoSciLab successfully re-discovers known physics in the
projectile motion and the Ising spin system problem, and
discovers novel steering principles in the nanophotonics
problem, discovering a new method to steer incoherent light
emission from metasurfaces. We also demonstrate that as the
dimensionality of the design space increases, the gain in ex-
perimental cost enabled by AutoSciLab also scales. We en-
vision this scientific discovery from AutoSciLab to form a
novel pathway to realize clean energy sources (LEDs and
thermal lamps), with the potential for use in applications
such as AR/VR and holographic displays. From the perspec-
tive of scientific discovery, we have developed an ML frame-
work to hypothesize and generate candidate experiments, ef-
ficiently search the experimental design space, discover the
relevant latent variables while encoding prior knowledge,
and finally, condense experimental knowledge in the form a
human readable equation. These steps capture the scientific
method, and we envision that AutoSciLab can be general-
ized to most physical science domains with expensive and
noisy experiments, to learn physical relationships as inter-
pretable equations.

Acknowledgments
The work was in part supported by Sandia National Lab-
oratories’ Laboratory Directed Research and Development
program, and in part by the Center for Integrated Nanotech-
nologies, an Office of Science user facility operated for the
U.S. Department of Energy. This article has been authored
by an employee of National Technology & Engineering So-
lutions of Sandia, LLC under Contract No. DE-NA0003525
with the U.S. Department of Energy (DOE).

References
Abolhasani, M.; and Kumacheva, E. 2023. The rise of self-
driving labs in chemical and materials sciences. Nature Syn-
thesis, 2(6): 483–492.
Anstine, D. M.; and Isayev, O. 2023. Generative models as
an emerging paradigm in the chemical sciences. Journal of
the American Chemical Society, 145(16): 8736–8750.
Barahona, F. 1982. On the computational complexity of
Ising spin glass models. Journal of Physics A: Mathemat-
ical and General, 15(10): 3241.

Choudhary, K.; DeCost, B.; Chen, C.; Jain, A.; Tavazza,
F.; Cohn, R.; Park, C. W.; Choudhary, A.; Agrawal, A.;
Billinge, S. J.; et al. 2022. Recent advances and applications
of deep learning methods in materials science. npj Compu-
tational Materials, 8(1): 59.
DeCost, B. L.; Lei, B.; Francis, T.; and Holm, E. A. 2019.
High throughput quantitative metallography for complex
microstructures using deep learning: A case study in ultra-
high carbon steel. Microscopy and Microanalysis, 25(1):
21–29.
Desai, S.; Addamane, S.; Tsao, J. Y.; Brener, I.; Swiler, L. P.;
Dingreville, R.; and Iyer, P. P. 2024. AutoSciLab: A Self-
Driving Laboratory For Interpretable Scientific Discovery.
arXiv preprint arXiv:2412.12347.
Desai, S.; and Strachan, A. 2021. Parsimonious neural net-
works learn interpretable physical laws. Scientific reports,
11(1): 12761.
Fefferman, C.; Mitter, S.; and Narayanan, H. 2016. Testing
the manifold hypothesis. Journal of the American Mathe-
matical Society, 29(4): 983–1049.
Feng, S.; Zhou, H.; and Dong, H. 2019. Using deep neural
network with small dataset to predict material defects. Ma-
terials & Design, 162: 300–310.
Goodfellow, I.; Pouget-Abadie, J.; Mirza, M.; Xu, B.;
Warde-Farley, D.; Ozair, S.; Courville, A.; and Bengio, Y.
2020. Generative adversarial networks. Communications of
the ACM, 63(11): 139–144.
Han, S.; Pool, J.; Tran, J.; and Dally, W. 2015. Learning
both weights and connections for efficient neural network.
Advances in neural information processing systems, 28.
Iyer, P. P.; DeCrescent, R. A.; Mohtashami, Y.; Lheureux,
G.; Butakov, N. A.; Alhassan, A.; Weisbuch, C.; Nakamura,
S.; DenBaars, S. P.; and Schuller, J. A. 2020. Unidirec-
tional luminescence from InGaN/GaN quantum-well meta-
surfaces. Nature Photonics, 14(9): 543–548.
Iyer, P. P.; Desai, S.; Addamane, S.; Dingreville, R.; and
Brener, I. 2023a. Learning incoherent light emission steer-
ing from metasurfaces using generative models. In Proceed-
ings of the IEEE/CVF Winter Conference on Applications of
Computer Vision, 3770–3777.
Iyer, P. P.; Karl, N.; Addamane, S.; Gennaro, S. D.; Sinclair,
M. B.; and Brener, I. 2023b. Sub-picosecond steering of
ultrafast incoherent emission from semiconductor metasur-
faces. Nature Photonics, 1–6.
Jumper, J.; Evans, R.; Pritzel, A.; Green, T.; Figurnov, M.;
Ronneberger, O.; Tunyasuvunakool, K.; Bates, R.; Žı́dek,
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