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Abstract

Large language models (LLMs) have exhibited remarkable
capabilities across a variety of domains and tasks, challenging
our understanding of learning and cognition. Despite the recent
success, current LLMs are not capable of processing complex
audio information or conducting spoken conversations (like
Siri or Alexa). In this work, we propose a multi-modal AI
system named AudioGPT, which complements LLMs (i.e.,
ChatGPT) with 1) foundation models to process complex au-
dio information and solve numerous understanding and gener-
ation tasks; and 2) the input/output interface (ASR, TTS) to
support spoken dialogue. With an increasing demand to evalu-
ate multi-modal LLMs of human intention understanding and
cooperation with foundation models, we outline the principles
and processes and test AudioGPT in terms of consistency, ca-
pability, and robustness. Experimental results demonstrate the
capabilities of AudioGPT in solving 16 AI tasks with speech,
music, sound, and talking head understanding and generation
in multi-round dialogues, which empower humans to create
rich and diverse audio content with unprecedented ease. Code
can be found in https://github.com/AIGC-Audio/AudioGPT

Introduction
Nowadays, Large language models (LLMs) (Devlin et al.
2018; Raffel et al. 2020; Brown et al. 2020; Ouyang et al.
2022) are posing a significant impact on the AI community,
and the advent of ChatGPT and GPT-4 leads to the advance-
ment of natural language processing. Based on the massive
corpora of web-text data and powerful architecture, LLMs
are empowered to read, write, and communicate like humans.

Despite the successful applications in text processing
and generation, replicating this success for audio modality
(speech (Ren et al. 2020; Huang et al. 2022a; Hsu et al. 2021),
music (Huang et al. 2021), sound (Yang et al. 2022), and talk-
ing head (Wu et al. 2021; Ye et al. 2023)) is limited, while it
is highly beneficial since: 1) In real-world scenarios, humans
communicate using spoken language across daily conversa-
tions, and utilize spoken assistant (e.g., Siri or Alexa) to boost
life convenience; 2) As an inherent part of intelligence, pro-
cessing audio modality information is a necessity to achieve

* Equal contributions
Copyright © 2024, Association for the Advancement of Artificial
Intelligence (www.aaai.org). All rights reserved.

artificial general intelligence. Understanding and generating
speech, music, sound, and talking head could be the critical
step for LLMs toward more advanced AI systems.

QI: Hi, who are you? 

Al: Hi, I'm AudioGPT, a powerful audio dialo­
gue assistant tool that can help with a wide range 
of tasks and provide valuable insights and infor­
mation on a wide range of topics. 

Q2:W血tcan you do? 

A2:I can help with a wide range of tasks related 
to audio, such as generating audio from user in­
put text, generating audio from an image, synt­
hesizing speech from user input text, generating 
singing voice from user input text, generating 
text from an audio, audio inpainting, detecting 
sound events from an audio, synthesizing bina­
ural audio from a mono audio input,and so on. 

Q3: I am tired today, can you generate 
a music for me? 

A3: The singing voice is generated and saved 
as & audio/lb870cld.wav. Enjoy! 

Q4: I try to dub for moive. Can you help me 
generate a background sound that includes 
birds singing and people speaking? 

A4: The audio is generated and saved as 
& audio/c2dfd256.wav. Enjoy! 

QS: Please write an caption based on the audio. 

A5: The caption for P.iaudio/c2dfd256.wav is: a 
woman is spealring with a man, while some 
birds are sining. 

Figure 1: Qualitative analysis on multiple rounds of dia-
logue between humans and AudioGPT. Refer to https://aigc-
audio.github.io/AudioGPT.github.io/ for details.

Despite the benefits of audio modality, training LLMs that
support audio processing is still challenging due to the fol-
lowing issues: 1) Data: Obtaining human-labeled speech data
is an expensive and time-consuming task, and there are only
a few resources available that provide real-world spoken dia-
logues. Furthermore, the amount of data is limited compared
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Task Domain Model

Speech Recognition Speech Whisper (Radford et al. 2022)
Speech Translation Speech MultiDecoder (Dalmia et al. 2021)

Style Transfer Speech GenerSpeech (Huang et al. 2022b)
Speech Enhancemen Speech ConvTasNet (Luo and Mesgarani 2019)
Speech Separation Speech TF-GridNet (Wang et al. 2022)
Mono-to-Binaural Speech NeuralWarp (Richard et al. 2021)
Audio Inpainting Sound Make-An-Audio (Huang et al. 2023)
Sound Extraction Sound LASSNet (Liu et al. 2022b)

Target Sound Detection Sound TSDNet (Yang et al. 2021)
Sound Detection Sound Pyramid Transformer (Xin et al. 2022)

Talking Head Synthesis Talking Head GeneFace (Ye et al. 2023)

Text-to-Speech Speech FastSpeech 2 (Ren et al. 2020)
Text-to-Audio Sound Make-An-Audio (Huang et al. 2023)

Audio-to-Text Sound MAAC (Ye et al. 2021)

Image-to-Audio Sound Make-An-Audio (Huang et al. 2023)

Singing Synthesis Music DiffSinger (Liu et al. 2022a)
VISinger (Zhang et al. 2022)

Table 1: Supported Tasks in AudioGPT

to the vast corpora of web-text data, and multi-lingual conver-
sational speech data is even scarcer; and 2) Computational
resources: Training multi-modal LLMs from scratch is com-
putationally intensive and time-consuming. Given that there
are already existing audio foundation models that can under-
stand and generate speech, music, sound, and talking head, it
would be wasteful to start training from scratch.

In this work, we introduce “AudioGPT", a system de-
signed to excel in understanding and generating audio modal-
ity in spoken dialogues. Specifically, 1) Instead of training
multi-modal LLMs from scratch, we leverage a variety of
audio foundation models to process complex audio infor-
mation, where LLMs (i.e., ChatGPT) are regarded as the
interface (Wu et al. 2023; Shen et al. 2023) which empowers
AudioGPT to solve 16 audio understanding and generation
tasks; 2) Instead of training a spoken language model, we
connect LLMs with interface (ASR, TTS) for speech conver-
sations; AudioGPT can be divided into four stages:

• Modality Transformation. Using input/output interface for
modality transformation between speech and text, bridg-
ing the gap between the spoken LLMs and ChatGPT.

• Task Analysis. Utilizing the dialogue engine and prompt
manager to help ChatGPT understands the intention of a
user to process audio information.

• Model Assignment. Receiving the structured arguments
for prosody, timbre, and language control, ChatGPT as-
signs audio foundation models for understanding and gen-
eration.

• Response Generation. Generating and returning a re-
sponse to users after execution of foundation models.

Evaluating Multi-Modal LLMs
Consistency
In the consistency evaluation for the zero-shot setting, mod-
els are directly evaluated on the questions without being

provided any prior examples of the specific tasks, which
evaluate whether multi-modal LLMS could reason and solve
problems without explicit training.

Capability
As the task executors for processing complex audio informa-
tion, audio foundation models have a significant impact on
handling complex downstream tasks.

Robustness
We evaluate the robustness of multi-modal LLMs by assess-
ing their ability to handle special cases. These cases can
be classified into the following categories: 1) Long chains
of evaluation; 2) Unsupported tasks; 3) Error handling of
multi-modal models; and 4) Breaks in context.

Experiments
Experimental Setup
In our experiments, we employ the gpt-3.5-turbo of the GPT
models as the large language models and guide the LLM with
LangChain. The deployment of the audio foundation models
requires only a flexible NVIDIA T4 GPU on hugging face
space. We use a temperature of zero to generate output using
greedy search and set the maximum number of tokens for
generation to 2048.

Case Study on Multiple Rounds Dialogue
Shown in Figure 1, AudioGPT demonstrates the capabilities
for processing audio modality, covering a series of AI tasks
in generating and understanding speech, music, sound, and
talking head. The dialogue involves multiple requests to pro-
cess audio information and shows that AudioGPT maintains
the context of the current conversation, handles follow-up
questions, and interacts with users actively.
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