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Abstract

Event extraction is an important task in natural language
processing that focuses on mining event-related information
from unstructured text. Despite considerable advancements,
it is still challenging to achieve satisfactory performance in
this task, and issues like data scarcity and imbalance obstruct
progress. In this paper, we introduce an innovative approach
where we employ large language models (LLMs) as expert
annotators for event extraction. We strategically include sam-
ple data from the training dataset in the prompt as a reference,
ensuring alignment between the data distribution of LLM-
generated samples and that of the benchmark dataset. This
enables us to craft an augmented dataset that complements
existing benchmarks, alleviating the challenges of data im-
balance and scarcity and thereby enhancing the performance
of fine-tuned models. We conducted extensive experiments
to validate the efficacy of our proposed method, and we be-
lieve that this approach holds great potential for propelling
the development and application of more advanced and reli-
able event extraction systems in real-world scenarios.

Introduction

Event extraction is a long-standing and crucial task within
the natural language processing (NLP) community, aimed at
extracting specific events from sentences or documents. This
task is generally divided into two subtasks: event detection
(ED) and event argument extraction (EAE). The former in-
volves identifying trigger words or phrases and determining
the event types they belong to, while the latter aims to extract
specific information about the events identified in the previ-
ous stage, such as the location or the involved individuals of
the events. Despite extensive previous work, the latest per-
formance of event extraction still falls short of expectations.
While sentence-level ED has achieved an impressive 80%
success rate (Yang et al. 2019), sentence-level EAE lags be-
hind at 60% (Wang et al. 2021) even assuming that the enti-
ties are already given.

One reason for the unsatisfactory performance is the in-
sufficient availability of labeled data, particularly for EAE.
For instance, ACE 2005 (Walker et al. 2006), a widely used
sentence-level event extraction dataset, provides annotations
for 33 distinct event types, but it has an alarmingly low
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number of labeled samples for some event types like “Jus-
tice.Pardon”, with fewer than five in certain cases. While the
MAVEN dataset (Wang et al. 2020) was introduced to ad-
dress this shortage, it does not include argument labeling,
and the long-tail distribution of events persists. These issues
complicate effective training of models on some events.
Recently, large language models (LLMs) achieved re-
markable success across various NLP tasks. However, cer-
tain deficiencies persist, as evidenced in tasks like abstract
reasoning (Gendron et al. 2023) and named entity recogni-
tion (Qin et al. 2023). Given that event extraction is an in-
herently more challenging task that requires the extraction
of complex structured data, we expected LLMs to face diffi-
culties in this task. To check this, we tested LLMs for event
extraction and evaluated their performance in zero-shot and
one-shot settings. Even when provided with an example of
each event type in the prompt, the LLMs’ capability to iden-
tify events within a given sentence did not meet our require-
ments. We ascribe this shortfall to several factors, including:

* Variations in Annotation Understanding: LLMs may
interpret the annotation differently from the ground truth
annotators of the specific dataset, leading to discrepan-
cies in event type identification.

Semantic Limitations: Some semantic nuances and con-
textual information may not be adequately captured by
LLMs at the sentence level, hindering their accurate iden-
tification of event types.

Undefined Event Types or Augmented Arguments:
Even when limited to a predefined list of event types,
LLMs might produce undefined event types that bear
similar meanings. Furthermore, they might provide a
more detailed text rather than a succinct one.

Deviation in Output Format: The outputs from LLMs
may not always conform to the specific format, resulting
in the omission of certain accurate predictions.

In light of these limitations, we opted to pivot our ap-
proach away from exclusively relying on pre-trained LLMs
for event extraction. We devised a novel strategy by utiliz-
ing LLMs to annotate additional data, effectively tackling
the data scarcity issue. Our contributions encompass three
key aspects:

* Extensive Evaluation: We conducted a comprehensive
evaluation of popular LLMs on commonly used bench-
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mark datasets, highlighting the strengths and weaknesses
of LLM:s for event extraction.

LLM-based Annotation Approach: We propose a
novel idea of leveraging LLMs to annotate more data,
which we subsequently used for fine-tuning models, and
demonstrated its effectiveness in improving event extrac-
tion performance.

Dataset Publication: We mitigate the long-tail problem
by releasing annotated samples expanded through our
use of LLMs on widely adopted datasets. This facilitates
training with a greater number of annotated samples.'

In the next few sections, we will first review some related
work and describe our proposed method in detail. Then, we
will explain the setup for our experiments and present a com-
prehensive analysis of our experimental results. Finally, we
will have a summarizing discussion before we conclude.

Related Work
Large Language Models

In recent years, LLMs have captured significant attention
across various domains. The emergence of ChatGPT, in par-
ticular, has amplified interest across diverse research realms
encompassing natural language processing (Qin et al. 2023),
computer vision (Zhao et al. 2023), and robotics (Ichter et al.
2022; Driess et al. 2023). These models showcase impres-
sive capabilities in zero-shot and few-shot scenarios (Wei
et al. 2022a), particularly when coupled with the chain-of-
thought methodology (Wei et al. 2022b; Kojima et al. 2022;
Zhang et al. 2023). Nevertheless, a discernible disparity ap-
pears to persist between the performance of LLMs and fine-
tuned models in specific research domains, such as named
entity recognition (Qin et al. 2023).

Event Extraction

Event extraction has long been a focal point in the field of
information extraction, receiving substantial attention over
decades. It spans both sentence-level and document-level
extractions, tackling the complexity of unstructured text.
Within its scope, this task inherently involves two main sub-
tasks: ED and EAE (Wang et al. 2021). To date, there are
generally four categories of event extraction methods (Peng
et al. 2023): classification methods (Chen et al. 2015), se-
quence labeling methods (Wang et al. 2020), span predic-
tion methods (Du and Cardie 2020), and conditional gener-
ation methods (Lu et al. 2021). However, the progress has
been significantly hindered by the persistent challenge of
data scarcity. This is particularly evident in popular bench-
mark datasets like ACE 2005 (Walker et al. 2006) where
some event types have fewer than ten labeled instances. In
an effort to address this, MAVEN (Wang et al. 2020) was
introduced in 2020, providing a substantially larger dataset,
though still struggling with long-tail data distribution and a
lack of argument annotations.

"https://github.com/shiqinghuayil9/LLMforEvent
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Data Augmentation

The pursuit of improvement has extended beyond the cre-
ation of novel datasets. For example, the study by Liu et al.
(2016) utilizes FrameNet (Baker, Fillmore, and Lowe 1998)
to bolster ED performance. In a unique approach, PLMEE
(Yang et al. 2019) generates labeled data through iterative
edits to prototypes and then selects samples based on their
quality. RCEE_ER (Liu et al. 2020) reframes event extrac-
tion as a machine reading comprehension (MRC) task, tap-
ping into the capabilities of advanced MRC methods and ex-
tensive externally annotated MRC data. And CLEVE (Wang
et al. 2021) introduces a contrastive pre-training framework
for event extraction, aiming to more effectively extract event
knowledge from expansive unsupervised data sets.

This research prompts the question of whether there might
be a more direct way to gather labeled data to enhance
data augmentation. Could a strategy be formulated to au-
tonomously create labeled datasets for event types with
scarce annotations? Remarkably, the answer is affirmative,
facilitated by the advanced capabilities of modern LLMs.
As outlined by Gao et al. (2022), data augmentation meth-
ods generally fall into two categories: modifying existing ex-
amples and generating new data. The STAR model proposed
by Ma et al. (2023a) introduces a method for generating new
data using LLMs based on a given event structure to enhance
low-resource information extraction performance. In our ap-
proach, we also adopt the latter strategy, but without con-
straints on the event structure, aiming to maintain diversity.

The Proposed Method

In this section, we introduce LLM-based techniques for
event extraction, which fall into two main categories. The
first strategy involves directly using LLMs by prompting
them to extract event information from sentences. The sec-
ond leverages LLMs’ capabilities to create new labeled sam-
ples, thereby improving the performance of fine-tuned ex-
traction methods. Together, these approaches highlight the
diverse and integral roles that LLMs can fulfill in advancing
the state of the art.

Prompting LLMs for Event Extraction

While there has been some research in open event extraction
(Nguyen et al. 2016), the majority of studies have focused on
datasets that adhere to specific schemas, such as ACE 2005
(Walker et al. 2006). In this study, we explore a novel di-
mension by testing the zero-shot and one-shot performance
of LLMs on the task, assessing how the provision of specific
examples influences the outcomes. We further examine both
joint and pipeline methods to determine whether extracting
triggers and arguments simultaneously or in separate stages
affects the accuracy of the process.

Specifically, our exploration is divided into three main
components as follows:

* Joint and Pipeline Event Extraction: We conducted
experiments on both joint event extraction and pipeline
event extraction. In the joint approach, we instruct the
LLMs to simultaneously identify event types, triggers,
and arguments. Conversely, in the pipeline approach, we
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Prompt for GPT-4 ) Prompt for PaLM and GPT-3.5-Turbo )
Could you create a succinct sentence that includes the Could you create a new and unique sentence that includes the
Justice.Acquit event and then annotate it as per the provided Ingestion event, different from the example I've provided and
examples? then annotate it as per the provided examples?
sentence: Wouter Basson was acquitted in April 2002 on 46 The format is as follows
charges, ranging from murder and drug trafficking to fraud sentence:...
and theft. event_type:...
event_type: Justice.Acquit trigger:...
trigger: acquitted The example is as follows
defendant: Wouter Basson sentence: It weakened further and was absorbed by a
adjudicator: None stationary trough near the South Island on March 12.
place: None event_type: Ingestion

Y, trigger: absorbed Y,

Figure 1: Prompts utilized for guiding LLMs during the data annotation task.

adopt a two-stage strategy: first asking the LLMs to de-
termine the event types and triggers, and then prompting
them to return the corresponding arguments, given the
sentence and event type information.

e Zero-shot and One-shot Event Extraction: We exper-
imented with both zero-shot and one-shot event extrac-
tion. Since most datasets follow specific schemas, pro-
viding a specific example from the training dataset as a
reference can be helpful for guiding the LLMs’ extrac-
tion process.

¢ Extraction of Multiple Events Simultaneously and In-
dividually: We explored two strategies: extracting all
event types at once and extracting each event type one
by one. General event extraction datasets often encom-
pass numerous event types (e.g., 33 event types in ACE
2005 and 168 event types in MAVEN). In the one-shot
setting, the prompt’s length may become too extended.
Therefore, we also investigated the extraction of each
event separately, assessing the practicality and efficiency
of both approaches.

Given that the language models produce free-text re-
sponses, extracting the desired information necessitates the
use of regular expression patterns. This method enables a
structured interpretation of the language models’ outputs
and allows for a robust analysis of their capabilities in de-
tecting and classifying diverse event types. By examining
these specific scenarios, our research aims to shed light on
the effectiveness and limitations of current LLMs in event
extraction, providing valuable insights to guide future ad-
vancements in this crucial area of study.

Empowering Event Extraction with LLLM-based
Annotators

In alignment with previous research (Qin et al. 2023; Ma
et al. 2023b), a performance gap still exists between LLMs
and fine-tuned models specifically designed for event extrac-
tion. To bridge this gap, we propose an integrative approach
that leverages the strengths of both methods. The core con-
cept consists of: 1) utilizing LLMs as expert annotators to
generate labeled data that adheres to a specific schema, mir-
roring the structure of manually labeled data within a given
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dataset; and 2) fine-tuning specialized event extraction mod-
els using this enhanced and strategically labeled dataset.

Although LLMs possess extensive knowledge and can
generate samples with annotations in the correct format,
there may still be some semantic discrepancies with the cur-
rent event extraction dataset. To mitigate potential disparities
in data distribution, we employ targeted prompts to guide
LLMs in generating labeled data that aligns closely with ex-
isting examples. We achieve this by incorporating a labeled
sample from the current dataset, as illustrated in Figure 1,
which displays two of the prompts we utilized. GPT-4 can
discern the intended meaning even with just a basic instruc-
tion and without specific format stipulations. In contrast,
PalLM and GPT-3.5-Turbo require more detailed prompts to
function effectively.

Furthermore, for argument annotations, we include all po-
tential argument roles of a specific event in our prompt, even
when they may not be relevant to the specific example. This
strategy aims to elicit the comprehensive annotation, recog-
nizing that sentences generated by the LL.Ms might contain
all types of arguments. This nuanced approach ensures both
the richness and relevance of the annotated data, thereby fos-
tering a more effective fine-tuning process.

Experimental Setup

In this section, we outline how we design our experiments.
We first describe the datasets we studied and the LLMs we
used. Then, we discuss the specific settings and techniques
of the fine-tuning approaches considered.

Datasets

As a part of our current work, we conducted a compre-
hensive study focused on the advancement of sentence-
level event extraction systems. We concentrate our analysis
on two widely-recognized benchmark datasets, ACE 2005
(Walker et al. 2006) and MAVEN (Wang et al. 2020). To
minimize the potential biases or variations introduced by
preprocessing and evaluation methods, we have employed
the OmniEvent framework?, as proposed by Peng et al.
(2023). This choice ensures a standardized and consistent

*https://github.com/THU-KEG/OmniEvent
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~
Prompt for Zero-shot ED Prompt for Zero-shot EAE
Please analyze the following sentence to determine if it The sentence is understood to describe an event
contains any of the listed events: [...]. If an event is detected, Personnel.End-Position, triggered by ‘leaving’. Analyze the
kindly provide its event type and trigger word/phrase, sentence to identify any of the following arguments related to
formatting your response as: this event: ‘person’, ‘entity’, ‘place’. If you find any
Event_Type: event type arguments, format your response as: {role_type: arguments}.
Trigger: trigger word/phrase If multiple arguments are related to this event, include them
If no event is identified, simply return ‘None’. all. If no arguments are found, simply respond with ‘None’.
Sentence: But, well, the business is complicated and the Sentence: Davies is leaving to become chairman of the
business is tough. London School of Economics, one of the best - known parts of
Response: the University of London.

) Response:

%

Figure 2: Prompts for zero-shot ED and zero-shot EAE

approach, allowing our analysis to focus more directly on
the intrinsic performance of the models being studied.

Large Language Models

Our study is mainly directed toward the evaluation of three
LLMs that have made considerable advancements in NLP.
These models are noteworthy for their unique contributions
and represent the forefront of current technology:

* GPT-3.5-Turbo?, the most adept and economically vi-
able version within the GPT-3.5 series (Xu et al. 2023).

¢ GPT-4 (OpenAl 2023), a state-of-the-art model known
for its computational power and adaptability, making it
one of the most potent LLMs available in the market.

e PalLM (Chowdhery et al. 2023), renowned as one of the
leading models, with an innovative architecture and ex-
ceptional performance in a wide array of complex tasks.

Through this research, our objective is to present a pre-
cise and systematic evaluation of the performance of these
cutting-edge LLMs in the nuanced task of event extrac-
tion. We investigate their capabilities both as direct tools
for extraction and as annotators. These models were specifi-
cally chosen for our evaluation due to their distinct architec-
tures, differing capacities, and varied performance profiles.
Together, these insights offer a comprehensive and multi-
faceted view of the current state of the field, highlighting
both the capabilities and challenges of applying LLMs to
event extraction.

Baseline Event Extraction Models

To test the quality of data labeled by LLMs, we include the
testing of various classical approaches, encompassing differ-
ent categories of methods such as classification-based meth-
ods, sequence-labeling methods, span prediction methods,
and conditional generation methods (Peng et al. 2023).

* BERT+CRF (Wang et al. 2020), a sequence labeling
model that integrates BERT (Devlin et al. 2019) as a fea-
ture extractor with the conditional random field (CRF)
(Lafferty, McCallum, and Pereira 2001) to model struc-
tured output dependencies.

3https://platform.openai.com/docs/models/gpt-3-5
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DMBERT (Wang et al. 2019a,b), a classification model
that adopts dynamic multi-pooling (Chen et al. 2015) op-
eration on the hidden representations of BERT (Devlin
et al. 2019).

CLEVE (Wang et al. 2021), a contrastive pre-training
framework for event extraction designed to better capture
event knowledge from extensive unsupervised data.

EEQA (Du and Cardie 2020), a span prediction method
that approaches event extraction problems as a question-
answering task.

Text2Event (Lu et al. 2021), a conditional generation
method incorporating constrained decoding and curricu-
lum learning.

Experimental Results

As previously stated, we proposed two methods for leverag-
ing LLMs in event extraction: one by using the LLMs to ex-
tract event information directly, and the other by employing
them as annotators to enhance the performance of fine-tuned
models. In this section, we will present a detailed analysis of
the performance of these two approaches, along with corre-
sponding insights and evaluations.

Large Language Models for Event Extraction

In this study, we explore the capability of LLMs in extract-
ing event-related information. As previously discussed, we
assessed the performance of several LLMs on the extrac-
tion task using different prompts. As illustrated in Figure 2,
we present the prompts for zero-shot ED and EAE when si-
multaneously extracting multiple event types. For zero-shot
ED, LLMs are presented with a list of event types from
which they can choose. For zero-shot EAE, LLMs are sup-
plied with the sentences accompanied by their correspond-
ing gold-standard event types and trigger words. Further-
more, to furnish LLMs with schema information, we restrict
the role types to those identified in the event-specific training
samples. For one-shot ED, a single example per event type is
provided. For one-shot EAE, we assume that the event types
within the sentence are provided, and therefore, we only fur-
nish LLMs with one example having the same event type.
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Prompt

provided examples?

to fraud and theft.
event_type: Justice.Acquit
trigger: acquitted
defendant: Wouter Basson
adjudicator: None

place: None

&

Could you create a succinct sentence that includes the Justice.Acquit event and then annotate it as per the

sentence: Wouter Basson was acquitted in April 2002 on 46 charges, ranging from murder and drug trafficking

Response from GPT-4

Certainly! Here's a new sentence along
with its annotation:

sentence: Jane Doe was acquitted of
embezzlement charges by Judge Smith
in New York City in June 2019.
event_type: Justice.Acquit

trigger: acquitted

defendant: Jane Doe

adjudicator: Judge Smith

Response from PaLM

sentence: Wouter Basson was acquitted
in April 2002 on 46 charges, ranging
from murder and drug trafficking to
fraud and theft.

event_type: Justice.Acquit

trigger: acquitted

defendant: Wouter Basson
adjudicator: None

place: None

Response from GPT-3.5-Turbo

Wouter Basson was acquitted
[Justice.Acquit] in April 2002 on 46
charges, ranging from murder and drug
trafficking to fraud and theft.
[event_type: Justice.Acquit] [trigger:
acquitted] [defendant: Wouter Basson]
[adjudicator: None] [place: None]

\place: New York City L

.

Figure 3: Annotated example generated by LL.Ms

LIMs | M PZero—s}l;ot EDF] POne—sllzlot EDFl
PM | | 315 | a6 | 385 | 431 | 437 | 44
GPE35 | || 4s's | 335 | w6 | 538 | 402 | 460
OPE4 [} | set | a0t | 524 | 606 | 353 | 367

Table 1: Performance of LLMs in zero-shot and one-shot ED
on ACE 2005. In the ’S’ mode, a correct prediction requires
both event type and trigger to be accurate. Conversely, the
L’ mode considers a prediction correct based solely on ac-
curate event type.

Zero-shot EAE One-shot EAE
P R F1 P R F1

PaLM | 20.6 | 34.5 | 25.8 | 30.4 | 41.6 | 35.1
GPT-3.5 | 17.9 | 247 | 20.7 | 20.7 | 21.9 | 21.3
GPT-4 | 19.0 | 29.5 | 23.1 | 23.3 | 384 | 29.0

LLMs

Table 2: Performance of LLMs in zero-shot and one-shot
EAE on ACE 2005.

The performance of LLMs in zero-shot and one-shot
pipeline event extraction on the ACE 2005 dataset is detailed
in Tables 1 and 2, with a focus on the simultaneous extrac-
tion of multiple events. Owing to space limitations, the per-
formance of LLMs for joint event extraction is detailed in
the appendix. As demonstrated in the tables,
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* Providing an example in the prompt enhances both ED
and EAE performance.

» Performance experiences a significant decline when both
event type and trigger word/phrase predictions are con-
sidered simultaneously, compared to focusing solely on
the event type.

* Considering that fine-tuned models have already
achieved an F1 performance of 80% in the ED task
(Yang et al. 2019) and 60% in the EAE task (Wang et al.
2021), there remains a significant performance disparity
between LLMs on the event extraction task and models
specifically fine-tuned for it.

Upon further analysis, we discovered that the LLM pre-
dictions in failure cases are not always entirely inaccurate.
LLMs appear predisposed to generating more expansive an-
swers. For example, GPT-4 might recognize “divorce case”
as the trigger phrase when the correct golden trigger is sim-
ply “divorce”. It might also label ’the Welches” as a Per-
son, whereas the gold standard label is Welches”. Since we
used the gold-standard event type and trigger for EAE eval-
uations, this nuance partly explains the less-than-stellar ex-
traction performance.

We also evaluated PaLM’s ED capabilities on MAVEN.
We observed that the majority of the predictions adhere to
the required format. Nonetheless, the performance leaves
room for improvement:

* Out of 9,400 test samples, PaLM failed to make predic-
tions for 6 tests.

* It identified 3,182 event types that are not recog-
nized within the MAVEN event spectrum, such as “Be-
ing_a_member” and "Opening”.
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» When submitted to the competition system®, the perfor-
mance scores were as follows: precision at 21.8%, recall
at 6.9%, and F1 score at 10.5%.

The unsatisfactory performance might be attributed to the
overwhelming number of event types in the prompt. Evaluat-
ing the performance of each individual event type on popular
LLMs should be a consideration for future work.

Large Language Models for Data Annotation

As outlined earlier, we evaluated the annotation capabilities
of GPT-4, GPT-3.5-Turbo, and PalLM. To obtain consistent
samples, we incorporated an example within the prompt.
Our selection of these examples followed heuristic rules.
Specifically, if an example contains a list of arguments that
cover all roles, it is chosen. If no single sample for an event
type encompasses all arguments, we collect several training
samples until all role types are represented. The experimen-
tal outcomes reveal a performance hierarchy: GPT-4 is at
the forefront, succeeded by PaLLM, and then GPT-3.5-Turbo.
Figure 3 depicts a representative example, showcasing the
detailed response returned by each model. Notable observa-
tions from this figure are:

* GPT-4: While this model generally comprehends the re-
quirements and can create a sentence with corresponding
labels, it occasionally duplicates given sentences and an-
notations or responds with comments such as ’Certainly!
You’ve provided the sentence and annotation already. If
there is anything else you’d like me to do or add, please
let me know!”.

PalLM: This model recognizes the return format and pro-
vides sentences with annotations, although it has a ten-
dency to repeat the given sentence.

GPT-3.5-Turbo: In contrast to the others, GPT-3.5-
Turbo often struggles to understand the task properly
when using the prompt shown in Figure 3. A more ex-
plicit instruction is required to guide it in generating a
distinct sentence and its corresponding annotation.

Beyond the evident shortcomings, the samples gener-
ated may be incompletely labeled. For instance, a sentence
might contain two events with a causal relationship. How-
ever, if only one event is provided as an example, the sam-
ples returned by the LLMs typically label only one event.
To provide a more detailed evaluation of the quality of la-
beled data generated by LLMs, we examined the perfor-
mance of an event extraction model when fine-tuned with
and without LLM-labeled data. Table 3 compares the per-
formance of models fine-tuned with and without augmenta-
tion by GPT-4 labeled data to the ACE 2005 dataset. Due
to space limitations, the performance comparisons for GPT-
3.5-Turbo/PalLM-generated data augmentation, will be pre-
sented in the appendix.

Given the typically small sizes of event extraction
datasets, preprocessing steps such as tokenization, sentence
splitting, dependency parsing, and negative example selec-
tion can significantly influence model performance (Lai,

*https://codalab.lisn.upsaclay.fr/competitions/395
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ED
Method Dataset p R Fl

ACE 2005 645 | 685 | 66.4

BERT+CRF |\ CE2005DA | 674 | 72.7 | 69.9

ACE 2005 616 | 752 | 67.7

DMBERT | \cE2005.DA | 638 | 742 | 68.6

ACE 2005 655 | 774 | 71.0

CLEVE | ACE 2005.DA | 683 | 77.9 | 72.8

ACE 2005 638 | 749 | 68.9

EEQA | ACE 2005.DA | 66.9 | 722 | 69.5

TexEvent | ACE 2005 62.5 | 72.0 | 66.9

Xtebv ACE 2005 DA | 64.2 | 71.7 | 67.8

Table 3: The performance comparison of ED methods fine-
tuned with and without data augmentation. ‘ACE 2005_DA’
denotes the ACE 2005 training dataset enhanced with la-
beled data sourced from GPT-4.

Nguyen, and Nguyen 2020). To ensure uniformity in data
preprocessing and evaluation, we employed the Omnievent
framework for our experiments. We adopted the ”ACE-
DYGIE” (Wadden et al. 2019) preprocessing strategy, ex-
cluding certain roles, such as those related to time, to em-
phasize roles with greater semantic distinctions. Apart from
a few event types with over 300 labeled samples, we sourced
3-5 labeled examples from GPT-4 for all other events, total-
ing an additional 111 labeled samples. Given the high qual-
ity of GPT-4’s samples, our approach is iterative: we pro-
vided a sample from the training dataset to GPT-4 to gener-
ate a labeled example and then used this newly labeled sam-
ple in the prompt for the subsequent sample. As indicated in
Tables 3 and 4, the inclusion of the GPT-4 labeled dataset
leads to a notable improvement in performance most of the
time. This finding demonstrates that the labeled data gener-
ated by GPT-4 is of sufficiently high quality to enhance the
effectiveness of the fine-tuned model.

For the MAVEN dataset, we generated labeled data only
with GPT-3.5-Turbo and PalLM due to budget constraints.
We ranked all event types based on the number of their
training samples, and for those not within the top 30 ranks,
we randomly selected five to ten samples from the training
data and generated labeled data for each. We used a filtering
script to exclude samples deviating from the required format
or exhibiting evident issues. The observed performance im-
provements are not as substantial, for example, from 67.99%
to 68.04%, aligning with the quality analysis of the gener-
ated labeled data, suggesting that GPT-3.5-Turbo and PaLM
can annotate data to some extent but not as effectively as
GPT-4. Another contributing factor could be that MAVEN
contains significantly more samples than the samples gener-
ated by LLMs, hence the improvement is not substantial.

Discussion

Although LLMs are widely employed in current applica-
tions, they may not serve as a flawless solution for all
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Methods | Triggers | P R F1
Gold_ACE 669 | 623 | 645
Predicted_ACE | 50.1 | 64.9 | 56.5

BERT+CRF | 5014 DA 654 | 65.1 | 653
Predicted DA | 50.3 | 66.4 | 572
Gold_ACE 641 | 715 | 67.6
Predicted ACE | 433 | 69.9 | 53.5

DMBERT | 501 DA 65.1 | 72.0 | 68.4
Predicted DA | 45.9 | 70.1 | 55.5
Gold_ACE 708 | 75.0 | 72.8
Predicted_ACE | 51.1 | 73.7 | 60.4

CLEVE | o1d.DA 69.0 | 76.0 | 72.3
Predicted_DA 509 | 76.7 | 61.2
Gold_ACE 707 | 542 | 614
Predicted ACE | 443 | 56.3 | 49.6

EEQA | Go1dDA 73.1 | 589 | 652
Predicted DA | 51.9 | 56.9 | 543
Gold_ACE 644 | 57.1 | 60.5

TexOEven | Predicted ACE | 442 | 5.1 | 49.0

exteEvent 1 Gold DA 66.9 | 55.7 | 60.8
Predicted DA | 48.8 | 56.3 | 52.3

Table 4: Performance of EAE with and without data aug-
mented by GPT-4. We differentiate between EAE results us-
ing golden triggers and those using triggers predicted from
prior ED. Specifically, ’Gold_ACE’ refers to EAE perfor-
mance using golden triggers on the original ACE 2005,
while "Predicted_DA’ signifies EAE performance with pre-
dicted triggers on the augmented ACE 2005 dataset.

general-purpose NLP tasks (Qin et al. 2023). As demon-
strated by our experiments, there remains a noticeable gap
between fine-tuned event extraction models and LLMs. We
believe this disparity arises not merely from capability dif-
ferences, but also due to the following reasons:

¢ In datasets like ACE 2005, sentences are extracted from
disparate articles, and their annotations are context-
dependent. A specific case might be the word “this”,
triggering the “Conflict.Attack” event in the sentence
”Nobody questions whether this is right or not.”. With-
out access to the context of this sentence, determin-
ing what “this” refers to—and thus identifying the
event—becomes exceedingly challenging.

The prevailing evaluation approach heavily hinges on the
principle of an exact match. While this method provides
a straightforward way to gauge performance, it can inad-
vertently fail to recognize and credit precise predictions
furnished by LLMs. Given that LLMs often produce se-
mantically equivalent outputs that might not align ver-
batim with the gold standard, this metric can undersell
their true capabilities. To more accurately reflect the pro-
ficiency and nuances of these models, there is a pressing
need to adopt more flexible and suitable evaluation met-
rics, as also discussed by Wei et al. (2022a).
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* LLMSs’ outputs might not always adhere to the specific
format, potentially leading to the omission of some cor-
rect predictions.

Enhancing the performance of fine-tuned models through
data augmentation also poses a challenge. An analysis of
the benchmark dataset’s data statistics reveals a trend where
event types with fewer training samples also tend to have
fewer test samples. This implies that the quantity and diver-
sity of labeled samples, especially for specific events, play a
crucial role in enhancing test performance. Additionally, as
highlighted in DYGIE++ (Wadden et al. 2019), the small
size and domain shift between the development and test
splits in the ACE 2005 dataset can render selections based
on the development dataset unreliable.

Future Work

Despite the great potential we discovered, our approach still
has some room for improvement. Looking ahead, our plans
for future research include exploring the following avenues:

* Document-level Event Extraction: Studying the prac-
ticality of extending our method to document-level
extraction. While current methodologies are primarily
sentence-focused, broader contexts are needed for more
complete event understanding. For instance, a pronoun
like ’he” could be ambiguous without contextual clues.
Enhancing EAE: Exploring methods to improve the
extraction of event arguments. Recognizing an event
without specific details might be insufficient. Therefore,
studying accurate techniques for extracting specific in-
formation is paramount.

Prompt Investigation: The choice of prompt is crucial
to fully harness the capabilities of LLMs. Thus, explor-
ing various prompt techniques to maximize the utility of
LLMs warrants further study.

Experimenting with Open-source LLMs: LLMs, al-
though powerful, demand significant resources. Test-
ing open-source models with fewer parameters, such as
LLaMA (Touvron et al. 2023), which are suitable for en-
vironments with limited resources, will also be an essen-
tial part of our ongoing work.

Conclusions

In this study, we have concentrated on utilizing LLMs for
sentence-level event extraction. To the best of our knowl-
edge, this represents the first comprehensive exploration of
employing LLMs for this task. Through rigorous testing
with various LLMs and prompts, we assessed their perfor-
mance in both joint and pipeline manners. Our findings re-
vealed a noticeable gap between the performance of LLMs
and that of fine-tuned models. Therefore, we proposed em-
ploying LLMs as expert annotators. This strategy yields la-
beled data that aligns with the benchmark dataset’s distribu-
tion. By mitigating data scarcity and imbalance issues, this
approach boosts the performance of the fine-tuned models.
This underscores the effectiveness of LLMs as proficient an-
notators. Experiments on commonly used datasets affirmed
the feasibility of this approach, highlighting its potential ap-
plication in various domains.
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