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Abstract

In this paper we introduce Backforward Propagation, a
method of completely eliminating Internal Covariate Shift
(ICS). Unlike previous methods, which only indirectly reduce
the impact of ICS while introducing other biases, we are able
to have a surgical view at the effects ICS has on training neu-
ral networks. Our experiments show that ICS has a weight
regularizing effect on models, and completely removing it en-
ables for faster convergence of the neural network.

Internal Covariate Shift
Internal Covariate Shift was first defined in (Ioffe and
Szegedy 2015), but is originating from (Shimodaira 2000),
which introduced covariate shift. ICS is a phenomena which
happens during the training of neural networks as a result of
applying the back-propagated gradients on a layer with re-
gards of the weights of the previous layers before the update.
Due to the update of the previous layers in the same back-
propagation step, the distribution of the input for the current
layer changes. This causes a shift in the step of the model
for the latter layers and the model does not learn the loss of
a batch but an approximation of it. It is presumed that as a
consequence of this, smaller learning rates are needed in or-
der to reach convergence. In this paper we study the effect
of removing the ICS on the training process by introducing
a novel method, Backforward Propagation.

Given a model architecture with a single layer and a given
batch of samples, if the layer is wide enough, applying a
Stochastic Gradient Descent (SGD) step with a learning rate
of 1.0 should result in the model perfectly learning the cur-
rent batch. For an architecture with one or more hidden lay-
ers, only the update on the first layer would be exactly in the
direction of the gradient descent. The update on the second
and latter layers would be based on the weights of the previ-
ous layer before the update, whose distribution would have
changed during the same step, causing the update direction
to deviate, making its update to be slightly obsolete.

Related Work
Research was done in the direction of eliminating ICS,
starting from (Ioffe and Szegedy 2015) which introduced
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the widely used Batch Normalization (BatchNorm). The
method was shown to reduce the impact of the ICS by nor-
malizing layer inputs based on mini-batch statistics using
BatchNorm layers, and therefore by fixing the distribution
of the layer inputs the effect of the ICS is minimized allow-
ing the use of higher learning rates.

(Arpit et al. 2016) introduced Normalization Propagation
(NormProp), another technique of combating ICS through
normalization. However, unlike BN, it does not use mini-
batch statistics for normalization but has the assumption that
the activations follow the Gaussian distribution.

In (Awais, Iqbal, and Bae 2020) ICS is further studied and
the authors claim that the success of BatchNorm is strongly
tied to reducing the effect of ICS, combating voices that re-
ject the ICS hypothesis as to why BatchNorm is successful.

As opposed to the approaches above, which reduce the
effect of the ICS using normalization, we study the complete
elimination of it by recalculating the update for each layer
except the first, at the cost of more computation.

Backforward Propagation
Our method of completely removing ICS consists of recal-
culating the update for each layer, taking into account the
change of distribution for the previous layers. This can be
achieved by redoing the forward and backpropagation steps
and updating one layer each time, starting from the first layer
until the last layer.

The naive implementation of the Backforward Propaga-
tion algorithm described above can be achieved by applying
n forward and backpropagation steps on the whole model
(where n is the number of layers without the input layer),
applying the update only on the layer with the index of the
current iteration. While this process adds complexity and
greatly decreases the training speed, the purpose of this is
to study the effect of eliminating ICS and whether this pro-
cess has any potential of further use.

A better implementation of the algorithm would be to ap-
ply the forward and the backpropagation step on portions
of the model (and not the entire model), however this re-
quires custom created models to support this operation. For
a general solution, access to the computation graph of the
gradients is required, which isn’t easily available in Deep
Learning frameworks.
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Figure 1: Backforawrd results using different learning rates

Experiments
In order to validate that Backforward Propagation has the
effect we would expect, we setup a toy experiment using a
batch of 4 samples from the MNIST dataset (LeCun et al.
1998). Using a Multilayer Perceptron (MLP) with one hid-
den layer, we do a single SGD update step using that batch,
and test to see the loss value before and after the update.
With a large enough hidden layer, if we use a learning rate
of 1.0, the loss on that batch should be 0 if ICS would not be
a factor. We found that a hidden layer of size 256 is enough
for Backforward to reduce the loss to ϵ ≈ 0, meaning the
model was able to almost completely learn the batch in a
single update. However, when using the baseline in the same
condition, the loss of the given batch in the second epoch is
very large, enough to show that the discrepancy is due to
ICS.

Since our method of removing ICS comes with a high
computational cost, our experiments were performed on
MNIST using a MLP with one hidden layer of 256 neurons.
We trained the MLP using the Backforward Propagation al-
gorithm described above and a standard SGD baseline for
comparison. In order to reduce any impact from other meth-
ods, we chose to not use any data augmentations, optimizer
momentum and no weight decay.

We compared the results of the Backforward Propagation
algorithms with a baseline, with multiple learning rates of
0.1, 0.05 and 0.01. We have observed that the norm of the
weights is larger in the absence of ICS, which implies that
ICS has a regularizing effect on the training process.

Our results in Figure 1 show that that the baseline has
similar results to the Backforward Propagation when using
a learning rate of 0.1. This is due to the fact that Backforward
Propagation has higher difficulties of escaping a plateau due
to its direction being better than the baseline’s. We hypoth-
esize that this is due to the baseline being able to get out of
such plateaus easier because of oscillations in its update di-
rection. This problem can be mitigated by decreasing learn-
ing rate over time, a common method during training.

However, our algorithm converges faster and performs
better when using learning rates of 0.05 or 0.01, a conse-
quence of removing ICS which enables the model to make
steps in the exact gradient direction, eliminating any error in
the approximation.

Conclusion and Future Work
We have designed a method for completely eliminating ICS
and have studied it’s effect, showing that it can enable better
performance and faster convergence, while also identifying
that ICS has a regularization effect. We want to extend the
experiments, applying our method for deeper architectures
where ICS has greater impact. Because of the prohibitive
computational cost of using Backforward Propagation, we
also want to investigate if there are any useful applications
where such a cost would be acceptable, for example model
warmup or fine-tuning.

Furthermore, we want to compare Backforward Propaga-
tion and BatchNorm performance on similar architectures
and combine the two methods, in order to study how does
the BatchNorm behaves in the absence of ICS, which may
reinforce or disprove arguments with regards to how does
BatchNorm work.
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