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Abstract

While music is made to convey messages and emotions, au-
ditory music is not equally accessible to everyone. Music vi-
sualization is a common approach to augment the listening
experiences of the hearing users and to provide music expe-
riences for the hearing-impaired. In this paper, we present a
music visualization system that can turn the input of a piece
of music into a series of facial expressions representative of
the continuously changing sentiments in the music. The re-
sulting facial expressions, recorded as action units, can later
animate a static virtual avatar to be emotive synchronously
with the music.

Introduction

Music, as a sort of auditory stimulation, has for a long time
been a privileged enjoyment for people with normal hearing.
Music visualization, the process of graphically interpreting
sounds, allows the hearing impaired to appreciate such a
form of art. A successful music visualization tool can not
only greatly extend the music audience group but create op-
portunities for novel vision-based music compositions.

Numerous attempts have been approaching music visual-
ization from different aspects, such as frequency spectrum,
colors, or 3D particles. Among the various approaches, we
pay the most attention to the techniques that grasp meaning
of music and convey intelligible information to the hearing-
impaired group. Specifically, we focus on emotion-based
music visualization, which provides exceptional advantages
in resonating with the audience and enriching their music
experiences (Chen et al. 2008).

In this paper, we study the history and the current sta-
tus of music visualization and music emotion prediction,
which provides a foundation and inspiration for our work.
We have also included a pilot study proving the effective-
ness of emotion-based music visualization in aiding music
understanding. Then, we present our design methodology
for an emotion-based visualization tool that can transfer a
piece of music into a video of emotive facial expressions
and introduce an implemented pipeline based on our design
considerations. Finally, we mention aspects that future work
can be done to improve our music visualization system.
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Related Work

Visualization has been proven effective in facilitating the un-
derstanding of music and bridging the gap in music acces-
sibility. The technique for music visualization remains an
open problem in terms of development and analysis. There
are different attempts made to combine visual and auditory
media. Prior works ranged from music notation to making
use of special graphics. However, visualizing music in an
effective, meaningful, and intuitive way is challenging.

Music Visualization

Music visualization can be traced back to Common Music
Notation (CMN). Though much music analysis is derived
from music notation, the goal of CMN is to assist experi-
enced musicians with music performance (Isaacson 2005).
Many users are unfamiliar with CMN due to its complex na-
ture (Smith and Williams 1997).

There are two major approaches to augmenting the learn-
ing and listening experience of non-expert users. Some ef-
forts have been made to design tangible devices. Model Hu-
man Cochlea is a vibrotactile display designed to help users
with limited or no hearing ability access the emotional in-
formation in music (Karam et al. 2009). MuSS-Bits wear-
able sensor-display pairs can provide visual and vibrotactile
feedback for deaf people to explore customizable music ex-
perience (Petry, Illandara, and Nanayakkara 2016).

The other approach is through the use of a visual inter-
face. Commercial music players are often featured with mu-
sic visualizations that simulate graphic patterns matching
the given music track’s tempo, strength, pitch, mood, etc.
The iTunes visualizer, for example, provides visualizations
based on waveform analysis of the given music. However,
prior study suggests that though such visualization is aes-
thetically pleasing, the selection of visual parameters can be
arbitrary, making it less informative and meaningful to the
hearing impaired (Fourney and Fels 2009).

Music Emotion Prediction

Music has been connected to emotions for a considerable
history. With the advances in computer graphics, there is
an increasing number of attempts to address communicat-
ing emotions. Joyce Horn Fonteles designed a 3D particle
visualization system that generates real-time animated par-
ticle emitter fountains and measured users’ opinions about
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Figure 1: The three music visualization techniques, iTunes, ViTune, and MetaHuman, applied in the pilot study and corre-
sponding results. iTunes is a popular commercial music software that contains a music visualizer. ViTune is designed to convey
emotional information in music. Both iTunes and ViTune utilize abstract graphics to visualize some features of the given mu-
sic. MetaHuman can capture human facial expressions in real time and generate videos of high-fidelity digital human figures

expressing the same facial expressions.

the mood expressiveness of the music (Fonteles, Rodrigues,
and Basso 2013). Vitune (Deja et al. 2020) evaluated its vi-
sualization attributes based on the correlation between the
attributes, and the emotions participants felt during certain
points in the music.

A number of works have been done for annotating and an-
alyzing emotions from music pieces based on acoustic fea-
tures. The DEAM dataset (Soleymani, Aljanaki, and Yang
2016), for example, consists of 1802 soundtracks annotated
with valence and arousal values, which are essential param-
eters for analyzing emotions in the dimensional model (Rus-
sell 1980). These works give us insights and reference about
how to construct our prototype.

Pilot Study

Remarkable achievements have been made in music visu-
alization and music emotion prediction. However, develop-
ment in these two regions does not necessarily overlap - that
is, not all music visualization techniques take emotion into
account. Given that emotion is a key factor in music expe-
rience that can hardly be ignored, we consider that a good
visualizer should be able to convey emotion adequately. In
the pilot study, we aimed to compare different visualization
methods and tried to find out what kinds of visualization can
most convey emotion in music pieces.

We recruited 6 participants for the study. Five of them
(5/6) are with normal hearing, and one of them (1/6) is hear-
ing impaired.

We included six music pieces in the study. We selected
three different music genres - jazz, R&B, and rock - and for
each genre, we picked one music piece with positive emo-
tion and one with negative. We applied three visualization
tools to transform each music piece into three correspond-
ing videos - one with a light effect show generated by iTunes
visualizer, one with colorful rectangle bars generated by Vi-
Tune (Deja et al. 2020), and one with an avatar making con-
tinuously changing facial expressions generated by Unreal
Engine and MetaHuman. For the first two types of visual-
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ization, we generated the videos by directly inputting the
music to the visualizers. For the last type, we generated the
videos by asking a person to sing and react to the given mu-
sic, recording his facial expression changes, and generating
the avatar version of the reactions in MetaHuman.

The music audio and the visualized music videos were
presented in different orders among the six participants to
counterbalance the sequence effect. We applied the Valence-
Arousal model (Russell 1980) to document the emotional
changes of the participants. For each video, while the clip
was playing, the participants were asked to rate the arousal
and valence levels in real-time on a web page we built. The
participants could keep the previous values if they believed
the emotion holds and changed them whenever they identify
a difference. After watching all three visualization videos,
participants with normal hearing were also asked to listen to
the music and conduct another round of rating based purely
on the audio. The ratings of participants when listening to
the music audio are considered to be the baseline indicators
of the emotion in the music.

Figure 2 shows the participant ratings for all six mu-
sic pieces. Generally, MetaHuman ratings seem to approach
baseline the best, which might suggest that participants suc-
cessfully retrieve the greatest amount of emotion-related in-
formation while watching MetaHuman videos. To quantita-
tively analyze the data, for each visualization of each music
piece, a Pearson correlation coefficient between user ratings
on the visualization video and baseline ratings was com-
puted. If the correlation is positively high, the visualization
is believed to be effective in conveying the emotion of the
music and thus can assist music appreciation; if the corre-
lation is close to zero or even negative, the visualization
is believed to be unhelpful in supporting music apprecia-
tion or, in the worst case, interfere with music emotion un-
derstanding. As shown in Figure 3 and Table 1, MetaHu-
man stands out with a comparably high positive correlation
with baseline across almost all music pieces for both arousal
and valence, highlighting the advantage of human facial ex-
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Figure 2: The averaged user ratings of arousal and valence to each piece of presented visualization video and music audio. There
are in total six subplots corresponding to six music pieces in the study, with music types of Jazz, R&B, and Rock, and emotions
of positive and negative. For each of the six subplots, we show graphs of user ratings across three different visualization videos
generated by iTunes, ViTune, and MetaHuman, and the baseline music audio. In the small graph, the horizontal axis represents
the change of time in the video or audio from start to end, and the vertical axis represents the ratings. Generally, MetaHuman
seems to show the most similar trend of ratings to the baseline.

pressions in facilitating music emotion comprehension. The
results strongly encouraged us to rely on the approach of
music-to-facial expressions for emotion-based music visu-
alization.

Although MetaHuman was proved in the pilot study to
be an outstanding emotion-based visualizer, its limitation is
also apparent - the input of MetaHuman must be human re-
actions. That is to say, to generate music visualization for
each new piece of music, a human actor is needed to stay
in front of the camera, listen and react to the music, and
get their reaction recorded and transferred to a MetaHu-
man avatar. The whole process of such music visualization
is time-consuming and unintelligent. To overcome the ob-
stacle, we would like to design a visualization system that
can automatically learn how to extract emotion-related in-
formation from music pieces and then apply the extracted
information to perform visualization without the need for
human manipulation. Therefore, we seek to explore ways to
overcome the obstacle of MetaHuman in the following dis-
cussion.

Methodology

There are two main questions involving emotion-based mu-
sic visualization: how to represent emotion and how to visu-
alize emotion. For the first question, in the following para-
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graphs, we introduce two different emotion representation
approaches - arousal-valence tuple representation and action
unit representation. For the second question, we come up
with corresponding visualization techniques for each emo-
tion representation approach.

Arousal-Valence Tuple Emotion Representation

A classical way to attribute emotions numerically and con-
tinuously is through dimensionalization, commonly rating
each type of emotion along the valence (the positivity or
negativity of the emotion) dimension and arousal dimen-
sion (the intensity of the emotion) and placing the emotion
as a point over the arousal-valence coordinate. The arousal-
valence decomposition of emotions serves as an effective in-
termediate step that bridges music and visualization, allow-
ing us to first extract from music crucial emotion arousal-
valence labels and then generate images accordingly.
Various methods have been proven to process music for
meaningful outcomes successfully. Considering music as
audio signals that carry features such as intensity and pitch,
(Eyben, Wollmer, and Schuller 2010) has provided a so-
Iution, openSMILE, to emotion recognition by extracting
and synthesizing signal information from music. Based on
openSMILE, we have implemented a model that takes in
a piece of music, segments it with a 0.5-second window,
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Figure 3: The correlation coefficient values between participant ratings for each visualization and the baseline ratings (partici-
pant ratings for the audio) on both arousal (the left graph) and valence (the right graph). The horizontal axis shows all six music
pieces in the study across three music types Jazz, R&B, and Rock, and two emotion types, positive and negative. The vertical
axis shows the correlation values of baseline ratings with iTunes ratings, ViTune ratings, and MetaHuman ratings respectively.
Participant ratings on MetaHuman are generally most positively correlated with baseline ratings.

iTunes vs. Baseline

ViTune vs. Baseline

MetaHuman vs. Baseline

Arousal | 0.14 (SD =0.242)

0.24 (SD =0.293)

0.62 (SD =0.150)

Valence | -0.13 (SD = 0.335)

-0.10 (SD = 0.448)

0.33 (SD = 0.203)

Table 1: The averaged correlation coefficient values between participant ratings for each visualization and the baseline ratings
(participant ratings for the audio) on both arousal and valence. The correlation between Metahuman and baseline is the most

positive.

and predicts the emotion of each 0.5-second duration in the
music. Besides, audio spectrum patterns, even though not a
sensible visualization to human beings, have been proven
to be significant to the machine and serve as another ef-
fective predictor of music emotion (Brotzer, Mosqueda, and
Gorro 2019). Combining audio patterns with the extracted
features from openSMILE might improve the performance
of the whole system in understanding human feelings.

Transforming emotion labels we retrieve from the last
step to visualized images is less complicated, but it also de-
serves careful consideration. Since the very original purpose
of inventing the arousal-valence coordinate is to classify di-
verse types of emotion, it is easy to follow such ideology and
represent each arousal-valence tuple with its corresponding
emotive facial expression, specifically the six basic emotions
- anger, disgust, fear, happiness, sadness, and surprise. For
each emotion, we pick five facial images that strongly ex-
press such emotion and randomly choose one to show each
time the song is playing a snippet with that emotion. How-
ever, such oversimplification of the arousal-valence coor-
dinate fails to distinguish nuances or discern minor emo-
tions in music, so we seek to find an advanced visualization
method that performs a finer division on the arousal-valence
coordinate. Existing study in emotion avatars has been work-
ing on placing over thirty emojis, far beyond the six basic
emotions, onto the arousal-valence coordinate (Jaeger et al.
2019). By selecting the closest emotion avatar for each point
on the coordinate, we are able to assign each music snippet
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a human-like expression.

Predicting emotions in the form of arousal-valence tuples
from music and generating a visualization of the given emo-
tion labels produces some ideal results, but there are mainly
two problems. Firstly, the attempt to map an arbitrary pair of
values in the continuous 2-dimensional coordinate system of
arousal and valence to the range of a harshly limited set of
discrete visual representations hugely reduces the variety of
visualization output styles, weakening the expressiveness of
specific details and the diversification of music particularity.
Secondly, the series of emotion labels are fragmented and
loosely related to one another, and it is hard for the arousal-
valence methodology to connect these emotion labels into
sensible video streaming smoothly. Thinking of the process
of one facial expression changing to the next facial expres-
sion as the movement of one point on the arousal-valence
coordinate system to another position, it seems unreasonable
to draw out each of the facial expressions along the straight
line through these two points to show the transition.

Action Unit (AU) Emotion Representation

In order to deal with the two obstacles in the visualization
process based on arousal-valence emotion labels discussed
above, a different method is adopted, which makes use of
the facial action coding system as a new way to represent
emotions. Facial action coding is an anatomical system that
divides the whole-face expressions into individual muscle
movements (action units or AUs) such as brow raiser and
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Figure 4: The overall flowchart of the pipeline. The pipeline starts by breaking down training videos into facial expression
images and music audio and then extracts features respectively from the two. The resulting AUs and signal features from
the last step are used to train an MLP model for music-to-AU mapping prediction. Finally, GANimation transforms the AUS
generated from music input into the MLP model into visualization.

lip stretcher (Ekman and Friesen 1978). Later, this system is
applied by GANimation to generate various expressions by
manipulating the degrees of activation of a subset of AUs on
a human face (Pumarola et al. 2018).

The new approach of using AU to represent emotions
overcomes the two major shortcomings of the previous
arousal-valence representation: restrictiveness and discon-
nectedness. Regarding restrictiveness, the set of over 40 AU
variables and over 7000 possible AU combinations enables
the generation of almost all possible human facial expres-
sions, which can greatly enrich the content of music visual-
ization; regarding disconnectedness, unlike arousal-valence
tuples that work on representing individual static facial ex-
pressions but fail on representing the shifts between expres-
sions, manipulating numeric values of AUs can easily create
the effect fading changes of faces to capture the in-between
transitions. Besides, another significant advantage of emo-
tions being labeled in AUs is that the results we receive from
the music emotion prediction phase can be directly trans-
formed into visual works, enabling us to omit an unneces-
sary intermediate step of turning non-visualizable emotion
labels into visualizable representations.

Based on the new approach, we manage to generate vi-
sualization by learning human facial expressions from mu-
sic videos, which we assume should present certain emo-
tive features of the corresponding music. We have selected a
dataset with YouTube videos involving human singers or lis-
teners with clear facial expressions who perform or respond
to pieces of music. For each video, screenshot images of fa-
cial expressions are sliced out, and each image is linked to
its timestamp in its original music. Then, an AU detector is
applied to extract features from facial expressions in the im-
ages and produce a series of AU values in a time sequence.
These AUs, together with the pure music soundtracks sepa-
rated from the original videos, are trained in a random for-
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est model aimed at predicting AUs from any given music.
Once we input a new piece of music into the model and re-
ceive the resulting AUs, GANimation is to control the acti-
vation magnitudes of multiple AUs in a given human face
picture with mild facial expressions and generates serialized
emotive facial expression frames that are later turned into
a video that matches the original music emotions. Lastly,
we conduct video frame interpolation that synthesizes ad-
ditional frames in between any two neighboring frames to
smooth the produced video.

Design and Implementation

We introduce a pipeline to generate a video based on a
piece of audio and a face image. The pipeline includes three
parts: learning AU representations from labeled facial im-
ages, learning the mapping from audio to AU representa-
tions, and generating facial expressions based on AU repre-
sentations.

Learning AU Representations from Facial Images

Based on the existing study (Deng, Chen, and Shi 2020),
we were able to learn a mapping from video frames to AU
representations. To solve the issue of missing labels, the
researchers use teacher-student networks. The teacher and
student networks share the same structure and size, but the
teacher network is exposed to an incomplete set of labels,
and the student network is exposed to an imperfect com-
plete set of labels. For our task, we only used part of their
work which only includes the regression branch for predict-
ing AUs. The network adopts a ResNet50 backbone and an
MLP for regression for AUs.
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Figure 5: The comparison between facial expressions from a music video and the produced visualization given the same music
as input. The above series of pictures are sliced out from a video of a YouTube singer. The series above are generated out of a

randomly selected base picture with a human face.

Learning Mapping from Audio to AU
Representations

To learn the mapping from audio to AUs, we first used
openSMILE to extract the signal level features from audio.
We adopted the 0.5-second window to generate statistical
features from the audio. By selecting suitable step lengths
between two windows, we generated the AUs with the same
frequency and frame rate in the final video. In this step, we
used an MLP with skip layers that directly learned the map-
ping from audio features to AUs of the current frame in a
supervised manner.

Data. We selected a few YouTube videos involving human
singers or listeners with clear facial expressions performing
or reacting to the music.

Training. We first used the pre-trained model from (Deng,
Chen, and Shi 2020) and GANimation to reduce the diffi-
culty of training. Then we used MTCNN as a face detector
that extracts faces from the video. After that, we adopted
the model from “Multitask Emotion Recognition with In-
complete Labels” to generate a sequence of AUs for further
use and then openSMILE to generate a sequence of audio
features with the same sample rate as the sequence of AUs.
After having the sequence of audio features and AUs, we
trained the MLP to learn the mapping between them.
Inferencing. The input of inferencing was a piece of audio
and a face image. We first used openSMILE to generate a
sequence of audio features and the MLP to estimate the se-
quence of AUs for the audio. Then, we used GANimation
to generate a sequence of video frames based on the given
image and the sequence of AUs.

Generating Facial Expressions Based on AU
Representations

Based on GANimation, we were able to generate an altered
image with a new facial expression based on a set of AUs
and the given image. GANimation is a generative adversar-
ial network that is divided into three parts: a generator, a
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critic to evaluate the quality of the generated image, and an
expression estimator to penalize differences between the de-
sired AU expression and its fulfillment. In our pipeline, we
only used the generator to generate the image based on AUs.

Results

Based on our introduced pipeline, we generated a primi-
tive version of emotion-based music visualization. In Fig-
ure 5, we present a demonstration snapshot of our visualiza-
tion of the song "Someone Like You”, with the above row
showing the original training music video of a human per-
former singing the song with his face zoomed in and the
below row showing the corresponding facial expressions on
a randomly-picked face template generated from the input
audio file of the song. We can see that there are some fa-
cial expression features, such as the frown, are captured by
the generated images, suggesting that a sense of melancholy
that matches the general tone of the song is also captured.
However, due to the incompleteness of successfully-learned
features, the generated faces are relatively ambiguous and
are not sufficiently strong indicators of emotion. Further re-
finement can be done for this system to produce satisfactory
facial expressions along with the song that highlights the key
emotion.

Conclusion and Future Works

This paper introduces a workable emotion-based music vi-
sualization pipeline for transforming music into facial ex-
pressions. The generated video of facial expressions serves
to improve the music experiences of the hearing impaired.
For our next step, we hope to work on revising our vi-
sualization system to produce more accurate and advanced
emotion-based music visualization. One of the biggest con-
cerns of our current system is the lack of effective metrics for
evaluating the performance of visualization. Without met-
rics, it is hard to determine the direction of model tuning. We
think of calculating RMSE between the AUs extracted from



the music video and the AUs generated by the system before
being sent into GANimation to be a way of accurate mea-
surement. However, one consideration is that the importance
of AUs might vary from each other, but in the calculation of
RMSE, all AUs are considered to be equally contributive to
the generation of each emotion. For instance, a 0.1 error in
AU?2 (outer brow raiser) can be less destructive compared
to a 0.1 error in AU12 (lip corner puller) because, generally
speaking, the lip corner direction carries more straightfor-
ward information to speak for emotion. Besides, the same
value of difference at different range levels might also carry
different significance - a 0.1 error from 0.5 to 0.4 of AU12
(lip corner puller) can turn a smiling mouth into an apathetic
one, while a 0.1 error from 0.9 to 0.8 might only weaken the
intensity of happiness but do not reverse the emotion. There-
fore, we look for more explanatory metrics being applied to
our system to assist our model training and system working.

We would also like to conduct formal user studies in the
future to quantitatively and qualitatively validate our visual-
ization efficacy. The pilot study results demonstrate the po-
tential of using human facial expressions to augment and
convey emotions in music pieces. While we validate our
idea before implementing the visualization, the cost is we
need to gain more knowledge about if our visualization is
different from the MetaHuman visualization we used in the
pilot study and exactly how accurate and effective our vi-
sualizations are. A more comprehensive effectiveness study
and analysis between our prototype and the state-of-the-art
music visualizations can be conducted to understand how
our prototype is against them and how our model can be im-
proved. We hope our approach can facilitate future work in
the research field of music visualization, in particular, visu-
alizing emotional information in music
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