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Abstract

In this work, we propose a novel unsupervised contrastive
learning framework to improve state-of-the-art sentence em-
beddings. First, we train a set of contrastive submodels which
take multilingual round-trip translation(RTT) as data aug-
mentation. The RTT naturally changes the length of the same
sentence and replaces Synonyms simultaneously. Then we in-
corporate them into a single model through knowledge distil-
lation. Specifically, it takes an input sentence and predicts the
ensemble output of all submodels via a contrastive objective.
Thus we preserve nearly the same semantic expressiveness as
the ensemble model without increasing the test cost. We eval-
uate our framework on standard semantic textual similarity
(STS) tasks. Experimental results show the advantage of our
framework that we achieve an average of 79.27% Spearman’s
correlation, a 3.02% improvement compared to the previous
best results using BERT-base.

Introduction

In natural language processing tasks, sentence embedding
representation is an efficient and general tool to convert raw
text data into a numerical vector representation, which can
be used in a wide range of natural language processing ap-
plications such as semantic similarity computation and text
classification. Though BERT(Devlin et al. 2019) is of great
significance in natural language processing, its performance
in unsupervised semantic representation is not very well.
Based on BERT, Sentence-BERT(Reimers and Gurevych
2019) uses a contrastive learning method similar to Sim-
CLR(Chen et al. 2020) to implement sentence embedding.
ConSERT(Yan et al. 2021) emphasizes the importance of
data augmentation, SimCSE(Gao, Yao, and Chen 2021) uses
the dropout that BERT itself has to achieve data augmenta-
tion, and DiffCSE(Chuang et al. 2022) learns sentence em-
beddings that are sensitive to the difference between the
original sentence and the edited sentence. However, the
above work focuses on optimizing a single model and is
prone to over-fitting. Compared with a single model, the
sentence embedding representation of the ensemble models
can avoid falling into overfitting. The ensemble model is to
combine multiple trained models and realizes multi-model
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fusion of test data in a certain way so that the final result
can learn from each other’s strengths, integrate the learning
ability of each model, and improve the generalization ability
of the final model.

To further improve the state-of-the-art sentence embed-
dings, in this paper, we propose a novel unsupervised con-
trastive learning framework based on ensemble learning and
knowledge distillation. Ensemble learning solves a single
prediction problem by building several submodels. It works
by multiple submodels predicting independently. The com-
bined prediction is strengthened by the combination of the
models to prevent overfitting, so it is better than any single
classification to make predictions. Knowledge distillation is
a model compression method based on the “teacher-student
network idea”, which is simple and efficient. Suppose the
two processes of ensemble learning and knowledge distilla-
tion can be effectively combined. In that case, it can not only
improve the prediction accuracy through model integration
but also realize model compression through distillation to
improve the accuracy without increasing the model volume.
Based on the above points, we propose a simple but efficient
sentence embedding representation for unsupervised learn-
ing of semantic similarity computation. The basic idea is that
we first combine the trained n submodels to obtain a rela-
tively large ensemble model and then compress the model
through knowledge distillation so that the ensemble model
can be compressed without losing the sentence embedding
representation ability of the ensemble model. The volume is
compressed to the original % In this process, the integrated
model combines the advantages of each submodel and im-
proves the generalization ability. Simultaneously, constrains
each other to avoid the over-fitting phenomenon of each sub-
model to the greatest extent. Therefore, the actual perfor-
mance of the ensemble model is better than any of the sub-
models. However, the ensemble model requires much com-
putational overhead, so we compress it through knowledge
distillation to make it consistent with a submodel in volume.
Through this method, we not only achieve the ability to im-
prove sentence embedding representation of the model but
also do not increase the computational overhead of using the
model, the best of both worlds.

In terms of data augmentation, SimCSE uses the dropout
operation that BERT itself has: by sending a sentence into
BERT twice, two different encoding vectors for the same



sentence are obtained. These two vectors are positive sam-
ples of each other to realize self-supervised(Xie et al. 2021)
learning. ESimCSE(Wu et al. 2021a) pointed out that the
model trained by SimCSE may mistakenly regard two sen-
tences of the same length are of high similarity, which is
definitely not the case. In data augmentation, SimCSE uses
the dropout operation that BERT itself has: by sending a
sentence into BERT twice, two different encoding vectors
for the same sentence are obtained. These two vectors are
positive samples of each other to realize self-supervised(Xie
et al. 2021) learning. ESimCSE(Wu et al. 2021a) pointed
out that the model trained by SimCSE may mistakenly re-
gard two sentences of the same length are of high similarity,
which is not the case. To mitigate the problem, random word
copying(Ghiasi et al. 2020), synonym replacement(McCrae
et al. 2019) are proposed. Inspired by the above work, we
adopt round-trip translation(RTT) as the data augmentation
method based on SimCSE. The natural advantage of RTT is
that it is possible to change the length of the same sentence
and can simultaneously replace synonyms. Before RTT, we
finished cleaning and compensating the train set. By round-
trip translating the training set from multiple languages and
using the unsupervised learning scheme of SimCSE, we ob-
tained several submodels for ensemble learning. The realiza-
tion of each submodel is better than the original SimCSE.

In order to verify the effectiveness, we evaluate the sub-
models trained with data augmentation, ensemble learning,
and knowledge distillation on seven test sets of STS12-16,
STS-B, and SICK-R for the calculation of semantic simi-
larity. The experimental results show that our model outper-
forms the previous state-of-the-art.

The main contributions of our work are as follows:

* Qur proposed model introduces ensemble learning and
knowledge distillation training method into the unsuper-
vised semantic similarity computation field. Ensemble
learning can maximize the advantages of each submodel.
We propose a solution for model compression, which
significantly reduces the model’s size without losing the
model’s sentence embedding representation ability.

Based on unsup-SimCSE, we propose a data augmenta-
tion method of cleaning, compensation, and RTT. This
method can reduce the interference of meaningless train-
ing corpus on the model training process and generate
many new training data, which can be used to train mul-
tiple submodels.

We test our model on seven semantic similarity computa-
tion tasks, STS12-16, STS-Benchmark, and SICK-R, for
semantic similarity. The experimental results show that
the average scores of our proposed ensemble model and
distilled model on BERT-base on these test sets reach
79.04% and 79.27%, respectively, compared with the
previous state-of-the-art model SimCSE-BERT-base, it
has increased by 2.79% and 3.02% respectively.

The rest of our paper is organized as follows. The re-
lated work introduces recent research on data augmentation,
model integration, and knowledge distillation. Background
of unsup-SimCSE introduces how unsupervised SimCSE is
trained. The model section introduces our proposed data
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augmentation method and the overall structure of the model.
The experimental section presents the performance of our
model on the dataset. The experimental analysis section
presents the test results of our model and ablation studies
on the model architecture.

Related Work
Sentence Embedding

Sentence embeddings have been extensively studied in
previous works. In the field of unsupervised learning
or supervised learning, after BERT was proposed, a
large number of models on BERT emerged, such as
RoBERTa(Ott et al. 2019), IS-BERT(Zhang et al. 2020b),
CT-BERT(Miiller, Salathé, and Kummervold 2020), etc.
Sentence-BERT(Reimers and Gurevych 2019) is trained us-
ing the Siamese network, CMLM(Yang et al. 2021) intro-
duces conditional masks, PASER(Wu and Zhao 2022) com-
pares generative and contrastive methods in sentence rep-
resentation learning. Kim, Yoo, and Lee (2021) redesigned
the contrast learning objectives and applied them to sen-
tence representation learning. ConSERT(Yan et al. 2021)
is randomly deleted. Combining multiple data augmenta-
tion methods such as adversarial generation. SimCSE(Gao,
Yao, and Chen 2021) proposes a simple data augmenta-
tion scheme through dropout masks. Based on SimCSE, ES-
imCSE adopts the data augmentation scheme of synonym
replacement and random copying of words. Finally, Dif-
fCSE(Chuang et al. 2022) learns sentence embeddings sen-
sitive to differences between original and edited sentences.

Data Augmentation

Data augmentation, to some extent, solves the problem of
over-fitting caused by the lack of training data. In natural
language processing, there have been a line of data aug-
mentation methods. Synonym replacement(An et al. 2022)
randomly replaces a few words from a sentence with their
corresponding synonyms. Typically, Wordnet(Nhut Lam, Al
Tarouti, and Kalita 2022) is usually used to look up the
synonyms. Random deletion(Chuang et al. 2022) randomly
deletes some words with a fixed probability in one sentence.
Adversarial generation(Yilmaz 2022) adds adversarial ex-
amples to the training set to improve the robustness of the
embedding model.

Ensemble Learning and Knowledge Distillation

Ensemble learning(Zhou 2014) incorporates multiple learn-
ers to give the final prediction. According to the genera-
tion method of individual learners, current ensemble learn-
ing techniques can be roughly divided into two categories.
The first type is serialization, where individual learners have
such a strong dependency on each other that it must be gen-
erated serially, such as Boosting(Schapire 1989). The second
type is parallelization, where there is no reliability among
learners, and they can be generated simultaneously, such as
Bagging(Breiman 1996) and Random Forests(Pavlov 1997).

Knowledge distillation(Anil et al. (2018), Hinton,
Vinyals, and Dean (2015)) is a technique of model com-
pression, which mainly includes five types: network prun-
ing, knowledge distillation, parameter quantization, struc-



ture design, and dynamic calculation. In our work, the tra-
ditional weighted combination of submodels is used in the
ensemble learning part, and the “teacher-student modelHin-
ton, Vinyals, and Dean (2015)” is used in the knowledge
distillation part.

Background of Unsup-SimCSE

The unsupervised SImCSE model adopts a self-supervised
learning method. Its data augmentation scheme uses BERT
as the dropout function of the encoder itself. A sentence x
is input into the encoder twice, and two embedded vector
representations about this sentence can be obtained, denoted
as f(z) and f(z)T. Since these two vectors represent the
same sentence, these two vectors are positive samples of
each other. During training, the encoding vectors of other
sentences are used as negative samples of sentence x. The
positive and negative samples are sent into the loss function
of the contrastive learning so as to realize the self-supervised
constraint, as shown in Eq. 1.
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where f(x) represents the encoder output of for an in-
put sentence x, sim(+, -) calculates the cosine similarity be-
tween two vectors. 7 is the temperature parameter. Sim-
CSE empirically demonstrated that it performs best when
7 = 0.05, so we follow the same setting of 7 = 0.05 when
training the submodels.

The Proposed Framework
Data Augmentation

The data augmentation method we adopt is to clean, com-
pensate, and round-trip translate the original dataset. In the
original dataset, we found some non-English characters and
many repetitions of punctuation marks. In order to avoid af-
fecting the pre-training model’s encoding of the sentences,
we removed some non-English characters and some punctu-
ation marks with a large number of repetitions. The removal
of these training data resulted in a certain amount of missing
training data, and to supplement this gap, we added some
unsupervised data to the training set. Please see the Imple-
mentation Details section for cleansing and compensating
the training data.

Round-trip Translation(Pham et al. 2021) is the transla-
tion of sentences from the source language into another lan-
guage and back into the source language. Compared with
data augmentation methods such as random replacement,
deletion, and order shuffling, RTT not only realizes the re-
placement of synonyms of certain words in the data set but
also preserves the actual semantics of the original data to the
greatest extent. Another advantage of RTT is that it will not
distort the meaning of sentences after data augmentation due
to the replacement or deletion of some key words.

"https://huggingface.co/datasets/princeton-nlp/datasets-for-
simcse/resolve/main/wikilm_for_simcse.txt
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We propose two data augmentation methods based on
RTT?. The first is data augmentation based on SimCSE, re-
placing the original data set of SimCSE with the RTT train-
ing set for unsupervised training. The second is also based
on SimCSE. The cleaned and compensated training set is
compared with the training set after RTT. Each sentence and
its corresponding RTT sentence are used as a pair of positive
examples, and then the training is carried out utilizing unsu-
pervised learning. In the RTT process, we adopted the five
most widely used languages in the world, including English-
Chinese, English-French, English-Spanish, English-Dutch,
and English-Russian.

Training Submodels Using Augmented Data

Since the SimCSE model is trained with a single training
set, the generalization ability of SimCSE is limited. We use
the training sets of five language RTTs to train separately
and get five SimCSE-based submodels. In our model archi-
tecture, if the first data augmentation method is adopted,
the training set that has been cleaned, compensated, and
round-trip translated directly replaces the training set of
SimCSE. Through the dropout operation of BERT, sentence
x uses itself as a positive example for contrastive learn-
ing, takes other samples as negative examples, and sends
them into the InfoNCE loss function. If the second data
augmentation method is adopted, the data in the cleaned-
compensated training set and the corresponding data in the
cleaned-compensated-round-trip translated training set are
used as a pair of positive examples, and other samples are
used as negative examples for the InfoNCE loss function.
Using these two RTT methods, we select the top five sub-
models plus a submodel trained using the training set with
only cleansing and compensation operation without RTT.

Using Ensemble Learning and Knowledge
Distillation

Through pre-training based on SimCSE, we get five sub-
models. By comparing the experimental results of each sub-
model. In order to avoid the influence of overfitting caused
by a single training set on the training process of submodels
to the greatest extent, we introduce the scheme of ensemble
learning: submodels are integrated in a weighted manner to
obtain an ensemble model. It can be formulated as:
K
fr(@) =Y ai- fula), 2)
k=1

where fi denotes the k-th submodel for ensemble, f; rep-
resents the integrated model and « € [0, 1] is the weights for
each submodel.

We use two integration methods, respectively. The first
method is to directly average the outputs of several submod-
els as the output of the integrated model. The second weight-
ing method sends the average score of all submodels on the
test set into the so ftmax function to obtain a set of normal-
ized weight coefficients. This set of coefficients is used to
weight the submodels into the ensemble model.

2We use the Google Translate system to obtain round-trip trans-
lation data.
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Figure 1: Training Pipeline of Our Proposed Framework

The sentence embedding representation ability of the en-
semble model is better than that of the submodel. However,
the ensemble model is jointly contributed by several sub-
models, so we need to reduce the volume of the ensemble
model. Our goal is to compress the volume of the ensemble
model into a model comparable in size to BERT-base with-
out losing too much of the ensemble model’s sentence em-
bedding representation performance. The primary method of
knowledge distillation is to use a teacher model to train the
student model. Inspired by this view, we take the ensem-
ble model as the teacher model and the pre-trained encoder,
such as BERT-base or RoBERTa-base as the student model.
Formally, we denote fr(-) = f;(-) as the teacher model,
fs(-) = Encoder(-) as the student model.

The student model is optimized towards outputting the
same sentence embedding representations as the ensemble
model, such that the sentence embedding representation of
the student model is approaching the teacher model. Dur-
ing such distillation, we use the the training set of original
SimCSE training set with only cleansing and compensation
without RTT. Since the InfoNCE loss function can play a
good role in unsupervised and self-supervised learning, it is
not entirely suitable for such strongly supervised tasks. In
contrast, the MAE loss function can measure the minimum
absolute value deviation of the outputs of the two models.
Intuitively, the more minor MAE loss, the closer the two
models are. Therefore, we construct the loss function in the
distillation stage by weighting the two loss functions. We
give the loss function in the process of knowledge distilla-
tion, as shown in Eq. 3. MAE loss function is shown in Eq.
4, where M represents the batch size during training.

Lpisit = Almfonce + (1 — A)Lmag, (3)
1 M
Laap = 57 ; I fr (i) = fs @ll, @)
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where A represents the hyperparameter controlling the
weights of two optimization objectives. Here we set A = 0.1.
During distillation, we give more significant weight to the
M A loss function because the teacher model can achieve in-
tense supervision of the student model through the M A loss
function to quickly converge. The meaning of the InfoNCE
loss function is to create a slack space during distillation.
This slack space creates the possibility for students to out-
perform the teacher’s training results.

Experimental Settings
Datasets

To verify the effectiveness of our proposed method, we im-
plemented it on seven test sets for semantic similarity com-
putation, including STS 2012-2016(Agirre et al. 2012, 2013,
2014, 2015, 2016), STS-Benchmark(Cer et al. 2017) and
SICK-Relatedness(Marelli et al. 2014)3. Each sample con-
sists of a sentence pair and the corresponding similarity
score(0-5). We use Spearman similarity coefficient as the
evaluation metric.*.

Baselines

In order to demonstrate the sentence embedding repre-
sentation ability of our model, we choose a lot of mod-
els for comparison, including some powerful state-of-the-
art models. Such as ConSERT(Yan et al. 2021), Sim-
CSE(Gao, Yao, and Chen 2021), ESimCSE(Wu et al.
2021a) and DiffCSE(Chuang et al. 2022), which have re-
cently refreshed state-of-the-art. PT-BERT(Tan et al. 2022),
CT-BERT(Miiller, Salathé, and Kummervold 2020), IS-
BERT(Kao and Lee 2021), SCPCSE(Tan, Yao, and Liu
2022) and DCPCSP(Jiang and Wang 2022) also performed
very well. We also compare with a newly launched model

30ur code is based on https://github.com/yangjianxin1/SimCSE.
“All the experiments were implemented on an NVIDIA
RTX3060 and an NVIDIA RTX3090Ti.



Model STS12 STS13 STS14 STS15 STS16 STS-B  SICK-R  Avg.
BERT-base
BERT (first-last avg.)<> 39.70 59.38 49.67 66.03 66.19 53.87 62.06 56.70
BERT-flow<> 58.40 67.10 60.85 75.16 71.22 68.66 64.47 66.55
BERT-whitening< 57.83 66.90 60.90 75.08 71.31 68.24 63.73 66.28
IS-BERT<> 56.77 69.24 61.21 75.23 70.16 69.21 64.25 66.58
SG-OPT< 66.87 80.13 71.23 81.56 77.17 77.23 68.16 74.62
PT-BERT& 71.20 83.76 76.34 82.63 78.90 79.42 71.94 77.74
CT-BERT<> 61.63 76.80 68.47 77.50 76.48 74.31 69.19 72.05
ConSERT& 64.64 78.49 69.07 79.72 75.95 73.97 67.31 72.74
SimCSE&# 68.40 82.41 74.38 80.91 78.56 76.85 72.23 76.25
SimCSE+GS-InfoCSE&# 70.12 82.57 75.21 82.89 80.23 79.70 72.70 77.63
ArcCSE&® 72.08 84.27 76.25 82.32 79.54 79.92 72.89 78.11
DiffCSE<> 72.28 84.43 76.47 83.90 80.54 80.59 71.23 78.49
SCPCSE& 64.28 78.97 70.51 78.45 75.71 76.33 68.73 73.28
DCPCSE& 73.03 85.18 76.70 84.19 79.69 80.62 70.00 78.49
ESimCSE& 73.40 83.27 77.25 82.66 78.81 80.17 72.30 78.27
Ours-Ensemble model 74.48 83.14 76.39 84.45 80.02 81.97 72.83 79.04
Ours-Distilled model 74.50 83.61 76.24 84.02 80.44 81.94 74.16 79.27
RoBERTa-base
RoBERTa(first-last avg.)>  40.88 58.74 49.07 65.63 61.48 58.55 61.63 56.57
DeCLUTR<S 52.41 75.19 65.52 77.12 78.63 72.41 68.62 69.99
RoBERTa-whitening<» 46.99 63.24 57.23 71.36 68.99 61.36 62.91 61.73
SimCSE&# 70.16 81.77 73.24 81.36 80.65 80.22 68.56 76.57
SimCSE+GS-InfoCSE& 71.12 83.24 75.00 82.61 81.36 81.26 69.62 77.74
DiffCSE<> 70.05 83.43 75.49 82.81 82.12 82.38 71.19 78.21
ESimCSE& 69.90 82.50 74.68 83.19 80.30 80.99 70.54 77.44
DCPCSE& 70.57 81.91 74.60 82.90 80.96 82.84 71.70 77.93
CARDS & 72.49 84.09 76.19 82.98 82.11 82.25 70.65 78.68
Ours-Ensemble model 74.65 82.15 75.61 83.90 81.11 82.05 73.88 79.05
Ours-Distilled model 71.04 81.08 77.04 83.08 81.96 82.36 74.54 78.73

Table 1: Performance of different sentence embedding models on the semantic similarity task (Spearman correlation). ¢ refers
to the results given by (Chuang et al. 2022). & refers to the results given by (Jiang and Wang 2022). & refers to results given

by their original papers.

CARDS(Wang et al. 2022), SimCSE+GS-InfoCSE(Wu et al.
2021b) and ArcCSE(Zhang et al. 2022). For fairness,
we also implement naive models such as BERT(first-last
avg.)(Devlin et al. 2019), BERT-whitening(Su et al. 2021),
BERT-flow(Li et al. 2020), CMLM(Yang et al. 2021), and
DeCLUTR(Yang et al. 2020).

Implementation Details

In terms of data cleaning and compensation, we clean the
training data whose character length is less than or equal to
3, and retain some important punctuation. Through experi-
ments, we found that different RTT languages are sensitive
to compensation data, so we compensated the unsupervised
part of the SICK-R or STS-B training set when training the
submodels. We did not supplement the supervised part of
STS-R or STS-B training sets;. However, the training sets
of STS-R and STS-B already gave the degree of similarity
between the two sentences contained in a sentence pair, we
still treat each sentence pair as two independent sentences to
supplement, ensuring that we are still supplementing in an
unsupervised manner.

In terms of pooling methods, we train the submodel us-
ing [CLS], First—lastavg., Top2avg. and Avg. pooling,
the ensemble model adopts the optimal pooling of each sub-
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model, and when training the distilled model, we use the
[C'LS] pooling.

In terms of RTT methods, we have done many exper-
iments on the two RTT methods based on BERT and
RoBERTa-base, respectively. For BERT-base submodels,
the performance of submodels for different RTT languages
is sensitive to both RTT methods, and we choose the opti-
mal RTT method for each submodel. For the submodel on
RoBERTa-base, no matter which RTT language is used, the
second way of RTT is stronger than the first, so we adopt the
second way of RTT method for the submodel on RoOBERTa-
base.

During the ensemble learning process, we try all combi-
nations of the five submodels on BERT-base and RoBERTa-
base. We found that the optimal combination on BERT-
base is the softmax-weighted ensemble of submodels with
English-Chinese, English-Dutch, English-French, English-
Russian and English-Spanish. The optimal combination on
RoBERTa-base is the average ensemble of submodels with
English-Chinese and English-Dutch. For other hyperparam-
eter settings, please refer to Appendix A. .



Model STS12 STS13 STS14 STS15 STS16 STS-B  SICK-R Avg.
BERT-base
Unsup-SimCSE 68.40 82.41 74.38 80.91 78.56 76.85 72.23 76.25
Ours-En-Chinese  71.65 78.69 71.97 83.59 71.72 79.22 72.37 76.46(+0.21)
Ours-En-Dutch 73.05 79.00 72.34 83.23 77.18 79.95 70.24 76.43(40.18)
Ours-En-French 71.89 82.52 74.08 82.98 78.98 78.35 70.74 77.08(+0.83)
Ours-En-Russian ~ 71.37 78.45 71.95 82.51 76.71 79.73 73.10 76.27(40.02)
Ours-En-Spanish ~ 69.74 81.55 74.31 82.19 79.25 78.52 71.29 76.69(+0.44)
RoBERTa-base

Unsup-SimCSE 70.16 81.77 73.24 81.36 80.65 80.22 68.56 76.57
Ours-En-Chinese  74.20 78.63 72.22 82.16 76.67 79.45 76.07 77.06(+0.49)
Ours-En-Dutch 74.07 78.77 74.17 82.22 78.68 80.18 73.30 77.34(40.77)
Ours-En-French 71.97 78.92 73.18 81.27 79.19 80.26 74.22 77.00(40.43)
Ours-En-Russian ~ 71.75 78.80 73.21 81.86 79.41 80.22 73.86 77.02(40.45)
Ours-En-Spanish ~ 71.65 78.20 72.30 82.01 78.76 79.53 73.67 76.59(40.02)

Table 2: The average similarity score of SimCSE and submodels in different language RTT on test sets

Experimental Analysis
Comparison Results

We compare the performance of our proposed ensemble
model and distilled model on BERT-base and RoBERTa-
base with baseline models on seven test sets. From Ta-
ble 1, our BERT-base ensemble model and distilled model
achieved average scores of 79.04% and 79.27% on seven
test sets, respectively, 2.79% and 3.02% higher than
the SimCSE-BERT-base model. Compared with SimCSE-
RoBERTa-base, our ensemble model achieves an average
score of 79.05% on the test set, and the distilled model
achieves an average score of 78.73%, an improvement of
2.48% and 2.16%, respectively.

Ablation Studies

Effect of Submodel Numbers In this section, we inves-
tigate the relationship between the performance of the en-
semble model and the number of submodels when only the
random seed setting is changed, without changing any other
hyperparameter settings. To be fair, we use the original code
provided by SimCSE?.

We have conducted experiments about generating sub-
models by varying the random seed. We followed the hyper-
parameters given in SimCSE with BERT-base to generate
15 submodels by varying only the random seed, from which
we randomly selected 2-12 submodels for ensemble, respec-
tively. The results indicate that the integration of the models
grows and then flattens out as the number of submodels in-
creases, with the ensemble model performing close to the
upper limit when the number of submodels is 5 (which is
the main reason we used 5 RTT submodels for integration),
with an average correct rate of 77.67% on the test set; the en-
semble model perform best when the number of submodels
is 10, with an average correct rate of 77.73%.

In addition, we have conducted ablation experiments on
RoBERTa-base. The results show that the ensemble model
performs essentially close to the best when the number of
submodels is 4, the ensemble model perform best when the
number of submodels is 10. Some of the experimental re-
sults are shown in the Figure 2.

>https://github.com/princeton-nlp/SimCSE
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Figure 2: Effect of number of submodels

Effect of Data Augmentation. In this section, we inves-
tigate the impact on the training sub-model through differ-
ent methods of data augmentation. The data augmentation
method we use is “’clean, compensate, and RTT”, so we ab-
late the use of ’clean only”, ”compensate only” and "RTT
only”, and all the two-by-two combinations between them.
We used BERT-base as the pre-trained language model,
and the English-French RTT data were obtained by Google
Translate. The experimental results are shown in Table 5. It
can be seen that the effect of the data augmentation method
we used is optimal.

Effect of Pooling Method. Following SimCSE, our work
also gives the performance of the model on different pooling
methods, including [C'LS], Top2 avg, First —lastavg and
Awvg. Due to space limitations, the pooling performance of
the submodel is given in the Appendix B. Here we give the
sentence embedding performance of the distilled model in
the above pooling in Table 6, which shows the scores and av-
erage scores of our BERT-base distilled model on STS12-16,
STS-B, SICK-R through four pooling methods. The [C'LS]
pooling method performs the best.

Effect of Distillation Temperature Factor. We research
the impact of temperature factor when training the distilled



Model STS12 STS13 STS14 STS1S STS16 STS-B SICK-R  Avg.
ConSERT-larged 70.69 8296  74.13 82778  76.66  77.53 70.37 76.45
SimCSE-BERT-largede 70.88 8416 7643 8450 79.76  79.26 73.88 78.41
SimCSE-RoBERTa-larged 72.86 8399 7562 8477 81.80  81.98 71.26 78.90
Ours-Distilled-BERT-base  74.50  83.61 76.24  84.02 80.44  81.94 74.16 79.27

Table 3: Comparison between our distilled model on BERT-base and baseline models on BERT/RoBERTa-large. & refers to
the results given by (Zhang et al. 2022). & refers to results given by their original papers.

Loss for distillation STS12-16 STS-B

MSE 79.13 80.87
MSE + InfoNCE 79.26 81.09
KLDiv 79.22 81.26
KLDiv + InfoNCE 79.32 81.53
SmoothLL1 78.85 80.61
SmoothL1 + InfoNCE 78.98 80.95
MAE 79.23 81.87
MAE + InfoNCE(ours) 79.76 81.94

Table 4: Effect of loss function for distillation

Methods of Data Augmentation Avg.
Dropout(SimCSE) 76.25
Dropout+clean 76.77
Dropout+compensate 76.67
Dropout+RTT 76.89
Dropout+clean+compensate 76.10
Dropout+clean+RTT 75.88
Dropout+compensate+RTT 76.56
Dropout+clean+compensate+RTT(ours) 77.08

Table 5: This table presents the impact caused by different
data augmentation methods.

model on BERT-base. In Table 7, we studied the effect of the
temperature factor on the distillation process. When other
parameters were consistent, the distillation effect performed
best on the STS-B test set when 7 = 0.3.

Effect of Distillation Loss Functions. We test the effect
of MAE loss and InfoNCE loss on model distillation on
BERT-base and RoBERTa-base models. We found that the
distillation effect of using MAE only and InfoNCE only
was slightly worse than using MAE with InfoNCE weight-
ing. This result is because the fitting effect of MAE is bet-
ter than InfoNCE. However, if only MAE is used, the stu-
dent model will be too “tight” in the process of fitting the
teacher. Suppose a specific weight of InfoNCE is added as a
“relaxation factor.” In that case, the model has a certain mar-

Pooling STS12-16 STS-B  SICK-R
First-last avg. 78.45 80.30 71.47
Top2 avg. 79.28 81.44 73.59
Avg. 79.06 80.74 72.53
[CLS] 79.76 81.94 74.16

Table 6: Effect of pooling methods

14080

T 0.05
STS-B  81.27

0.1
81.40

0.3(ours)
81.66

0.5
81.43

1.0
81.21

Table 7: Effect of temperature factor

gin of slight variation in the distillation process, which may
be positive feedback to the training of the distilled model,
so this explains why the sentence embedding performance
of the BERT-base distilled model is better than the ensem-
ble model. However, if only InfoNCE is used, this results
in a ’relaxation factor” that is too large; the performance is
worse than MAE only or MAE and InfoNCE weighted.

In addition, we also apply other loss functions such as
MSE(Ren et al. 2022), KL-Divergence(Huang et al. 2019)),
SmoothL1(Zhang et al. 2020a) to the ablation experiments,
as shown in Table 4. Experimental results show that MAE
and InfoNCE loss function weighting are the most suitable
for distillation learning.

Discussion

Due to space constraints, we will present the advantages
and disadvantages of our model and the baseline model
when using more different pre-trained language models,
evaluation metrics, and hyperparameter settings in appendix
A and C. With limited computational resources, we did
not implement our model on RoBERT-large and BERT-
large. However, we have achieved the state-of-the-art results
with only BERT-base and RoBERT-base models. Surpris-
ingly, our model on BERT-base even outperforms SimCSE-
BERT-large, SimCSE-RoBERTa-large, and ConSERT-large,
as shown in Table 3. Therefore, we believe our model
can also achieve state-of-the-art results on BERT-large and
RoBERTa-large.

Conclusion

In this work, we propose a sentence embedding framework
based on multilingual round-trip translation ensemble and
knowledge distillation, significantly improving the seman-
tic expressiveness of the state-of-the-art sentence embedding
model. Combining ensemble learning and knowledge distil-
lation, we incorporate sentence embeddings from multiple
contrastive models trained with round-trip translation sen-
tence pairs in different languages into one single model, im-
proving the efficiency at test time. The ablation experiments
demonstrate the effectiveness and efficiency of the proposed
multilingual round-trip translation ensemble technique and
knowledge distillation. We believe that our sentence em-
bedding models build a foundation for various downstream
application scenarios and will motivate more ideas for re-
searchers in the field of natural language processing.
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