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Abstract

Fair classification is an emerging and important research topic
in machine learning community. Existing methods usually
formulate the fairness metrics as additional inequality con-
straints, and then embed them into the original objective. This
makes fair classification problems unable to be effectively
tackled by some solvers specific to unconstrained optimiza-
tion. Although many new tailored algorithms have been de-
signed to attempt to overcome this limitation, they often in-
crease additional computation burden and cannot cope with
all types of fairness metrics. To address these challenging is-
sues, in this paper, we propose a novel method for fair clas-
sification. Specifically, we theoretically demonstrate that all
types of fairness with linear and non-linear covariance func-
tions can be transferred to two virtual samples, which makes
the existing state-of-the-art classification solvers be applica-
ble to these cases. Meanwhile, we generalize the proposed
method to multiple fairness constraints. We take SVM as an
example to show the effectiveness of our new idea. Empiri-
cally, we test the proposed method on real-world datasets and
all results confirm its excellent performance.

Introduction

Fair classification has been a topic of intense study in ma-
chine learning due to concerns to bias with respect to sen-
sitive attributes, e.g., against African-Americans while pre-
dicting future criminals (Flores, Bechtel, and Lowenkamp
2016) or NYPD stop-question-and-frisk program (Goel et al.
2016). Fairness means that there is no prejudice or fa-
voritism based on the sensitive attributes (e.g. race, gender)
of individuals or groups (Mehrabi et al. 2021). Since fair-
ness is a complex and multi-faceted concept that depends on
environment and culture, a number of notions are proposed
to assess how fair a classifier is with respect to a sensitive
group when compared to another, e.g., disparate treatment
(Xu et al. 2018), demographic parity (Barocas and Selbst
2016) and disparate mistreatment (e.g., average odds differ-
ence and equal opportunity difference) (Zafar et al. 2017a).
A number of recent works have focused on designing the fair
classification algorithms that satisfy one or multiple fairness
constraints. According to whether to modify the underlying
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classifier, previous works in fairness measures and bias mit-
igation can be divided into two broad types.

Specifically, the first one treats the underlying classifier
as a black box and implements a wrapper that works by pre-
processing the data or post-processing the classifier’s pre-
dictions (Calmon et al. 2017; Chzhen et al. 2019). Existing
pre-processing approaches are specific to particular defini-
tions of fairness and typically seek to come up with a single
transformed data set that will work across all learning algo-
rithms, which, in practice, leads to classifiers that still ex-
hibit substantial unfairness. In contrast, post-processing al-
lows a broader definition of fairness and produces provable
fairness guarantees. However, post-processing would lead to
unpredictable losses in accuracy and requires test-time ac-
cess to the protected attribute.

The second one modifies existing fair classifiers through
relaxing the desired definitions of fairness (Wu, Zhang, and
Wu 2019; Donini et al. 2018; Cotter et al. 2019; Gu et al.
2022). For example, (Zafar et al. 2017b) learnt the convex
margin-based classifiers by imposing linear constraints on
the covariance between the predicted labels and the values
of certain features. (Zafar et al. 2017a) utilized the discipline
convex-concave program to handle the scenarios where dis-
parate treatment and disparate mistreatment can be avoided.
(Agarwal et al. 2018) provided a method to compute a nearly
optimal fair classifier with respect to linear fairness con-
straints, like demographic parity or equalized odds, by the
Lagrangian method.

Although a lot of fair classification algorithms have been
proposed as mentioned above, all of them suffer from one
or more of the following limitations. (i) Existing efficient
solvers to original learning problems were not compatible
to the fairness constraints which makes us to re-explore
new tailored algorithms to accomplish fairness classifica-
tion. However, the new tailored algorithms are normally not
as efficient as the original ones. (ii) Existing fairness al-
gorithms cannot support all types of fairness constraints as
shown in Table 1. (iii) Fairness notions can be relaxed into
linear and non-linear proxy fairness constraints. However,
existing algorithms cannot handle both of them for each type
of fairness notion. To sum up, it is still an open problem to
design a faster and flexible classification algorithm that can
handle all fairness notions regarding both linear and non-
linear proxy functions.



Method DT | DP | EOP | OMR | FPR | FNR | FOR | FDR MFC TYPE
(Zafar et al. 2017b) v v v X X X X X v Linear
(Zafar et al. 2017a) v X X v v v X X v Non-Linear
(Hardt, Price, and Srebro 2016) X X X X v v X X v Linear
(Woodworth et al. 2017) X X X X v v X X X Linear
(Feldman et al. 2015) v v v X X X X X X Linear
(Agarwal et al. 2018) v X X X v v X X X Non-Linear
(Lohaus, Perrot, and von Luxburg 2020) v v v X X X X X X Linear
Our v v v v v v v v v Both

Table 1: Capabilities of different algorithms in handling different fairness notions. “MFC”denotes the multiple fairness con-
straints. “TYPE” refer to the forms of proxy fairness constraints used in the algorithms.

To address these challenging issues, in this paper, we re-
formulate the constrained optimization problem as a regular-
ized optimization problem by making use of its dual form, in
which the fairness constraints are moved into the objective
and the corresponding Lagrange multipliers act as regular-
izers. Then, we provide a new framework for solving fair-
ness classification problems using virtual samples to replace
fairness constraints. We theoretically prove that all types of
fairness with linear and non-linear covariance functions can
be transferred to two virtual samples, which makes the ex-
isting state-of-the-art classification solvers be applicable to
these cases. Meanwhile, we generalize the proposed method
to multiple fairness constraints. We take SVM as an example
to show the effectiveness of our new idea. Finally, the exper-
imental results on real-world datasets show that our method
achieves excellent performance compared with existing fair
classification algorithms.

Contributions. The main contributions of this paper are
summarized as follows.

1. We provide a new framework for solving fairness classifi-
cation problems using virtual samples to replace fairness
constraints. We take SVM as an example to demonstrate

the effectiveness of our method on real-world datasets.

. We theoretically prove that all types of fairness with lin-
ear and non-linear covariance functions can be trans-
ferred to two virtual samples and generalize the proposed
method to multiple fairness constraints.

Fairness in Classification
Problem Setting

In this paper, we consider Support Vector Machine (SVM)
for binary classification. Specifically, given a set of training
samples D = {(x;, y;)}1,, where user feature vectors z €
R? and ground truth labels y € {—1,+1}. SVM tries to
learn a linear discriminant function fo(z) = (w, ¢(x)) + b
!in the appropriately chosen kernel induced feature space
to separate the training data. § = (w, b) are the parameters
of the model. Then, for a given unseen feature vector x, the
classifier outputs the predicted label § = 1 if fp(x) > 0 and
1y = —1 otherwise.

Assume that each user has an associate sensitive feature
z (e.g., gender, race). For ease of exposition, we assume z;

'$(-) is transformation function from an input space to a high-
dimensional reproducing kernel Hilbert space.
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to be binary, i.e., z € {0,1}. However, the classifier f(x)
cannot use the protected characteristic z at decision time, as
it will constitute an unfair treatment. A number of notions
have been used to determine how fair a classifier is with re-
spect to a sensitive feature when compared to another, such
as disparate treatment (DT) (Xu et al. 2018), demographic
parity (DP) (Zafar et al. 2017b), equality of opportunity
(EOP) (Lohaus, Perrot, and von Luxburg 2020), disparate
mistreatment (include overall misclassification rate (OMR),
false-positive rate (FPR), false-negative rate (FNR), false-
omission rate (FOR) and false-discovery rate (FDR)) (Zafar
et al. 2017a).

Fair Classification

In order to ensure that the learned discriminant function is
fair, appropriate conditions can be incorporated into the clas-
sifier formulation. The general fair classification problems
can be formulated as follows.

. 1 -
_min Slwllz +C > Lifo(wi), vi) M
0 (w,b) i=1

st |Q(fe)| < e

where C is the regularization parameter, L(fo(x;),y;) is
the loss function to estimate the degree of inconsistency be-
tween the predicted label  and ground truth label y;, Q(+) is
conditional risk difference for specific fairness requirement
(e.g., in terms of demographic parity, Q(fp) = P(y = 1|z =
0)—P(§ = 1]z = 1)), € € R" and the smaller € is, the more
fair the decision boundary would be.

However, it is difficult to directly solve (1) because mea-
suring the explicit conditional probability is intractable. To
overcome the difficulty, (Zafar et al. 2017b,a) proposed a
tractable proxy by measuring fairness metrics using the co-
variance between the users sensitive attributes z and the
signed distance ¢(y, ) between the feature vectors and the
classifier decision boundary:

E[(z — 2)(g(y, z) — g(y, )]

% Z(Zi - 2)9(yi, i)

Couv(z,9(y, x))

Q

where z and g(y,x) are average values of z and g(y,x)
respectively, the term E[(z — Z)gp(x)] cancels out since
E[(z — Z)] = 0. Note that the g(y, =) can be divided into lin-
ear and non-linear according to different fairness constraints.
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Figure 1: Our method transfers the fairness constraints to virtual samples, which makes the fair SVM problem be efficiently

solved by the existing state-of-the-art classification solvers.

Thus, the formulation (1) can be rewritten as follows:

. 1 -
dr\?m §||w|‘g+CZL(f9(mi)vyi) @
0= (w,b) i=1
1 n
s.t. = Z(Zi = 2)g(yi, )| < ¢

n-
=1

where c is the covariance threshold which specifies an upper

bound on the covariance between the sensitive attributes z
and the signed distance g(y, x). Since the formulation (2)
does not need sensitive attributes to construct the decision
hyperplane, we can directly remove disparate treatment by
keeping the features x disjoint from sensitive attribute 2.

Fair Classification Algorithm Using Virtual
Samples

In this section, we take traditional SVMs (Cortes and Vapnik
1995; Gu et al. 2018; Zhai et al. 2020) as an example. Note
that the results of SVMs can also be extended to other clas-
sification problems such as logistic regression (Kleinbaum
et al. 2002).

Specifically, we first rewrite the above problem as a reg-
ularized optimization problem by making use of its dual, in
which the fairness constraints are moved to the objective and
considered as regularizers in the corresponding Lagrange
function. Then, we transfer the fairness constraints to vir-
tual samples, and use the existing solver to directly solve the
fairness constrained classification problems. Specifically, we
use the following virtual samples to replace fairness con-
straints:

1 <& _
plann) = — ;w(m)(zi —z) (3)
1 & _
Olonsz) = —— ;Hm(m)(a - 2), “
and yp,4+1 = —1, yn42 = 1, where I, is an indicator func-

tion for a specific fairness requirement that returns 1 when
a is true and O otherwise. We summarize the flow diagram
of our method in Fig. 1. The virtual samples only depend on
if the derivative of fy(x) regarding to 6 can be formulated
by a linear combination of ¢(z). As long as it holds, virtual
samples which are a linear combination of ¢(z;) can be ob-
tained correspondingly. Thus, our idea can also work for a
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lot of algorithms which include (kernelized) logistic regres-
sion, (kernelized) additive model, even boosting algorithms
(Schapire and Singer 1998). In the following, we discuss the
transformation of linear and non-linear fairness constraints
respectively.

Linear Fairness Constraint

DP is defined as each group having the same probability of
being classified as a positive outcome, i.e., P(§ = 1|z =
0) = P(§ = 1|z = 1). We can set g(y;,2;) = f(x;) in
the problem (2) to obtain a fair SVM in terms of DP. Since
we measure the average signed distance from all the sam-
ples to the decision boundary to measure the fairness, we
construct two virtual samples to represent the average po-
sition of the samples. Then, we control the distance from
the two virtual samples to the decision boundary to control
the average signed distance from the real sample to the de-
cision boundary. Specifically, we construct two virtual sam-

ples {(Zn+1, Yn+1)s (Tn+t2, Ynt2)} such that

Bo) = D 0@)E-D )
Srn) = S dE)e-2),  ©
=1

and y,+1 = 1, yn42 = 1. Then, we transform the optimiza-
tion problem (2) into the following minimization problem:

1 n+2 n+2
omin g > viyiaiad(z)dla;) = > i (7)
Sas i,j=1 i=1
n+2
s.t.

Z yio; = 0
=1

The problem (7) can be solved efficiently by many existing
solvers (e.g. LIBSVM (Chang and Lin 2011) with a little
modification and the quadprog function in MATLAB).

According to KKT conditions, for virtual samples
{(n+1,Yn+1)s (Tnt2, Ynt2)}, the optimal solution satis-
fies:

Ynt1fo(Tni1) =120 =

LS ol — ) <
i=1



Ynt2fo(Tni2) =120 = —c

Z fo(zi)(zi — 2) >
We show the equivalence between virtual samples

{(n+1,Yn+1), (Tn+2,Ynt+2)} and demographic parity in

Theorem 1.

Theorem 1. Given training set D = {(x;,y;) }!_,, sensitive

attributes {z;}_,, fairness parameter c. In fair SVM, we

can transform the demographic parity into two virtual sam-

ples {(xn41,1), (Tni2, 1)}, which are defined in (5)-(6).

Proof. Considering the demographic parity, the fair SVM
can be formulated as follows.

. 1 .
i slole+C Y Lfo@)y) @)
= (w,b) i=1

s.t. %Z(ziff)fe(fﬂi) <c

i=1
Introducing Lagrangian multipliers 11, p42, and v
corresponding to inequality constraints in (8), we can write
the Lagrangian of optimization problem (8) with linear fair-
ness constraints as

£(97 57 a7 v)

Sl +03 8
—Qn+41 ( - — ZfQ xz
—Qnt2 (Tll Z Jo(z:)(z

-z +c>
_ZO‘Z yifo(xz:)) =1+ &) — Z’Uz&
=1

where £ is the slack variables, au, 41, @42, @ and v are non-
negative.

Then, we calculate the derivatives with respect to the pri-
mal variables, which yields

&)

+C)

oL o Qg o (s
Er w— ;yzaz¢(xz) + “n ;¢($2)(zl -
[67%% -
O S ) (s
i=1
oL S
% = — Z YiO; + Qn41 — Onpt2

i=1
For simplifying the notation, we define two extra special
examples T, 41, T, 42 in an implicit manner:

Banit) = D oG)E-2)  (0)
i=1
O(wnis) = —isz (-2 (D

and we set y,+1 = 1, yp42 = 1. Forcing the derivatives to
zero, we can obtain:
n+2

w = Z ylal¢ ‘rl

n+2

O—Zylaz.
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We transform the optimization problem (2) into the follow-
ing minimization problem:

n—+2 n+2
min — oo p(x a; (12
o, E Yy () E i (12)
ZJ 1
n+2
s.t.

Z yic; = 0
i—1

The proof is completed. O

Remark 1. The ¢(x,+1) and ¢(x,12) are difficult to be
computed in high-dimensional reproducing kernel Hibbert
space (RKHS). However, when training the SVM model, we
only need to compute the inner product of any two vectors
under RKHS, which is easily computed by the kernel func-
tion.

Remark 2. According to Theorem 1, we can directly extend
the virtual samples to other linear fairness constraints, such
as EOP. A classifier satisfies EOP if the probability of getting
a true positive is independent of the value of the sensitive at-
tribute: P(g =1z =0,y =1) = P(g = 1|z = 1,y = 1).
We can set g(y;, ;) = “5% f(x;) in the problem (2) to ob-
tain a fair SVM in terms of EOP. Therefore, the EOP can be
transformed to two virtual samples {(xn4+1,1), (Xn12,1)}
as defined in (3)-(4) with I, = I,—;.

Non-Linear Fairness Constraint

A binary classifier does not suffer from disparate mistreat-
ment if the over misclassification rates (OMR) for different
groups of people having different values of the sensitive fea-
ture z are the same.

P(g#ylz=0) =Py #ylz=1) (13)
We can set g(y;, z;) = min(0,y;f(x;)) in the problem (2)
to obtain a fair SVM in terms of OMR, which makes the
fairness constraint in problem (2) non-linear. Because OMR
only considers the fairness of misclassified samples to sensi-
tive attributes, we can set I, = I3, in (3)-(4) and transform
the OMR into two virtual samples {(2,41,1), (€42, 1)}
Since we do not know the corresponding predicted labels
of the samples in advance, we first train a classifier without
fairness constraints to obtain the predicted labels. We use
these prediction labels to construct virtual samples to train
the new model. We repeat the construction of new virtual
samples to train the new model until all the predicted la-
bels corresponding to the samples converge. At this point,
the optimal solutions of the virtual samples satisfy the cor-
responding fairness constraint according to the KKT con-
ditions. We show the equivalence between virtual samples
{(n+1,Yn+1), (Tn+2, Ynt+2)} and OMR in Theorem 2.
Theorem 2. Given training set D = {(x;,y;)}1_,, sensitive
attributes {z;}7_,, fairness parameter c. We can transform
the OMR to two virtual samples {(xn41,1), (Tpy2,1)} as
defined in (3)-(4) with I, = Ij,.

Proof. Considering the overall misclassification rate, the
fair SVM can be formulated as follows.

1 n
5”“’“% + CZL(fG(zi)ayi)

=1

min

0% (w,b)

(14)



n

> (2 — 2)min(0, y; fo(x:))| < c
i=1
Introducing Lagrangian multipliers o, 11, &ty42, ¢ and v
corresponding to inequality constraints in (14), we can write
the Lagrangian of optimization problem (14) with non-linear
fairness constraints as

zZ) + c>

£0.6,0,0) = 3l + €36
_am<

zpmm%ﬁm»@@+%
szsz

[+
— Qo | =
n =1
_ZO“ yifo(zi) — 14+ &)

where £ is the slack variables, oy, 41, 2, and v are
non-negative. We employ the Concave-Convex Procedure
(CCCP) (Yuille and Rangarajan 2003) to solve the regu-
larized optimization problem (15). The main mechanism of
CCCP algorithm is to iteratively construct an optimized sur-
rogate objective function which linearizes the concave part
of the original Difference of Convex programming (Sripe-
rumbudur and Lanckriet 2009) problem. The concave part
of (15) is defined as follows:

Jeav(0) = an-i-l% Z:‘L:l L= min(0, y; fo(x:)) (2 — 2)

—anot Yoy L—omin(0, yi fo(2:)) (2 — 2)
In order to apply the CCCP update, we first have to calculate
the derivative of the concave part with respect to 6:

1

n

s.t.

_ % Z min(0, ys fo(xs)) (2 —

i=1

15)

8Jcav _ = 8Jcav af@ (xz) ) _
=0n41 Z zi=1"ap 7\ afg xz 89 (Zz Z)
- 6‘]CG/U a —
— Qpy2 Z ]Izl_() a: faa(e ) (Zz - Z)
(16)
‘We introduce the notation
a‘]CCLU 9 a‘]CQ’U 9
i = apy1lz,—1 afg(x(-)) an+2l2,—0 0f(x ( )) (17)

if yifo(r;) <0,2; =1
if  yifo(rs) <0,2; =0
otherwise.

Ap+1
= Ap+2
0
For simplifying the notation, we define two extra special ex-
amples z, 41, Ty+2 in an implicit manner:

ane) = Y Tpd)z—2) (8
i=1
1 n

Oania) = —— Tyzyd(w:)(zi—2), (19
=1

and we set Y, 11 = 1, Y2 = 1. Since fo(x;) = w-d(z;)+b

with 6 = (U}7 b)7 and %(:1) —

the J/,,,(0) - 6 as follows
(9)-0=

(¢(x4),1), we can calculate

Jéav Bn+1yn+1 [w . d)(xn-i-l) + b]
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“P(Tni2) + b]

where 3,11 = an11|Do| and B2 = any2|Dol, Do and
Dy as subsets of the training dataset D taking values z; =
0 and z; = 1 respectively. Then, define 3; = 0 for 1 <
1 < n, we calculate the derivatives with respect to the primal
variables, which yields

Bn+2yn+2 [w

oL n+2

RS R
oL =

% - _Zyz 7,

We can transform problem (14) into following convex inner
loop problem of CCCP:

n+2 n+2
Jmin, g Zlyzyg — B¢ Z a;
z J
n+2
s.t. Z yilow — Bi) = (20)

We solve the convex inner loop problem (20) iteratively un-
til the the prediction label y converges. The proof is com-
pleted. O

Remark 3. According to Theorem 2, we can directly extend
the virtual samples to other non-linear fairness constraints
as follows.

1. The FPR considers the fraction of misclassified samples
in cases where the ground truth label is negative. We can
set I = lyrygy—=—1 in (3)-(4) and transform the FPR
into two virtual samples {(x,+1,1), (xpt2,1)}

The FNR considers the fraction of misclassified samples
in cases where the ground truth label is positive. We can
set g = Lysysy=1 in (3)-(4) and transform the FNR into
two virtual samples {(2yn41,1), (Xny2, 1)}

The FOR considers the fraction of misclassified samples
in cases where the predicted label is negative. We can set
I, = Lyzys&g=—1, Yn+1 = 1 in (3)-(4) and transform the
FOR into two virtual samples {(zp41,1), (Tnt2,1)}
The FDR considers the fraction of misclassified samples
in cases where the predicted label is positive. We can set
I, = Tysysg=1 in (3)-(4) and transform the FDR into
two virtual samples {(xp41,1), (Tny2, 1)}

Satisfying Multiple Fairness Constraints
Simultaneously

In certain application scenarios, it might be desirable to sat-
isfy multiple fairness constraints simultaneously. Since the
different proportion of samples with positive labels among
groups with different sensitive attribute values, it is impossi-
ble to construct a classifier that satisfies the equal false dis-
covery rate and false omission rate criterion, or also satis-
fies the equal false positive and false negative rate criterion
(Chouldechova 2017; Kleinberg, Mullainathan, and Ragha-
van 2016). However, in practice, it may still be interesting
to explore the best, even if imperfect, extent of fairness a
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Figure 2: Average running time of fair classification algorithm for demographic parity criterion.
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Figure 3: Average running time of fair classification algorithm for false-positive rate criterion.

classifier can achieve. For example, suppose z; is the av-
erage value of sensitive attributes in positive samples and
zo is the mean of sensitive attributes in negative samples,
since z7 and 2o are unlikely to be equal in practical prob-
lems, we need the average value of sensitive attributes in
misclassified samples to be close to z; and z,. Thus, we can
set I, = Ijryey——1 and z = 23122 and construct two
virtual samples {(zp+1, 1), (Tnt2, 13} as defined in (3)-(4)
to satisfy FNR and FPR simultaneously. The classifier con-
structed in this way can meet FNR and FPR as much as pos-
sible.

Experiments
Experiment Setup

Design of Experiments: In this section, we conduct the ex-
periments on several synthetic and real-world datasets to
evaluate the effectiveness of our method in controlling fair-
ness. To show the advantage of our method in computational
efficiency, we compare the running time of our method with
other fair classification algorithms. To show that our method
can efficiently achieve comparable fairness compared to re-
lated fair algorithms, we compare the fairness of classifiers
under different fairness constraints. Specifically, the com-
pared algorithms are summarized as follows.

1. Zafar 2015 (Zafar et al. 2017b) and Zafar 2017 (Zafar
et al. 2017a): They quantify fairness using the covariance
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between the users’ sensitive attribute and the signed dis-
tance from the feature vectors to the decision boundary.

. Donini 2018 (Donini et al. 2018): They present an ap-
proach based on empirical risk minimization.

. Wu 2019 (Wu, Zhang, and Wu 2019): They propose a
constraint-free criterion under which the learned classi-
fier.

. Hardt 2016 (Hardt, Price, and Srebro 2016): They oper-
ate by post-processing the outcomes of an unfair classi-
fier.

. Ours: We transfer the fairness constraints to virtual sam-
ples, which makes the existing state-of-the-art classifica-
tion solvers be applicable to these cases.

Implementation: All of our experiments are conducted us-
ing SVM. We repeatedly split each dataset into a train
(75%) and test (25%) set. The regularization parameter C
in SVM is fixed at 10. The Gaussian kernel K(z1,xz2) =
exp(k|lz1 — z2|?) with 0.5 and Polynomial ker-
nel K(z1,z2) (r122 + 1)? is used in all the experi-
ments. For each dataset, we first calculate the fairness score
¢ = |30 (2 — 2)g(yi, x;) | of the model without fair-
ness constramts Then, we set the fairness constrain value
c= %c* for our proposed methods. The compared methods
are the same setting. The results are the average of 10 trials.
Datesets: Table 2 summarizes the datasets used in the ex-
periments. We use two synthetic datasets (i.e., SynthOpp
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Figure 4: Performance of different methods for demographic parity criterion (Gaussian kernel).
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Figure 5: Performance of different methods for false-positive rate criterion (Gaussian kernel).
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Figure 6: Performance of different methods for both FPR and FNR criterions (Gaussian kernel).

and SynthSame) whose details are provided in Appendix.
The sensitive attribute is listed in the column “Sensitive At-
tribute” of Table 2.

Dataset Size |Dimensionality | Sensitive Attribute
Adult 48,842 14 Gender
CelebA [202,599 40 Gender
Dutch 60,420 12 Gender
COMPAS | 7,214 53 Race
SynthOpp | 2,500 2 -
SynthSame| 2,500 2 -

Table 2: The datasets used in the experiment.

Results and Discussions

Figure 2 presents the average run time (in seconds) of com-
pared fair classification algorithms for DP criterion. Figure
3 presents the average run time (in seconds) of compared
fair classification algorithms for FPR criterion. The results
clearly demonstrate that our method is significantly faster
than other fair classification algorithms with various types
of fair constraints. This is because, our method transforms
fairness constraints to virtual samples, which can make the
existing fast classification solvers be applicable to the fair-
ness constrained classification problems.
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Figure 4 shows the performance of different methods
for demographic parity criterion. Figure 5 shows the per-
formance of different methods for false positive rate crite-
rion. The results show that our method and baseline algo-
rithms have the similar accuracies and fairness scores on fair
SVM. These results confirm the superiority of our method,
i.e., much faster than existing fair classification algorithms,
while retaining the similar accuracies and fairness scores as
discussed above.

Figure 6 shows the performance of different methods
for both false-positive rate and false-negative rate criteri-
ons. The results show that our method can effectively solve
fairness classification problems with multiple constraints by
constructing multiple virtual samples corresponding to fair-
ness constraints.

Conclusion

We propose a novel method for fair classification via trans-
ferring the fairness constraints to virtual samples, which
can make the existing state-of-the-art classification solvers
be applicable to the fairness constrained classification prob-
lems. We use SVM as an example of machine learning mod-
els, and show that our new idea is working on traditional
convex SVM. Empirically, we test our method on real-world
datasets and all results confirm its excellent performance.
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