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Abstract

With the proliferation of multi-modal data, safe and efficient
multi-modal hashing retrieval has become a pressing research
challenge, particularly due to concerns over data privacy
during centralized processing. To address this, we propose
Prototype-based Federated Multi-modal Hashing (PFMH),
an innovative framework that seamlessly integrates feder-
ated learning with multi-modal hashing techniques. PFMH
achieves fine-grained fusion of heterogeneous multi-modal
data, enhancing retrieval accuracy while ensuring data pri-
vacy through prototype-based communication, thereby re-
ducing communication costs and mitigating risks of data
leakage. Furthermore, using a prototype completion strategy,
PFMH tackles class imbalance and statistical heterogeneity
in multi-modal data, improving model generalization and per-
formance across diverse data distributions. Extensive experi-
ments demonstrate the efficiency and effectiveness of PFMH
within the federated learning framework, enabling distributed
training for secure and precise multi-modal retrieval in real-
world scenarios.

Code — https://github.com/vindahi/PMFH

Introduction

The geometric increase in multi-modal data has drawn con-
siderable attention to multi-modal hashing in the field of
information retrieval, owing to its advantages of efficient
querying and low-cost storage (Wang et al. 2023b; He et al.
2023; Wang et al. 2023a; Shi et al. 2023). As shown in Fig-
ure 1, previous methods have primarily focused on central-
ized training scenarios, where data from various sources is
aggregated for model training and optimization. While these
methods have shown encouraging performance, they also
raise prominent concerns regarding data security and pri-
vacy protection. Consequently, achieving efficient and ac-
curate multi-modal retrieval while ensuring data privacy has

*Corresponding author.
Copyright © 2025, Association for the Advancement of Artificial
Intelligence (www.aaai.org). All rights reserved.

23108

Centralized Multi-modal Hashing | Federated Multi-modal Hashing

o, ! D

Client 1 Client2 Client 3 Client 1 Client2 Client3

.

Leakage (W) + 96"
Client-side multi-modal model

Aggregated data p J\ l‘: 1 / J

8- multi-modal Privacy
=)

model Protected
Figure 1: Centralized vs Federated multi-modal hashing.

become critical in this field (Wang et al. 2017; Li et al. 2023;
Zhu et al. 2024; Cohen et al. 2023; Cui et al. 2024).

Fortunately, federated learning (McMahan et al. 2017; Li
et al. 2020; Li, He, and Song 2021; Tan et al. 2022c; Li
et al. 2023) presents a compelling solution to tackle this
pressing challenge. Its core advantage lies in enabling effec-
tive model collaboration across multiple participants, with-
out the need for directly transmitting users’ private data. By
training models on local devices, federated learning can sig-
nificantly reduce the risk of data leakage, safeguard the se-
curity of local client data, and thus provide a theoretical and
practical bridge for secure multi-modal retrieval.

However, it still faces a series of urgent issues and chal-
lenges in real-world applications. 1) Although federated
learning aims to ensure data security through parameter
sharing rather than directly exchanging raw data, the pro-
tection of parameter transmission remains a significant chal-
lenge. Attackers still can intercept multi-modal information
or even infer original data from model parameters through
reverse engineering, posing a serious threat to the security
of the federated learning process. Ensuring that information
during the parameter transmission process is not illegally ac-
cessed has become a critical issue that needs urgent resolu-
tion. 2) The characteristics of class imbalance and statistical
heterogeneity in multi-modal data pose a major challenge
for federated learning. In real-world scenarios, data often ex-
hibits an imbalanced distribution where certain classes have
far more samples than others. This can lead to model train-
ing that is biased towards classes with larger sample sizes,
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Figure 2: Overview of our proposed federated multi-modal hashing framework. Specifically, it operates efficiently within a
distributed data environment, accommodating data distributed across multiple clients.

compromising the model’s ability to handle diverse classes
and resulting in an overall performance imbalance. Further-
more, varying data distributions across clients indicate that
models trained on a limited number of clients may strug-
gle to adapt to the data characteristics of all clients, sig-
nificantly reducing model generalization and retrieval effec-
tiveness. 3) Traditional multi-modal hashing methods often
employ insufficiently robust data fusion strategies, such as
cascade fusion or direct summation. While these methods
have achieved some level of information integration, they
may lead to crude and inadequate information fusion. This
is primarily due to their failure to adequately consider the
unique characteristics and inherent relationships of multi-
modal data. Therefore, there is an urgent need to delve
deeper into the potential value of multi-modal data fusion, as
it holds the key to unlocking significant advancements and
breakthroughs specifically in multi-modal hashing retrieval.

Motivated by the above analyses, we propose a Prototype-
based Federated Multi-modal Hashing (PFMH) model for
multi-modal retrieval by seamlessly integrating federated
learning with multi-modal hashing techniques. Specifically,
our method offers significant advantages and innovations in
achieving the dual goals of privacy security and efficient re-
trieval, with specific contributions as follows:

* We propose a federated multi-modal hashing model that
adeptly addresses privacy concerns inherent in existing
centralized multi-modal data processing. Notably, it is
the first work to specifically consider and address secu-
rity and privacy issues in multi-modal retrieval.

Technically, PFMH innovatively integrates fine-grained
multi-modal data and harnesses representative prototypes
as the medium for information exchange, adopting a dual
global and local perspective. It not only reduces commu-
nication costs and mitigates data leakage risks but also
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addresses the common and challenging issue of data dis-
tribution imbalance in federated environments.

Comprehensive experimental results, conducted in both
distributed and centralized environments, demonstrate
our model’s robustness and effectiveness, while ensuring
data privacy, highlighting its practical value in real-world
applications requiring both efficiency and security.

Related Work

Federated Learning. Federated learning (McMahan et al.
2017; Arevalo et al. 2024) allows collaborative training
across multiple clients without sharing raw data, prioritiz-
ing user privacy and data security. It can be broadly classi-
fied into two categories based on encryption mechanisms:
direct and indirect encryption. Direct encryption methods
(Xu et al. 2021; Zuo et al. 2024) rely on cryptographic
keys, but they become vulnerable and costly as key lengths
increase. Indirect encryption methods, typically including
cryptography-based and prototype-based methods, facilitate
data processing without direct access to raw data, albeit with
high communication requirements. Specifically, prototype-
based methods address the challenges in federated learning
by aggregating and transmitting the essential knowledge en-
capsulated within client models. It is attractive due to the
compact representation of prototypes, which significantly
reduces communication overhead. Representative works in-
clude FedProto (Tan et al. 2022b), FedProc (Mu et al. 2023),
PT-FUCH (Li et al. 2023), and FedTGP (Zhang et al. 2024).

Multi-modal Hashing. Multi-modal hashing involves
mapping high-dimensional multi-modal data into compact
hash codes, enabling efficient retrieval and reducing storage
costs. Traditional methods (Lu et al. 2019c,a; Liu, Zhang,
and Huang 2020; Lu et al. 2019b), which are trained in a



centralized environment, can be categorized as unsupervised
(Liu, Yu, and Shao 2015; Shen et al. 2015, 2018; Lu et al.
2024) or supervised (Zheng et al. 2019; Zhu et al. 2020)
based on whether they utilize label information. Unsuper-
vised methods discover meaningful representations and sim-
ilarities across modalities, suitable for scenarios with lim-
ited labeled data. Supervised methods rely on accurate la-
bels to guide learning, enabling the model to learn more
discriminative hash codes for better class distinction. With
the continuous advancement and reinforcement of deep net-
work models, deep multi-modal hashing models (Tan et al.
2022a, 2023; Shen et al. 2023; Tu et al. 2024), leveraging
deep learning for feature extraction, effective fusion, and
mapping into hash codes, have gradually gained more at-
tention. Deep models are highly sensitive to the quality of
training data and may encounter privacy and security chal-
lenges when dealing with sensitive information.

Some multimedia retrieval works have incorporated fed-
erated learning to address data privacy concerns, but these
methods primarily focus on cross-modal retrieval (Liu et al.
2023; Li et al. 2023; Zuo et al. 2024), i.e., using query data
from one modality to retrieve data from another modality.
In contrast, multi-modal retrieval is more flexible and com-
prehensive, as it can leverage the complementarity among
multiple modalities to learn useful information from limited
data. This advantage is particularly pronounced in scenarios
involving privacy-sensitive data.

Methodology

Our primary objective is to perform multi-modal retrieval in
a distributed setting, eliminating reliance on traditional cen-
tralized data storage systems. To achieve this, we consider
a federated learning scenario that consists of one central
server and M local clients. In this setup, the central server
acts as a coordinator, responsible for aggregating and opti-
mizing the global model by collecting and integrating local
model knowledge from each client. Meanwhile, each client
is tasked with executing local multi-modal hashing retrieval
tasks and independently possesses a unique multi-modal pri-
vate dataset O; = {(x;, ¥ij, lij)g'zl}, where 2;; and y;; are
the image and text of the j-th sample, and [;; is its true label.

Proposed Framework

As shown in Figure 2, the training procedure of our pro-
posed model encompasses an iterative training framework
executed across the server and clients, consisting of the fol-
lowing three key components:

* Step 1: Client-centric Personalized Proto-Learning:
Each client independently integrates multi-modal data,
learns the client-specific prototype captures fine-grained se-
mantic nuances, and leverages the prototype as a mediator
for semantic transmission with the server.

* Step 2: Server-directed Aggregation and Enhancement:
The server aggregates all client-centric personalized proto-
types and further enhances these prototypes with rich global
knowledge, fostering a holistic understanding and enriching
the semantic representations.
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* Step 3: Comprehensive Proto-based Hash Optimization:
Each client receives both the centralized prototype and the
enhanced client prototype from the server, deepening the un-
derstanding of the prototype semantics and enabling robust
local hash learning.

Client-centric Personalized Proto-Learning

Since each modality exhibits unique characteristics, we ini-
tially capture distinct features from each modality using a
tailored feature extraction network. Subsequently, these ex-
tracted features are mapped to a unified k-dimensional latent
space, which can be mathematically expressed as:

f. = FeaExtractor,(x;01.) € R**™i s c {z,y}, (1)

where m; represents the number of samples in the multi-
modal dataset O; of the i-th client, and 61, represents the
training parameters specific to the feature extraction network
for either the image (x) or text (y) modality.

Following this, to further enhance the representation of
the extracted multi-modal features, we learn a feature refine-
ment matrix C, for each modality, designed to adaptively
remove redundant and noisy information while emphasizing
more critical features. Formally, the refinement matrix is:

C. = FeaRefiner(f,;02.) € R*™>™i s c {2y}, (2)

where 6o, denotes the training parameters specific to each
modality. The significance of C, lies in its ability to dynam-
ically enable the model to focus on the most discriminative
features for each modality. Taking advantage of this fact, we

then obtain more fine-grained features f; by applying C.,
through dot product operation:

fio=7F.0C. R s (x4} 3)

Based on that, to intelligently integrate complementary
information from different modalities, we integrate the re-
fined multi-modal features to obtain the feature fusion ma-
trix H, which is formulated as follows:

H= Integrate(f;, & ,f;/; 03+ ), €]

where & is the concatenation operation, and 3, is the train-
ing parameters. This fusion process is crucial for synthesiz-
ing disparate yet complementary data from various sources.

To securely and effectively facilitate communication and
knowledge exchange among clients in federated learning,
we calculate the client-centric personalized prototypes P; =
{P},P?, ..., P/} for each client i, which serve as vital in-
formatlon carriers for interaction between the server and
clients. Specifically, each prototype P? represents the class
prototype, that is, the mean of the features of samples be-
longing to the j-th class. After calculating each prototype,
we normalize it to have a unit norm so that the learned pro-
totypes maintain a consistent scale, allowing for easy com-
parison and combination across client and server. Formally,
this process uses the following formula:

i Hil (li; = 1)
ity Ll =1) 7

J

1Pl

P/ = then PJ « (5)
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Figure 3: Server-directed aggregation and enhancement.

where m; is the number of samples on the i-th client, and 1
is an indicator function used to determine whether a sample
belongs to the j-th class based on its label ;;. In this process,
it is worth emphasizing that by utilizing class prototypes as
representative embeddings, we can more accurately capture
the unique data attributes from different clients, thereby fa-
cilitating the realization of personalized learning.

Server-directed Aggregation and Enhancement

In the preceding learning process, each client computes the
personalized prototype that effectively captures the essential
features of its local dataset. Subsequently, as illustrated in
Figure 3, the central server orchestrates the aggregation of
these prototype sets from all clients, enabling the consoli-
dation of knowledge and facilitating the sharing of sample
feature information across the entire network.

To achieve the aforementioned objectives, for each cate-
gory j, we compute the centralized prototype P7 by:

_ Mipiq (1, = _ pi
P/ = 2 MPi]l (75 1), then P7 «+ —P ,
Zi 71 (l” == 1) ||PJ||2

where P/ represents the centralized prototype for the j-
th category that incorporates knowledge from all clients.
The set M denotes the clients that contain samples from
the j-th category. The indicator function 1 (/;; =1) en-
sures that only clients with samples from the j-th class
contribute to the computation of the centralized prototype
for that class. The final set of centralized prototypes, P =
{P!,P?, ..., P7}, encapsulates consolidated knowledge and
serves as a valuable resource for sharing sample feature in-
formation across the entire network.

Importantly, an often overlooked fact is that in reality,
the categories in each client are not balanced, that is, some
clients may be missing certain categories. This imbalance
poses a significant disadvantage as it can lead to biased
models that perform poorly on categories that are under-
represented or completely missing in the local data of some
clients. Such models may struggle to generalize well to new,
unseen data, especially if it belongs to categories that were
scarce or absent during training. Additionally, this imbal-
ance can hinder the effectiveness of collaborative learning
scenarios, where clients are expected to contribute knowl-
edge about all categories to improve the global model.

This observation inspires us to propose a simple yet ef-
fective prototype enhancement strategy. As depicted in Fig-

(6)

ure 3, the server undertakes a systematic comparison be-
tween the learned centralized prototypes and the client-
specific personalized prototypes. Through this comparison,
the server identifies any missing category prototypes and
fills them in using the following formula:

; P/, ieM,
PJ_ 77 J
i {Ij, Z%M] )

This process ensures that each client’s prototype set is ex-
panded to include prototype information for all categories. It
not only balances the distribution of categories but also en-
hances the model’s learning and generalization capabilities
across all global categories. More specifically, the advantage
of using the centralized prototype is that it provides a higher
level of semantic expression and knowledge-sharing within
the federated learning system. Furthermore, leveraging the
centralized prototypes to augment client-specific prototypes
enables the model to comprehend the global data diversity
and complexity, ultimately enhancing its generalization abil-
ity and performance across various data distributions.

Comprehensive Proto-based Hash Optimization

Upon receiving the globally aggregated prototypes and the
refined client-specific prototypes from the server, our im-
mediate task is to empower clients with the ability to lever-
age both the shared global knowledge across clients and the
unique characteristics inherent in each client’s data. This,
in turn, will ultimately enable effective multi-modal hash
learning on the client side. With this idea, we design a
HashEncoder that incorporates three key loss functions: the
global contrastive loss (Lgi0ba1), the local contrastive loss
(Liocqr) and the hash optimization loss (Lpqsp). These loss
functions work together to generate hash codes B; from the
fused multi-modal features H. The process is:

B, = HashEncoder(H; 0,..), (8)

where 6y, is the parameter.
Specifically, the global contrastive loss is designed to pro-
mote the alignment of features with the global centers, en-

suring that the learned representations are consistent with
the overall data distribution. Formally, it is expressed as:

Pl exp (H-P¢/7)

= log
global Z Z]?éc exp (H P]/T)

©))

where 7 is the temperature parameter controlling the sharp-
ness of the softmax function, and the dot product measures
the similarity between the features and the global centers.
The local contrastive loss facilitates the alignment of fea-
tures with each client’s local prototypes, ensuring that the
unique characteristics of each client’s data are preserved:

Elocal Z Z eXp H PZ/T)

(z, y)GO Z'L;ﬁ] exXp (H P%/T)

where O; is the multi-modal dataset of the i-th client.

To enhance the hash codes’ quality and discriminative
power, we design the hash optimization loss L, to in-
tegrate similarity matching and information preservation.

, (10)
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Algorithm 1: Prototype-based Federated Multi-modal Hashing

Input: Training set O; = {(xi;,yi5,li;)7~, } for each client
1, communication rounds 7', client numbers M, local epoch
E, hyper-parameters «, [3.

Output: Multi-modal retrieval modal for each client.

1: Initialize Local Prototypes P; for each client 7
2: for Round ¢t =0,1,2,...,7 —1do
3: Client-centric Personalized Proto-Learning:
4: for eachclienti =1,2,..., M do
5: P; « UpdateClient(i, P;)
6: end for
7 Server-directed Aggregation and Enhancement:
8: P « Aggregate(P1,Ps, ..., Pyy)
9: for eachclienti =1,2,..., M do
10: P, + Enhance(P;, P)
11: end for
12: Comprehensive Proto-based Hash Optimization:
13: Client receive P; and P from the server
14: for eachepochk =1,2,..., E do
15: for each batch in batches do -
16: Compute overall loss £ using P; and P
17: Update model parameters to minimize £
18: end for
19: P, <+ AggregateLocal(current batch)
20: end for
21: end for

Similarity matching encourages the hash codes to preserve
the semantic similarity between input samples, while infor-
mation preservation ensures that the hash codes capture the
essential information from the input features.

Lhash = allcos(b;, bj) —sijll3+ BIIBi —bgll5 , (11)

Similarity Matching

Information Preservation

where o and 3 are hyper-parameters. s;; is the similarity
affinity distances between different samples, which guides
the similarity matching process. Specifically, b; denotes the
relaxed hash representation, obtained from the semantic fea-
tures H via a hashing layer. This relaxed hash representation
allows for a smooth and gradual optimization process. No-
tably, B;, the strictly binary hash codes, are obtained from
b; through the sign function: B; = sign(b;) € {—1, 1}

Finally, by jointly considering the losses presented in Egs.
(9), (10), and (11), we can subsequently obtain the final loss
function as follows:

min £ = ‘Cglobal + Elocal + Ehash- (12)

Main algorithm flow is outlined in Algorithm 1 for clarity.

Out of Sample Extension

After several rounds of iterative optimization across client
and server, each multi-modal retrieval model on individual
clients has been meticulously trained, yielding optimal net-
work parameters. Given a target query sample (Xg4, y4), the
trained model on each client can generate the correspond-
ing binary hash codes (B,). This process can be succinctly
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summarized as:

Xq, quFeaExtractor(xq »Yq)—FeaRefiner(f ,, f,)

output ( 1 3)

— Integrate(f;, _fly) — HashEncoder(H) —— By

Experiments
Experimental Setups

Dataset. We perform experiments on three datasets.
Wikipedia (Rasiwasia et al. 2010) comprises 2,866 image-
text pairs from the top 10 categories, split into 2,173 for
training and 693 for querying. Given its limited size, the
retrieval set is the same as the training set. MIR-Flickr
(Huiskes and Lew 2008) includes 20,015 image-text pairs
from 24 categories, with 2,243 unique samples for querying,
17,772 for retrieval, and 5,000 randomly chosen for training.
NUS-WIDE (Chua et al. 2009) has 195,834 instances from
the top 21 categories, with 2,085 for querying, 193,749 for
retrieval, and 21,000 randomly selected for training.

Evaluation Metric. We use Mean Average Precision
(MAP) and Top-K precision curve to evaluate retrieval per-
formance. MAP serves as a comprehensive metric, assessing
overall retrieval effectiveness through the weighted averag-
ing of precision and recall rates. Top-K precision curve mea-
sures the accuracy of the top search results, emphasizing the
system’s practical ability to present relevant items in the re-
trieval process.

Baselines. There is no existing work on federated multi-
modal hashing. To validate our proposed federated multi-
modal hashing model, we compare it with three advanced
federated learning methods: FedAvg (McMahan et al. 2017),
FedProto (Tan et al. 2022b), and PT-FUCH (Li et al. 2023).
We utilize these three federated learning frameworks as the
core to independently train our proposed multi-modal hash-
ing model on each client with private data, while ensuring
that the multi-modal hashing model architecture on each
client remains unchanged. This allows us to compare the
performance of our proposed model when trained with dif-
ferent federated learning frameworks. Furthermore, to pro-
vide a comprehensive evaluation, we select two advanced
multi-modal hashing methods, BSTH (Tan et al. 2022a) and
GCIMH (Shen et al. 2023), for comparison, to demonstrate
the effectiveness and competitiveness of our model, particu-
larly highlighting its advantages in retrieval performance.

Implementation Details. In our model, the FeaExtractor
network extracts and maps features from various modali-
ties into a common 512-dimensional space, consisting of an
input layer, hidden layers, and an output layer for feature
transformation and integration. Specifically, we use Dropout
layers to enhance generalization. Additionally, the modality-
specific FeaRefiner network employs a sequence of linear
layers with nonlinear activations to learn optimal feature fu-
sion weights. To simulate a federated learning environment,
we use 10 clients and create a non-IID data scenario using
the Dirichlet distribution. We conduct 15 communication
rounds for three datasets, optimizing with Adam (learning
rate 1le~°, weight decay 1e~%). The hyper-parameters are



Methods ' Wikipedia' ' . MIR-FIich . ' NUS-WIDE '
16 bits | 32 bits | 64 bits | 128 bits | 16 bits | 32 bits | 64 bits | 128 bits | 16 bits | 32 bits | 64 bits | 128 bits
BSTH 0.6302 | 0.6719 | 0.6813 | 0.6847 | 0.8145 | 0.8340 | 0.8482 | 0.8571 | 0.6321 | 0.6578 | 0.6696 | 0.6783
GCIMH 0.6280 | 0.6317 | 0.6552 | 0.6693 | 0.8332 | 0.8358 | 0.8508 | 0.8529 | 0.6768 | 0.6842 | 0.6955 | 0.7012
CentralizedOur | 0.6750 | 0.6862 | 0.6947 | 0.7083 | 0.8421 | 0.8553 | 0.8662 | 0.8711 | 0.7222 | 0.7478 | 0.7649 | 0.7777
FedAvg 0.7059 | 0.7555 | 0.7750 | 0.7971 | 0.8450 | 0.8552 | 0.8649 | 0.8789 | 0.6517 | 0.6528 | 0.6775 | 0.7009
FedProto 0.7150 | 0.7651 | 0.7952 | 0.8105 | 0.8467 | 0.8538 | 0.8658 | 0.8776 | 0.6513 | 0.6574 | 0.6831 | 0.7008
PT-FUCH 0.7232 | 0.7666 | 0.7956 | 0.8112 | 0.8486 | 0.8591 | 0.8690 | 0.8795 | 0.6515 | 0.6622 | 0.6867 | 0.7058
Ours 0.7435 | 0.7687 | 0.7998 | 0.8126 | 0.8640 | 0.8669 | 0.8778 | 0.8819 | 0.7426 | 0.7663 | 0.7903 | 0.8091

Table 1: MAP results on Wikipedia, MIR-Flickr and NUS-WIDE. The best result in each column is marked in bold.
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setto @ = le~2 and B = le~3. We use a batch size of 64
and set the temperature parameter 7 to 0.07.

Federated Performance Comparison

We first compare PFMH against advanced federated learn-
ing methods in the federated environment. The experimen-
tal results, as shown in Table 1, indicate that PFMH outper-
forms these advanced federated learning methods, achiev-
ing commendable retrieval accuracy improvements on three
datasets. Meanwhile, Figure 4 visually represents the Top-K
retrieval performance of PFMH and baseline methods. No-
tably, Top-K precision curves of PFMH consistently outper-
form the baselines, indicating high retrieval accuracy even
for larger K. Behind this excellent performance lie our uti-
lization of prototypes for information exchange and two key
innovative factors: 1) Our prototype learning strategy deeply
mines and fuses rich semantic information to create a highly
recognizable and comprehensive prototype, enhancing the
model’s delicate and thorough analysis in multi-modal infor-
mation retrieval. 2) Our prototype enhancement strategy ef-
fectively strengthens the model’s semantic information dur-
ing training, reinforces the prototype-category connection,
and fills semantic gaps, ensuring accuracy and generaliza-
tion in complex multi-modal data processing.

Centralized Performance Comparison

In this section, we introduce an additional experimental
setup for centralized training as a supplementary measure.
This setup simulates the traditional multi-modal hashing
method environment where all data is centralized and pre-
aggregated for model training. Specifically, we formulate a
CentralizedOur variant for comparison with existing multi-
modal hashing methods. Notably, this variant involves ag-
gregating multi-modal data and inputting it into a model
with the same architecture as the client models in this pa-
per, followed by training to ensure a fair evaluation. The
results in Table 1 demonstrate that CentralizedOur outper-
forms state-of-the-art methods, underscoring the strength of
our model architecture in effectively leveraging multi-modal
data in a non-federated manner. However, it is important
to highlight that while CentralizedOur exhibits certain ad-
vantages, our federated multi-modal hashing model, PFMH,
even surpasses it in overall performance. This may be at-
tributed to the fact that data from different clients often ex-
hibit unique characteristics and biases, and a model trained
in a federated manner is inherently more likely to generalize
well to unseen query data due to its exposure to this diver-
sity. Moreover, by training on distributed data without ag-
gregating it centrally, PFMH may be less prone to overfitting
the specific data distribution of any single aggregated set.

Ablation Experiments

To comprehensively assess the impact of individual mod-
ules, we design four variants: Ours-w/o-P (removing lo-
cal/global prototype contrast), Ours-w/o-PE (removing pro-
totype enhancement), Ours-w/o-L; (excluding similarity
matching), and Ours-w/0-L; (excluding information preser-
vation). Results are shown in Table 2. The experimental re-
sults of variants Ours-w/o-P and Ours-w/o-PE indicate that
both local and global prototypes significantly impact our
model. The performance drop observed when the global en-
hancement module is removed highlights its crucial role in
the model. Additionally, the results of variants Ours-w/o-L
and Ours-w/o-£; demonstrate the importance of similarity
matching and information preservation in achieving optimal
results in the local multi-modal hash learning process.

Visualization

To visualize and analyze binary hash codes, we apply t-SNE
to the single-label Wikipedia dataset. This mapping helps
show data structure, keeping similar points close. We com-
pare our model’s t-SNE results with BSTH and GCIMH
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Methods _ Wikipedia MIR-Flickr. NUS-WIDE _
16 bits | 32 bits | 64 bits | 128 bits | 16 bits | 32 bits | 64 bits | 128 bits | 16 bits | 32 bits | 64 bits | 128 bits
Ours-w/o-P | 0.7332 | 0.7571 | 0.7783 | 0.7906 | 0.8571 | 0.8611 | 0.8734 | 0.8796 | 0.7324 | 0.7517 | 0.7821 | 0.7949
Ours-w/o-PE | 0.7406 | 0.7655 | 0.7984 | 0.8103 | 0.8621 | 0.8625 | 0.8754 | 0.8791 | 0.7411 | 0.7649 | 0.7887 | 0.8052
Ours-w/o-Ls | 0.7312 | 0.7434 | 0.7749 | 0.7866 | 0.8479 | 0.8538 | 0.8616 | 0.8789 | 0.7266 | 0.7465 | 0.7794 | 0.7850
Ours-w/o-£; | 0.7413 | 0.7526 | 0.7800 | 0.8017 | 0.8612 | 0.8635 | 0.8726 | 0.8799 | 0.7401 | 0.7579 | 0.7897 | 0.7963
Ours 0.7435 | 0.7687 | 0.7998 | 0.8126 | 0.8640 | 0.8669 | 0.8778 | 0.8819 | 0.7426 | 0.7663 | 0.7903 | 0.8091

Table 2: Ablation study results on Wikipedia, MIR-Flickr and NUS-WIDE. The best result in each column is marked in bold.
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Figure 5: t-SNE visualization with 64-bit hash code length.

in a centralized environment. The results shown in Figures
5 (a-c,g) demonstrate that, in a centralized environment,
our model achieves precise aggregation of data from differ-
ent categories, forming more compact and distinct category
clusters compared to the original data and existing meth-
ods. Furthermore, we also compare the t-SNE results of our
model with those generated by three federated learning base-
lines in a federated environment, as illustrated in Figures
5 (d-f,h). To ensure fairness, we select a fixed client from
all clients under the IID data scenario as the experimental
subject. The results indicate that our method demonstrates
significant technical advantages in achieving precision and
clarity of category clusters.

Communication Rounds and Convergence Analysis

To investigate our model’s convergence, particularly the re-
lationship between performance and communication effi-
ciency, we conduct comprehensive communication round
and convergence analysis experiments on three datasets.
The experimental results in Figure 6 demonstrate a signif-
icant improvement in model performance as the number of
communication rounds increases, ultimately achieving con-
vergence. From the perspective of client-server interaction
within the federated learning framework, our model can ef-
fectively converge and achieve optimal performance even
with a limited number of communication rounds.
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Figure 6: Communication rounds results.
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Figure 7: Parameter sensitivity results.
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Parameter Sensitivity Analysis

To investigate the impact of hyper-parameters on our model
performance, we conduct a comprehensive parameter sensi-
tivity analysis across three datasets, with a focus on the 64-
bit hash code length. As shown in Figure 7, our findings un-
equivocally reveal that even slight adjustments to the hyper-
parameters « and [ can result in substantial variations in
experimental outcomes within a specific range. This obser-
vation not only underscores the crucial role of parameter ad-
justment in optimizing model performance but also demon-
strates the notable sensitivity and adaptability of PFMH to
variations in hyper-parameters.

Conclusion

Existing multi-modal hashing methods exhibit notable de-
ficiencies in addressing both the effectiveness and secu-
rity of multi-modal retrieval, motivating our proposal of an
innovative Prototype-based Federated Multi-modal Hash-
ing (PFMH) model. This multi-modal hashing model seam-
lessly combines federated learning, aiming to facilitate se-
cure and efficient multi-modal data retrieval in distributed
environments. By leveraging prototypes as the primary con-
duit for information exchange, PFMH effectively addresses
data privacy concerns, as well as the intricacies of class im-
balance and statistical heterogeneity inherent in multi-modal
datasets. Our extensive experiments have convincingly vali-
dated the practicality and robustness of PFMH, particularly
its superior performance in retrieval accuracy, communica-
tion efficiency, and privacy preservation.
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