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Abstract

The concept of function and affordance is a critical aspect
of 3D scene understanding and supports task-oriented objec-
tives. In this work, we develop a model that learns to structure
and vary functional affordance across a 3D hierarchical scene
graph representing the spatial organization of a scene. The
varying functional affordance is designed to integrate with
the varying spatial context of the graph. More specifically, we
develop an algorithm that learns to construct a 3D hierarchi-
cal scene graph (3DHSG) that captures the spatial organiza-
tion of the scene. Starting from segmented object point clouds
and object semantic labels, we develop a 3DHSG with a top
node that identifies the room label, child nodes that define
local spatial regions inside the room with region-specific af-
fordances, and grand-child nodes indicating object locations
and object-specific affordances. To support this work, we cre-
ate a custom 3DHSG dataset that provides ground truth data
for local spatial regions with region-specific affordances and
also object-specific affordances for each object. We employ a
Transformer Based Hierarchical Scene Understanding model
(TB-HSU) to learn the 3DHSG. We use a multi-task learn-
ing framework that learns both room classification and learns
to define spatial regions within the room with region-specific
affordances. Our work improves on the performance of state-
of-the-art baseline models and shows one approach for apply-
ing transformer models to 3D scene understanding and the
generation of 3DHSGs that capture the spatial organization
of a room. The code and dataset are publicly available.

Code, Dataset — Github.com/WentingXu303/TB-HSU

Introduction

Understanding visual scenes is fundamental to machine per-
ception, requiring not only accurate object representation,
but also consideration of how these objects might be ar-
ranged in their functional zones. In this work, we take a
navigational and task-oriented perspective to scene under-
standing to assist robots in deciding which areas to explore
to complete a task. In this light, functional considerations
require appropriate representation and consideration of the
potential usage of objects within the scene, often referred
to as object affordances. The annotation of affordances can

Copyright © 2025, Association for the Advancement of Artificial
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“"RoomID":8,
"ScanlD":"0ad2d...52¢1",
"contents":[0,1,2,3,4,5,6,7]
“"roomtype":"livingroom"
/"RegionID":0,
| "contents":[12,13,41,...]
"obj_aff": "to rest"
"RegionID":1,
"contents":[4,5,6,8,...]
"obj_aff": "kitchenette"
"Region|D":4,
"contents":[9,23,24]
"obj_aff": "for decoration"
| "RegionID":5,
\ "contents":[10,11,35,...]
"obj_aff": "for dining"
"ObjectID":10, "label": "table",
F | "obj_aff": "placing items on",
"showin":["livingroom",...],
"attributes": {
, "material":["wooden"],...},
- | "segments":[9248, 63066, ...]

Rooms

Region(1)
Regions

Figure 1: Overview: The affordances of objects vary de-
pending on the granularity of the context. We propose a
multi-task method, Transformer Based Hierarchical Scene
Understanding (TB-HSU), employing a transformer-based
model for 3D scene understanding to classify the room and
identify the region, forming a 3D Hierarchical Scene Graph
(3DHSG) with three layers: Objects, Regions, and Rooms.

be labor-intensive and thus many 3D scene datasets (Chang
et al. 2017; Dai et al. 2017; Straub et al. 2019) lack affor-
dance annotations for objects, with only a few, such as AI2-
THOR (Kolve et al. 2017), 3DSSG (Wald et al. 2020) and
3D AffordanceNet (Deng et al. 2021) providing affordance
annotations. In AI2-THOR (Kolve et al. 2017), a fixed affor-
dance list with actionable attributes is assigned to each ob-
ject class, such as “ArmChair - Receptacle, Moveable” and
“Book - Openable, Pickupable”. The 3DSSG (Wald et al.
2020) dataset similarly defines fixed affordance annotations
with actionable attributes for each object class, with exam-
ples such as “Armchair - Lying on, Sleeping, Moving” and
“Book - Reading, Storing in, Storing on.” Additionally, 3D
AffordanceNet (Deng et al. 2021) takes a different approach
and annotates specific parts of the object with affordance
labels. For example, for a mug, different vertices are associ-



ated with affordances such as “pour, wrap, contain”. How-
ever, all current datasets with affordance annotations provide
either a fixed affordance list or vary the affordance based
on the particular physical contact points without consider-
ing how affordances change depending on context.

In this work, we assume that the affordances of objects
should vary depending on the spatial context, i.e., the pre-
cision and extent of the surroundings and location. For ex-
ample, chairs placed beside a table and the table situated
next to a kitchen stove primarily serve the purpose of dining.
“Narrowing down” or “zooming in” on the region around the
chairs and table would indicate the chair serves as a place for
sitting, and the table serves as a surface for placing items.
Similarly, chairs around a sofa facing a TV are primarily
used for resting, but when we “zoom in” to the region around
the chairs and sofa, the chair and the sofa both serve the pur-
pose of sitting. Continuing in this fashion, a bed with a pil-
low within a room primarily serves the purpose of sleeping,
while narrowing down on the bed and pillow indicates that
the pillow serves the purpose of propping the head or body,
while the bed serves the purpose of lying on. A pillow on
an armchair serves the purpose of resting; “zooming in” on
the pillow indicates the purpose of propping, while the arm-
chair indicates the purpose of sitting. While the changes in
affordances are transparent and obvious to human observers,
these transitions in the affordance of objects have not really
been addressed in existing 3D scene datasets.

Contributions

Firstly, we introduce the 3D Hierarchical Scene Graph
(B3DHSG) dataset that extends the 3DSSG dataset (Wald
et al. 2020), which itself extends the 3RScan dataset (Wald
et al. 2019). 3DHSG captures the spatial organization for a
3D scene in a three-layered graph, where nodes represent
objects, regions within rooms, and rooms. Object nodes in-
clude context-specific affordances, while region nodes clus-
ter objects with the same region-specific affordances, and
room nodes contain the type of room.

Secondly, we develop a Transformer Based Hierarchical
Scene Understanding (TB-HSU) model, which automati-
cally constructs the 3DHSG for a room using instance-
segmented point cloud data and object semantic labels
within a multi-task learning framework. The TB-HSU model
generates a hierarchical 3D scene graph that captures the
spatial organization of a room.

Thirdly, we validate our proposed TB-HSU method on
both our custom 3DHSG dataset and two public bench-
marks and demonstrate our promising performance over
multiple baseline models consistently. We also showcase
how 3DHSG contributes to improving GPT-40’s capacity in
question answering, e.g. finding an object not in the scene.

Related Work
3D Scene Graphs

Current work often wuses hierarchical 3D Scene
Graphs (Hughes, Chang, and Carlone 2022; Hughes
et al. 2024; Rosinol et al. 2021, 2020; Kim et al. 2020; Wald
et al. 2020; Wu et al. 2021) to represent information such
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as object relationships within 3D scenes. A 3D scene graph
is a layered graph where nodes represent spatial concepts
at multiple levels of abstraction (from objects to regions
and rooms, etc.), and edges represent relationships between
these concepts (e.g., Figure 1). Armeni et al. (Armeni et al.
2019) pioneered the use of 3D scene graphs in comprehen-
sive semantic scene understanding and proposed the first
algorithms to construct a graph that includes the semantics
of objects, rooms, and cameras for each layer. The Hydra
model (Hughes, Chang, and Carlone 2022; Hughes et al.
2024) and SceneGraphFusion model (Wu et al. 2021)
introduced a 3D hierarchical scene graph for indoor envi-
ronments from sensor data. The SceneGraphFusion model
incrementally builds a semantic scene graph simultaneously
while performing 3D mapping. The Hydra model incremen-
tally builds a 3D hierarchical scene graph in real-time that
captures the spatial organization of a scene, e.g., it creates a
graph with layers such as buildings, rooms, places, objects
and agents, and a semantic 3D mesh. Object segmentation,
identification, and relationships are a significant focus for
many 3D scene graph models. The affordance of objects is
often considered a node attribute in these 3D scene graphs.
For example, in (Wald et al. 2020), 3D semantic scene
graphs are created where nodes contain a hierarchy of
object classes and also object affordances. In this work, we
focus on affordances and consider affordance as a concept
that varies with spatial organization and that can assist with
solving the 3D scene understanding problem. Our focus
stems from a navigational and task-oriented perspective in
which varying the affordance with spatial organization can
assist with decision-making.

In this work, we follow the tradition of using hierarchi-
cal 3D scene graphs to represent indoor environments with
varying levels of spatial organization (e.g. objects, regions,
and rooms) in a three-layer 3D scene graph (see Figure 1).

LLMs and VLMs In 3D Scene Reasoning

The success of large language models (LLMs) such as
GPT (OpenAl 2024) and LLaMa (Touvron et al. 2023) and
vision-language models (VLMs) such as CLIP (Radford
etal. 2021) has inspired their application to 3D scenes (Hong
et al. 2023; Gu et al. 2024; Jatavallabhula et al. 2023; Mag-
gio et al. 2024). For example, OpenScene (Peng et al. 2023)
embeds dense 3D point features with image pixels and text
to answer open-vocabulary queries. An instance of a query
can be to find points that are conceptually associated with
words such as “soft”, “kitchen”, or “work”. ConceptFu-
sion (Jatavallabhula et al. 2023) creates a 3D map with
“pixel-aligned” features that permit multiple kinds of open
queries. These multimodal queries can relate to arbitrary
concepts, including affordance-related questions, and can
return spatial regions consistent with the query. Moreover,
ConceptGraph (Gu et al. 2024) builds open-vocabulary 3D
scene graphs emphasizing spatial relationships between ob-
jects through reasoning with LLMs. Their scene graphs can
interface with LLMs to give useful facts to robots about sur-
rounding objects’s traversability and utility. Consider also
the real-time robotics algorithm Clio (Maggio et al. 2024),
designed to build task-driven 3D scene graphs with embed-



ded open-set semantics. Clio forms task-relevant clusters of
object primitives based on a set of natural language tasks,
clustering the scene into task-relevant semantic regions such
as “Kitchenette”, “Workspace,” and “Conference Room.”
We find our ideas most similar to Clio, which also considers
semantic concepts as varying in “granularity”. For Clio, the
focus is task-driven with the objective of creating 3D scene
graphs that retain task-relevant objects and regions only.
This approach leaves users or robots with the issue of deter-
mining a suitable task list for navigational purposes, which
could be particularly difficult when they first encounter a
new environment. We certainly agree with the perspective
that object affordances should be considered from a task-
dependent framework but suggest that object affordances
should relate to spatial context as well. We suggest that a
3D hierarchical scene graph representing spatial organiza-
tion with varying affordances can be used for exploratory
as well as task-driven purposes and will likely be useful in
queries to LLMs and VLMs.

Methods
The 3DHSG Dataset

Overview of the 3DHSG Dataset In order to explore the
machine analysis of 3D scenes based on the affordances
of objects at varying levels of spatial context, we create a
custom dataset referred to as the hierarchical scene graph
(3DHSG) dataset. To be clear, we take a navigational frame-
work for the classification of the affordance of objects.
While the juxtaposition of navigation and object affordance
may seem odd, this approach stems from the fact that a robot
with a particular task objective in focus will need to consider
that within a building, there are different rooms serving dif-
fering and multiple purposes and holding objects of varying
affordances. In this way, a decision can be made about which
rooms to approach based on a room affordance level to eval-
uate the potential for task completion. Further, upon reach-
ing a particular room, the robot will need to evaluate whether
local regions within the room provide the possibility for task
completion. This evaluation would be based on more spe-
cific aspects of object affordances that match the level of de-
tail associated with the local region of the room. In this way,
we integrate a navigational approach into solving task objec-
tive problems that systematically refine the spatial and func-
tional information, with the understanding that appropriate
object affordance data should be available at each stage to
evaluate the likelihood of task completion. Depending upon
whether the navigational information is available as stored
data or requires direct exploration determines whether the
robot must explore the area directly.

To better understand the dataset, it is helpful for us to
begin by describing three of its aspects: (i) the data avail-
able, (ii) the two machine learning tasks associated with the
dataset, and (iii) the development of a hierarchical scene
graph (3DHSG) capturing the spatial organization of the
scene. The top node of the graph is simply a building that
consists of a collection of rooms. A room is then character-
ized by collections of point clouds that have object labels,
and Cartesian coordinate data available. Once a room has
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been selected, the first machine-learning task is room clas-
sification based on the objects within the room. A second
machine learning task is to then divide the room into local
spatial regions that define region-specific affordances. These
local spatial regions form the nodes for the second level of
the 3DHSG. The first layer of the 3DHSG consists of nodes
representing the individual objects (and their locations) with
object-specific affordances. In a sense, we solve the two
machine-learning tasks in order to develop the 3DHSG.

To complete the descriptive overview of the dataset, we
describe the data that are stored with the object nodes. There
are two levels of affordance data: object-specific and region-
specific. These two levels of object affordances are stored in
a two-component vector associated with each object. Each
object node also contains a list of rooms that are commonly
associated with the object.

Details of the 3DHSG Dataset An outline sketch of the
custom 3DHSG dataset is provided in Figure 1. To create
this dataset, we start with the real-world 3D scene dataset
3RScan (Wald et al. 2019), which comprises 1482 3D re-
constructions of 478 natural indoor environments. Instance-
segmented point cloud data and object semantic labels are
provided with the 3RScan dataset, while object attributes
come from 3DSSG (Wald et al. 2020). For a given room,
we describe the room category and provide each object with
a region-specific affordance and object-specific affordance.
Objects with the same region-specific affordance form a lo-
cal region. Further, we also provide a room list for each ob-
ject indicating the rooms in which it is usually found. The
data are then organized into a 3DHSG as described above.

In order to determine both the region-specific and object-
specific affordance data along with the room category,
we use the descriptive data provided by GPT (OpenAl
2024), ConceptNet (Speer, Chin, and Havasi 2017) and
3DSSG (Wald et al. 2020). These descriptive data for the
object affordances were then evaluated manually by humans
for their suitability for region-specific and object-specific af-
fordances. Specifically, we conducted initial region groups
based on the intersections of objects’ bounding boxes and
then manually refined the groups. The manually selected
affordance data for each object was stored as a tuple with
two elements: <region-specific affordance, object-specific
affordance>. For our dataset, we define twelve different
room types, 27 different region-specific affordances, and 87
different object-specific affordances. More details are pro-
vided in the Appendices.

Similarly to (Hughes et al. 2024), the graph in our 3DHSG
is defined as G = (N, £), where the set of nodes A/ can be
partitioned into £ = 3 layers. Specifically, N' = Ule N,
where the lowest layer, N7, describes the objects; the next
layer, N>, describes the regions; and the top layer, N3, de-
scribes the rooms. Each node n € A in layer 7 has only a
single parent, meaning it shares an edge with at most one
node in the layer N1 above. This reflects that each ob-
ject belongs to a single region, and each region belongs to
a single room. Additionally, each node n € A/; in layer ¢
only shares edges with nodes in adjacent layers, i.e., N;_;
or N;4;. Thus, edges in the second layer connect objects to
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Figure 2: TB-HSU Model Overview: The model automatically constructs the 3DHSG for a room by completing room and
region classifications, with pairs of instance-segmented point cloud and object semantic labels as inputs. The semantic embed-
ding is derived from object labels, while position embedding is derived from object points.

regions and regions to rooms. For any nodes u,n € N;, the
children of u and n, denoted as C(n) and C(u), are disjoint,
sharing no nodes or edges. This ensures that objects in one
region are not connected to objects in another region and that
regions in one room do not share edges with regions in other
rooms. Details of nodes in each layer are described below:

Layer One: Objects. Nodes in the object layer, N7, de-
scribe objects, where each node stands for an object, with
an object ID, semantic label, attributes, its segments ID,
and a 2D affordance vector describing both region-specific
and object-specific affordances along with a list of common
room categories where the object can be found.

Layer Two: Regions. Nodes in the region layer, N>,
describe spatial regions corresponding to a region-specific
affordance. Nodes contain objects with the same region-
specific affordance, a region ID, contained object IDs, and
a region centroid. The region centroid is calculated as the
centroid of the children’s object centroids.

Layer Three: Rooms. Nodes in the room layer, N3, de-
scribe rooms where each node represents a room, with a
room ID, scan ID, contained region IDs, and a room type.

In summary, our dataset provides a three-layered 3DHSG
that describes the spatial organization of a scene with room
regions defined by region-specific affordances and objects
with object-specific affordances. There are 120 scene graphs
with 3967 nodes and 3847 edges.

The TB-HSU Model

We refer to the network model that learns the 3DHSG as
the TB-HSU model, and it is depicted in Figure 2. A multi-
task learning framework is used to perform the combined
task of room classification and specifying local spatial re-
gions with region-specific affordances. Our model employs
a transformer encoder architecture (Vaswani et al. 2017) that
draws inspiration from the ViT (Dosovitskiy et al. 2021) and
organizes the 3D scene data into a 1D sequence of token em-
beddings capturing both the object semantic labels and ob-
ject segmented point cloud data. The 3D scene input data for
the model is a N x D tensor, where [N represents the num-
ber of objects in the room (zero-padded if necessary) and D

8963

is the size of the token embedding.

The details for computing the token embedding for an ob-
ject are now described. The object semantic labels are rep-
resented as one-hot vectors and mapped to a semantic em-
bedding, Eger, € RV P using either a standard Embedding
layer (or CLIP’s text embedding (Radford et al. 2021) in
Appendices). With regard to the segmented point cloud data
for each object, we calculate the centroid of the object as
the mean position across all points. We then calculate a cen-
troid for the room as the mean across all objects. We then
calculate the distance between the object centroids and the
centroid of the room as d;, where ¢ is an index representing
the i-th object. The distance data are then mapped to a po-
sition embedding, Eyos € RY*P, with a linear projection.
The token embedding is then derived by adding together the
semantic embedding and the position embedding. We also
prepend a learnable embedding, Xgjass € R¥*D to the to-
ken embedding in order to learn the room classification. This
procedure is similar to methods used in ViT’s (Dosovitskiy
et al. 2021) and BERT’s (Devlin et al. 2019). More specifi-
cally, we have as input to our transformer, zo, which is de-
fined as:

7y = [XclaSSa Esem + Epos]' (D

We follow the structure of the transformer encoder in
(Radford et al. 2021), which consists of alternating lay-
ers of multiheaded self-attention (MSA) blocks and MLP
blocks with a Layernorm (LN) attached before every block
and a residual connection after every block. The MLP used
here contains two layers with a QuickGELU non-linearity
and dropout functions. The transformer network structure is
shown below:

/
Z;
z

MSA(LN(Zlfl)) + 71
MLP(LN(2))) 1 2,

where layers of the transformer are indexed by the sub-
script [. The output of the transformer, y, is computed as:

y = LN(zr),

2

where L is the last layer of the transformer network. Note



that the output y contains both the room and region classifi-
cations:

y= [ymom7 Yregion] . (3)

Consistent with the multi-learning framework, the loss

function, L(y), for our network combines the loss associ-

ated with the room classification, £(y,,,m ), and the loss as-

sociated with the region classification, £(¥,egon)» as follows:

L(Y) = /\[’(Yroom) + (1 - )‘)L(Yregion) >

£(Yroom)
where A = Loom .
L(¥room)+£ (Yregion)

“

Experiments

We evaluate our TB-HSU model by comparing it with two
non-neural network models, three baseline neural network
models, and some published models. We run the compar-
isons using three different datasets.

Datasets

We employ the three datasets in the evaluation experiments.

3DHSG Dataset We split our custom 3DHSG dataset into
96 scenes (80%) for training and 24 scenes (20%) for test-
ing. We exclude object labels such as “wall”, “floor”, and
“ceiling” because these regions are not annotated.

ScanNet (Dai et al. 2017) ScanNet is an RGB-D video
dataset containing 1513 scans annotated with instance-level
semantic segmentations. We split it into 1013 scenes for
training and 500 scenes for testing, the same as (Huang,
Usvyatsov, and Schindler 2020). There are 21 different room
types in the dataset. This dataset comes in two varieties:
ScanNet20 with 20 object semantic labels and ScanNet200
with 200 object semantic labels.

Matterport3D (Chang et al. 2017) Matterport3D is an
RGB-D dataset consisting of 90 reconstructions of indoor
building-scale scenes with 2194 rooms. There are 30 room
types in the dataset. We split the dataset in the same way as
the benchmark and discarded rooms that contain less than 3
objects, the same as (Hughes, Chang, and Carlone 2022).

The Comparison Models

Non-Neural Network Baseline Models We use a Ran-
dom Forest (RF) classifier to perform room classification
based on the object semantic labels. For the room region
classification, we were inspired by two different methods:
a Term Frequency-Inverse Document Frequency (TF-IDF)
approach as described in (Heikel and Espinosa-Leal 2022);
and a Neighbor-Vote method (Chu et al. 2021).

TF-IDF approach: We consider each region-specific affor-
dance as a term; the collection of different region-specific
affordances for an object as a document, and all region-
specific affordances for all objects collectively as the entire
set of documents. We calculate for each object a set of TF-
IDF scores representing the probability that the object be-
longs to a particular region-specific affordance. The region-
specific affordance with the highest TF-IDF score is chosen
as the object’s region-specific affordance.

Neighbor-Vote method: We consider the TF-IDF scores
for the object and its neighboring objects when predicting
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the object’s region-specific affordance. The close neighbors
of an object are identified as having bounding boxes over-
lapping with the object, where the bounding boxes are de-
termined from the object point clouds. We then calculate an
object’s TF-IDF score as o = 0.8 times the TF-IDF score
for the object plus (1 — o) = 0.2 times the mean TF-IDF
score for the close neighboring objects. As previously, the
region-specific affordance with the highest score is chosen
as the object’s region-specific affordance.

Neural Network Baseline Models For the three baseline
neural network models, we use the same semantic embed-
ding and position embedding as our TB-HSU model.

MLP Model: In each layer block, we utilize two linear
layers separated by a QuickGELU activation, a layer nor-
malization, and a dropout. The number of layers matches
that of the transformer layer.

CNN Model: Six 1D convolution layers are applied along
the object dimension. Batch normalization and ReLU acti-
vation are used between each convolution.

Custom ResNet Model: We configured a ResNet (He et al.
2016) with three 1D convolutional layers, each followed by
batch normalization and ReL.U activation. This is followed
by five residual blocks composed of two 1D convolutional
layers with batch normalization and ReLU activation.

Note that all network models are trained with the SGD
optimizer, with a base learning rate of 1 x 1073, except for
the TB-HSU model trained on ScanNet20, which uses a base
learning rate of 1 x 10~%, on a single NVIDIA GeForce GTX
3070 within 500 training epochs, except for the TB-HSU
model trained on Matterport3D within 30 epochs.

Published Reference Models We found two published
reference models for the room classification task. The sec-
ond version of the Hydra (Hughes et al. 2024) model uti-
lizes pre-trained word2vec (Mikolov et al. 2013) vectors
to represent object semantic labels and concatenates them
with the geometric feature vectors to perform room clas-
sification. It has been tested on the Matterport3D (Chang
etal. 2017) dataset. A published point class histogram model
(PCH) (Huang, Usvyatsov, and Schindler 2020) has been
tested on the ScanNet20 dataset. We also explore the room
classification and region classification performance of GPT-
40, released by OpenAl in May 2024. According to Ope-
nATD’s official introduction, GPT-4o is the most powerful on-
line chatbot to date. We prompt GPT-40 with figures of the
scene and object semantic labels along with object centroid
positions. The prompts are provided in the Appendices.

The Performance Metrics

We evaluate the performance of the models on the room and
region classification tasks by reporting accuracy (Acc) and
mean of intersection-over-union metric (mloU), where IoU

is 75 Fprrr and mloU is average of IoU across all classes.

Results

We describe the model performance results for the room
classification and region classification tasks. For the room
classification task, we have the following datasets avail-
able: 3DHSG, Matterport3D, ScanNet20, and Scannet200.



Methods [ T1 Acc% T1mloU% [ T2 Acc% T2 mIoU%

. RE+TE-IDF 833 583 62.26 5038
RF+Neighbor-Vote | 83.3 58.3 62.62 50.48

MLP 20.17 304 1456 £ 050 2574 £ 034

NN CNN 86.11 6858 | 8391+ 1.14 7235+ 1.09

ResNet 87.50 7202 | 85024095 73.24 +0.99

Wio P E. 90.28 7374 [ 84951070 7487 L1723

Proposed TB-HSU with PE. 91.67 74.60 | 8727+ 098 78.55 + 2.29
GPT-do 91.67 74.60 4483 33.44

Table 1: Room and Region classification results for the 3DHSG dataset. T1 refers to the room classification task — layer three
of the 3DHSG; T2 refers to the region classification task — layer two of the 3DHSG.

For the region classification task, we have only our cus-
tom 3DHSG dataset available. The TB-HSU model em-
ploys 4 transformer layers with 384 dimensions across all
experiments, adapting the room classification head size (12
for 3DHSG, 30 for Matterport3D, 21 for ScanNet20 and
ScanNet200), the number of kinds of object labels (191 for
3DHSG, 41 for Matterport3D, 20 for ScanNet20, and 200
for ScanNet200), and input sequence length (77 for 3DHSG,
230 for Matterport3D, 62 for ScanNet20, and 121 for Scan-
Net200), maintaining 7.62 £+ 0.05 million parameters.

Room Classification

Consider now the room classification task. Table 2 shows
results for the Matterport3D, ScanNet20, and ScanNet200
datasets. For the Matterport3D dataset, the proposed TB-
HSU model obtains a performance accuracy of 62.19%
compared to the published result of 57.67% for the Hydra
model (Hughes, Chang, and Carlone 2022). For the Scan-
Net20 dataset, the proposed TB-HSU model performs with
an accuracy of 86% or 86.8% with or without the position
embedding and better than the published result for the PCH
baseline model (Huang, Usvyatsov, and Schindler 2020),
which obtains an accuracy of 85%. For the ScanNet200
dataset, compared to ScanNet20, we find that the expanded
list of object semantic labels positively impacts the TB-HSU
model’s performance with an increase in accuracy of 2.8%.

Dataset | Models Inputs Acc%
Hydra S+P  57.67 £ 0.57
Matterport3D 15 o T TB-HSU  S+P 62.19 £ 0.35
PCH S* 82.8
S 85.0
ScanNet20 S 6.0
Proposed TB-HSU S+p 6.8
S 88.6
ScanNet200 |Proposed TB-HSU S4P 89.6

Table 2: Room Classification Accuracy Results. S refers
to object semantic labels and P refers to object position
data. S* refers to non-ground truth object labels. The Hy-
dra model description can be found in (Hughes et al. 2024).
The PCH description can be found in (Huang, Usvyatsov,
and Schindler 2020).

Room and Region Classification

In Table 1, we compare model performances on the room
and region classification task using our custom 3DHSG
dataset. Let us consider the room classification (Task one)
first. We see that the proposed TB-HSU transformer model
performs better than the non-neural network models and the
three baseline neural network models, obtaining a perfor-
mance accuracy of 91.67%. Note that the position encod-
ing does not seem to strongly influence the room classi-
fication performance. This is reasonable because the room
type is much more strongly dependent on the type of objects
within the room rather than their position within it. Note
that the GPT-40 model performs similarly to the TB-HSU
model. This stands to reason because the GPT-40 model
was used with manual supervision to obtain the room la-
bels as ground truth for the 3DHSG dataset. With regards to
the region classification (Task two), the proposed TB-HSU
model is again the best-performing model with an accuracy
of 87.27% when using the position embedding, although the
CNN and ResNet models with position embedding perform
similarly when TB-HSU uses no position embedding. It is
interesting to observe that the position embedding does seem
to contribute some useful information for the region classifi-
cation task. We note that the GPT-40 model does not perform
well on the region classification task, indicating that it lacks
the ability to understand the spatial concept of the object.
Additional support can be found in Section Discussion.

Discussion

The capability of large language models (LLMs) is increas-
ing at a rapid rate. For example, previous methods such as
ConceptFusion (Jatavallabhula et al. 2023), SayCan (Ahn
et al. 2022), and 3D-LLM (Hong et al. 2023) have demon-
strated the viability of large language models as knowledge
bases that can be queried for generating task-level plans.
Along these lines, we suggest that the TB-HSU model and
its resulting 3DHSG may be useful as a prompt input to
LLMs. Consider the interesting case of finding an object
that is not visible in the scene. Figure 3 illustrates a sce-
nario from the 3RScan (Wald et al. 2019) interactive house-
hold simulator. The system is tasked with finding an object
of interest (shampoo) that is not contained within the map
because it is concealed within a receptacle or too small to
detect. We investigate the behavior of GPT-40. As seen in



3DHSG Assist GPT-40

Non-Assisted GPT-40 With Objects
Annotation

Non-Assisted GPT-40 Without
Objects Annotation

User: | am in this room, where instance segmented point cloud is
shown in Fig(a). The Object ID and Label are displayed in Fig(b)
with with their labels and respective positions:[4shower curtain [-
1.1729037 0.59439874 -0.54456013]]...32shelf [ 1.4467084
0.9029187 -0.84502167]]. Fig(c) presents a three-layer hierarchical
scene graph. The nodes in this graph contain room layer with room
type, region layer with region-specific affordances and object layer
with object-specific affordances. | want to get a shampoo. Rank

Object IDs by the likelihood of where | should go? O

Assistant: Given the hierarchical scene graph and the relative
locations of Object IDs with their corresponding labels and
affordances, you can infer where to find a shampoo based on the
typical placement of such items in a bathroom. Here is a ranked list
of the regions and objects where you might likely find a shampoo:
1.**Region for Shower** - **Qbject:** 4 - Shower curtain -
**Object:** 5 - Shower -**Object:** 16 - Rack

2. **Region for Washing** - **Object:** 8 - Sink

#it# Explanation: - **Region for Shower**:- **4 - Shower curtain**
and **5 - Shower**: Shampoo is commonly placed within the
shower area, either on racks attached to the shower or on the
bathtub rim.- ¥*16 - Rack**: Racks, particularly in the shower area,
are often used to hold toiletries such as shampoo. - **Region for
Washing**:- **8 - Sink**: The sink area may also have toiletries,

[though it is less common compared to the shower area

User: | am in this room, where instance
segmented point cloud is shown in Fig(a).
The Object ID and Label are displayed in
Fig(b) with with their labels and respective
positions:[4shower curtain [-1.1729037
0.59439874 -0.54456013]]...32shelf [
1.4467084 0.9029187 -0.845021671]].

| want to get a shampoo. Rank Object IDs by

likelihood where | should go? -

Assistant: To rank the likelihood of where
you might find a shampoo in the room,
consider typical locations where a shampoo
would be stored or placed. Here’s my ranking|
based on probability and common use:

1. ¥*24dispenser**: This is the most
probable location as it could be a dispenser
specifically for shampoo and liquid products.
2. **13bin**: Although it says "bin," which
usually denotes a trash bin, in some
contexts, it could be a storage bin for
products like shampoo.

3. **32shelf**: Shelves are commonly used
to store toiletry items including shampoo.

User: | am in this room, where instance

segmented point cloud is shown in Fig(a).
| want to get a shampoo. Rank Object IDs
by likelihood where I should go?.

Assistant: To find the shampoo in a room
based on an instance segmented point
cloud, you generally have to think about
common locations or objects associated
with shampoo storage. Here are some
likely candidates ranked from highest to
lowest likelihood:

1. **Object ID 6 (Purple-colored item,
likely a sink or cabinet)**- Sinks or
cabinets around bathroom areas often
store personal hygiene items, including
shampoo.

2. **QObject ID 5 (Brown-colored item, a
cabinet or shelf)**- Cabinets or shelves
are common places to store shampoo
bottles.

3. **Object ID 11 (Pink-colored area,
likely a bathtub or shower area)**-
Shampoo is likely to be found near
bathing areas for easy access during use.

Fig (a) Instance Segmented Point Cloud

17door

Scurtain
12washing machine

2adispenser
atoilasbin
15bidet 5

“Bsink 328helr

Fig (b) Objects Annotated

Fig (c) 3DHSG

Room bathroom
Region for shower for washing appliance for toileting to enter
) 4 shoyve_zr 5shower: 16 rack: ~8sink: 9 curtain: 32 shelf: 11 curtain: 12 washing 21 wate.;r 13 bin: 14 toilet: 15 bidet: 24 dispenser: 17 door:
Object thrti%m.in bath placing ~ washing = covering . covering machine: _Neater: - gioring e (T Wi for entering,
ging e dishes i ' storing ind washing appliance trash toilet ng dispe- "
bathing area items on ishes in  a window a window sothes for heating ras| and cleaning nsing exiting
hot water

Figure 3: 3DHSG from TB-HSU assist GPT-40 in a Question-Answering task to find an object not visible within the scene.
Fig(a), Fig(b), Fig(c) are inserted appropriately place within the prompts.

context. We introduce the 3DHSG dataset annotated with
region-specific and object-specific affordances and orga-
nized into three spatial layers: Objects, Regions, and Rooms.
We propose the TB-HSU model for solving the multi-task
problem of room classification and region classification,
with a promising performance over multiple baselines. The
TB-HSU model produces a 3D hierarchical scene graph that
is useful for evaluating task objectives based on a spatial and
functional framework that allows affordances to vary with
the spatial context. Additionally, the spatial organization of
the 3DHSG dataset enhances the performance of large lan-
guage models (LLMs) in question-answering tasks. In future
work, we will improve our dataset and model, e.g., reducing
the variety of objects and distinguishing similar regions.

Figure 3, GPT-40, when provided only with an image from
an instance-segmented point cloud, struggles to identify ob-
jects in the scene. However, with labeled point clouds and
object semantic labels, objects can be clearly identified but
there is still difficulty in suggesting where to find the miss-
ing object. When we include the 3DHSG that results from
the TB-HSU model, we find that the outputs from the GPT-
40 model are much more reasonable.

Conclusion

In conclusion, this study on Hierarchical 3D Scene Under-
standing with Contextual Affordances demonstrates that the
affordances of objects vary with different levels of spatial
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