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Abstract

some instances, where they make far more errors than average (Raghu et al. 2019). Motivated by this observation,
there has been a paucity of work on developing machine
learning models that are optimized to operate under different automation levels (De et al. 2020a; Bordt and von
Luxburg 2020; Mozannar and Sontag 2020; Raghu et al.
2019; Wilder, Horvitz, and Kamar 2020)—models that are
optimized to take decisions for a given fraction of the instances and leave the remaining ones to humans. However,
most of this work has developed heuristic algorithms that do
not enjoy theoretical guarantees. One of the only exceptions
is the work by De et al. (2020a), which has reduced the
problem of ridge regression under different automation levels to the maximization of an α-submodular function (Gatmiry and Gomez-Rodriguez 2019). In our work, rather than
(ridge) regression, we focus on classification under human
assistance and show that, for support vector machines, the
problem can be solved using algorithms with theoretical
guarantees.
More specifically, we first show that, for convex margin-based classifiers, the problem of classification under human assistance is NP-hard. This is due to its combinatorial nature—for each potential meta-decision about which
instances the classifier will decide upon, there is an optimal set of parameters for the classifier, however, the metadecision is also something we seek to optimize. Then, for
support vector machines, we derive an alternative representation of the objective function as a difference of two functions f = g − c, where g is monotone, non-negative, and
γ-weakly submodular (Bian et al. 2017; Das and Kempe
2018) and c is non-negative and modular. Moreover, we further show that, in our problem, the submodularity ratio γ,
which characterizes how close is the function g to being
submodular, can be lower bounded. These properties allow
a recently introduced deterministic greedy algorithm (Algorithm 1) as well as a more efficient randomized variant of
the algorithm (Harshaw et al. 2019) to enjoy nontrivial approximation guarantees.
Finally, we experiment with synthetic and real-world data
from several applications in medical diagnosis. Our experiments on synthetic data reveal that, by outsourcing samples
to humans during training, the resulting support vector machine is able to reduce the number of training samples inside
or on the wrong side of the margin, among those samples it

Most supervised learning models are trained for full automation. However, their predictions are sometimes worse than
those by human experts on some specific instances. Motivated
by this empirical observation, our goal is to design classifiers
that are optimized to operate under different automation levels. More specifically, we focus on convex margin-based classifiers and first show that the problem is NP-hard. Then, we
further show that, for support vector machines, the corresponding objective function can be expressed as the difference of
two functions f = g − c, where g is monotone, non-negative
and γ-weakly submodular, and c is non-negative and modular. This representation allows us to utilize a recently introduced deterministic greedy algorithm, as well as a more efficient randomized variant of the algorithm, which enjoy approximation guarantees at solving the problem. Experiments
on synthetic and real-world data from several applications
in medical diagnosis illustrate our theoretical findings and
demonstrate that, under human assistance, supervised learning models trained to operate under different automation levels can outperform those trained for full automation as well
as humans operating alone.
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Introduction

In recent years, machine learning models have matched, or
even surpassed, the average performance of human experts
at tasks for which intelligence is required (Graves, AbdelRahman, and Hinton 2013; Krizhevsky, Sutskever, and Hinton 2012; Silver et al. 2016; Sutskever, Vinyals, and Le
2014). As a consequence, there is a widespread discussion
on the possibility of letting machine learning models take
high-stake decisions—the promise is that the timeliness and
quality of the decisions would greatly improve. For example, in medical diagnosis, patients would not need to wait for
months to be diagnosed by a specialist. In content moderation, online publishers could moderate toxic comments before they trigger incivility in their platforms. In software development, developers would easily find bugs in large software projects and would not need to spend long hours in
code reviews.
Unfortunately, the decisions taken by machine learning
models are still worse than those by human experts on
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needs to decide upon. Our experiments on real data demonstrate that, under human assistance, support vector machines
trained to operate under different automation levels outperform those trained for full automation as well as humans
operating alone1 .
Further related work. There is a rapidly increasing line
of work devoted to designing classifiers that are able to defer decisions (Bartlett and Wegkamp 2008; Cortes, DeSalvo,
and Mohri 2016; El-Yaniv et al. 2010; Geifman and El-Yaniv
2019; Geifman, Uziel, and El-Yaniv 2018; Hsu et al. 2020;
Liu et al. 2019; Ramaswamy, Tewari, and Agarwal 2018;
Thulasidasan et al. 2019; Wiener and El-Yaniv 2011; Ziyin
et al. 2020). However, this line of work does not consider
there is a human decision maker, with a human error model,
who takes a decision whenever the classifiers defer it and the
classifiers are trained to predict the labels of all samples in
the training set, as in full automation.
Our work also relates to the area of active learning (Chen
and Price 2017; Cohn, Ghahramani, and Jordan 1995; Guo
and Schuurmans 2008; Hashemi et al. 2019; Hoi et al. 2006;
Sabato and Munos 2014; Sugiyama 2006; Willett, Nowak,
and Castro 2006), where the goal is to determine which subset of training samples one should label so that a supervised
machine learning model, trained on these samples, generalizes well across the entire feature space during test. However, there is a fundamental difference between our work and
active learning. In our work, the trained model only needs to
accurately predict samples which are close to the samples
assigned to the machine during training time. In contrast, in
active learning, the trained model needs to predict well any
sample during test time.
Finally, our work advances the state of the art on humanmachine collaboration (Ghosh et al. 2019; Grover et al.
2018; Hadfield-Menell et al. 2016; Haug, Tschiatschek, and
Singla 2018; Kamalaruban et al. 2019; Macindoe, Kaelbling, and Lozano-Pérez 2012; Meresht et al. 2020; Nikolaidis et al. 2017, 2015; Radanovic et al. 2019; Tschiatschek
et al. 2019; Wilson and Daugherty 2018). However, rather
than considering a setting in which the machine and the human interact with each other as most previous work, we develop algorithms that learn to distribute decisions between
humans and machines.

2

building a decision boundary defined by a set of parameters θ that separates feature vectors in the training set according to their class labels. One typically looks for the decision
boundary that achieves the greatest classification accuracy in
a test set by minimizing a convex loss function
`(hθ (x), y)
P
over a training set, i.e., θ∗ = argminθ i∈V `(hθ (xi ), yi ),
where hθ (xi ) denotes the signed distance from the feature
vector x to the decision boundary. Then, given an unseen
feature vector x from the test set, the classifier predicts
f (x) = 1 if hθ∗ (xi ) ≥ 0 and f (x) = −1 otherwise.
In binary classification under human assistance, for every feature vector x ∈ Rm , the mapping function f (x) can
resort to either a classifier or a human expert. For marginbased classifiers, finding the mapping then reduces to picking the subset of training samples S ⊆ V that are outsourced to human experts, with |S| ≤ n, and building a decision boundary that separates feature vectors in the subset
of training samples S c = V\S according to their class labels. Using the same convex loss function `(hθ (x), y) as in
the standard binary classification, our goal is then to solve
the following minimization problem:
X
X
minimize
`(hθ (xi ), yi ) +
c(xi , yi )
S,θ
i∈S
(1)
i∈V\S
subject to |S| ≤ n,

where c(x, y) denotes the human error per sample, which
we will define more precisely in the next section. Here,
we assume that human annotations are independent, which
allows us to cast the total human error as the sum of human error per sample over all instances. Moreover, we use
a linear constraint on the number of examples outsourced
to humans because, in most practical scenarios, humans get
paid every time they make a prediction—if they make n predictions, they get paid n times.
Given the optimal set S ∗ , we can find the optimal parameter θ∗ = θ∗ (V\S ∗ ) in polynomial time since, by assumption, the loss `(hθ (xi ), yi ) is convex. Unfortunately, the
following Theorem tells us that, in general, we cannot expect to find both S ∗ and θ∗ in polynomial time (proven in
the long version of our paper (De et al. 2020b)):
Theorem 1 The problem of designing margin-based classifiers under human assistance defined in Eq. 1 is NP-Hard.
Moreover, given the solution to the above minimization
problem, we would still need to decide whether to outsource
an unseen feature vector x from the test set to a human expert even if x 6= xi for all i ∈ V. To this end, we could train
an additional model π(d | x) to decide which samples to outsource to a human using the labeled set {(xi , di )}i∈V , where
xi are the feature vectors in the training set and di = +1 if
i ∈ S ∗ and di = −1 otherwise. Then, as long as this model
does not make mistakes on the training set, one can readily
conclude that the samples assigned to the classifier during
training are as if they were sampled from the feature distribution p(x)π(d = −1 | x) induced by π. As a direct consequence, if the model π(d | x) is smooth with respect to x,
one can further conclude that the trained margin-based classifier will work well on the unseen samples it needs to decide
upon at test time, i.e., samples from p(x)π(d = −1 | x).

Problem Formulation

In this section, we formally introduce the problem of designing convex margin-based classifiers that are optimized
to operate under different automation levels. Then, we show
that, for convex margin-based classifiers, the problem is NPhard. For simplicity, we will consider binary classification,
however, our ideas can be extended to m-ary classification.
In binary classification, one needs to find a mapping function f (x) between feature vectors x ∈ Rm , with x ∼ p(x),
and class labels y ∈ {−1, 1}, with y ∼ p(y | x). To this end,
one utilizes a training set D = {(xi , yi )}i∈V to construct a
mapping that works well on an unseen test set. For marginbased classifiers, finding this mapping usually reduces to
1

Our code and data are available
Learning/classification-under-assistance

in

https://github.com/Networks-
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In this section, we show that, for support vector machines
(SVMs), the optimization problem defined in Eq. 1 can be
rewritten as a maximization of the difference of two functions g − c, where g is monotone, non-negative, and γweakly submodular and c is non-negative modular. Moreover, we further show that the submodularity ratio γ can be
lower bounded and, as a consequence, a recently introduced
deterministic greedy algorithm (Harshaw et al. 2019) as well
as a more efficient randomized variant of the algorithm enjoy approximation guarantees at solving the problem.
Monotonicity and weak submodularity. For (soft margin)
SVMs, we can first rewrite the minimization problem defined in Eq. 1 as follows2 :
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where Φ(·) denotes a given feature transformation, h(·) ∈
[−H, H] is the (normalized) score provided by the human
experts, which is only known for the training samples, and
H > 0 is a given constant. In the above, we measure the
human error c(x, y) using a hinge loss [1−y·h(x)]+ because
the SVM formulation also uses a hinge loss [1 − y · (wT x +
b)]+ to measure the machine error. This is necessary in order
to compare human and machine performance meaningfully.
However, our solution is agnostic to this specific choice—it
is applicable to any human error model.
Now, for any given set S, let w∗ (V\S) and b∗ (V\S) be
the parameters that minimize the objective
P function above,
i.e., w∗ (V\S), b∗ (V\S) = argminw,b i∈V\S [λkwk2 +
(1 − yi (w> Φ(xi ) + b))+ ]. Here, note that these parameters can be found in polynomial time since the first two parameters in the objective function are convex. Then, we can
rewrite the above minimization problem as a set function
maximization problem:
subject to |S| ≤ n,
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and ∆ be the minimum distance between them, i.e., ∆ =
minx+ ∈C + , x− ∈C − kx+ − x− k2 . Then, note that, whenever
the feature vectors in the training set are not separable according to their class labels, the above convex hulls overlap
and thus ∆ = 0. However, under mild technical conditions,
there will always exist subsets of feature vectors within these
convex hulls that do not overlap, as shown in Figure 1. To
characterize these subsets, we introduce the notion of re3

(5)

i∈V ±

A set function f (S) is modular iff it satisfies that f (S ∪ {j}) − f (S) =
f (L ∪ {j}) − f (L) for all S ⊆ L ⊆ V and j ∈ V.
P
4
A set function f (S) is γ-weakly submodular iff we have
j∈L\S [f (S ∪
{j}) − f (S)] ≥ γ[f (S ∪ L) − f (S)] ∀S, L ⊆ V and j ∈ V. The largest
γ ≤ 1 such that the inequality is true is called submodularity ratio.

2

In the long version of our paper (De et al. 2020b), we also consider hard margin
linear SVMs, which are relevant whenever the data is linearly separable.
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duced convex hulls (Bennett and Bredensteiner 2000):
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,
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Algorithm 1: Distorted greedy algorithm
Input: Ground set V, functions g and c, parameters n and γ.
Initialize: S ← ∅
for i = 0, . . . , n − 1 do
n−(i+1)
ωi ← 1 − nγ
∗
k ← argmax {ωi · [g(S ∪ {k}) − g(S)] − c({k})}

(7)

i∈V

where s ∈ N+ , with s ≤ min{|V + |, |V − |} and, similarly as
before, we denote the minimum distance between them as
∆1/s = minx+ ∈C + , x− ∈C − kx+ − x− k.
1/s
1/s
Now, consider the sequence of reduced convex hulls
+
−
+
−
min
{(C1/s
, C1/s
)}V
s=1 , where Vmin = min{|V |, |V |}, illustrated in Figure 1(b), and note that the corresponding minimum distances, by definition, satisfy that ∆1/s ≤ ∆1/s0 for
all s0 > s. Then, we measure to what extent feature vectors
with positive and negative labels overlap using the distance
∆∗ =
min
{∆1/s | ∆1/s > 0},
(8)

k∈V\S

if ωi · [g(S ∪ {k∗ }) − g(S)] − c({k∗ }) > 0 then
S ← S ∪ {k∗ }
end
end
Return S

s∈{1,...,Vmin }

where the higher the value of s∗ = argmins {∆1/s | ∆1/s >
0}, the higher the overlap between feature vectors with positive and negative labels. Moreover, if there are no elements
in the sequence with positive distance, we set ∆∗ = 0 and
s∗ = 0.
Given the above, we are now ready to present and prove
one of our key results, which characterizes the submodularity ratio of the function g(S) in terms of the amount of
overlap between feature vectors with positive and negative
labels, as measured by the distance ∆∗ (proven in the long
version of our paper (De et al. 2020b)):
∗
∗
∗
Theorem
 √ 3 Let Φ(x) = x,ρ √= Vmin /|V|, σ = s /|V|,
η = 2 λ + maxi∈V kxi k / λ. Then, the submodularity
ratio γ of the function g(S) (defined in Eq. 4) satisfies that
(
)
2
[∆∗ σ ∗ ]
1
min
,
4λ
(η − 2)2
∗
r
γ≥γ =


1 4|V|(η − 1)
η2 1
η+
+
+
+ (η − 1) |V|
2 2
4
η2
as long as the number of samples outsourced to humans n ≤
(ρ∗ − σ ∗ )|V|.
For nonlinear SVMs, rather than characterizing the submodularity ratio in terms of ∆∗ and s∗ , we resort to the spectral properties of the kernel matrix K = [K(xi , xj )]i,j∈V . In
particular, our key result is the following Theorem (proven
in the long version of our paper (De et al. 2020b)):
 √
 √
p
Theorem 4 Let η = 2 λ + maxi∈V K(xi , xi ) / λ,
Y = diag({y}i∈V ), ρ∗ = Vmin /|V|, and
ζ=

µ≥0,

P

minimize
P

i∈V +

µi =1,

i∈V −

µi =1

µ> Y > KY µ,

If the kernel matrix is full rank, i.e., rank(K) = |V|, then the
submodularity ratio γ of the function g(S) satisfies that
 ∗2

ζσ
1
min
,
4λ (η − 2)2
r
γ ≥ γ∗ =


η2 1
1 4|V|(η − 1)
+
+
+ (η − 1) |V|
η+
2 2
4
η2
as long as n ≤ (ρ∗ − σ ∗ )|V| for some σ ∗ ∈ (0, ρ∗ ].
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Finally, for the particular case of (soft margin) SVMs without offset, i.e., b = 0 in Eq. 2, we can derive a stronger lower
bound, which does not depend on ∆∗ and s∗ , by exploiting
their greater stability properties (proven in the long version
of our paper (De et al. 2020b)):
 √
 √
p
Theorem 5 If η = 2 λ + maxi∈V K(xi , xi ) / λ,
then for SVMs without offset, (b = 0 in Eq. 2), the submodularity ratio of the function g(S) is given by

 

1
1 .
η2
∗
,
η+
.
γ ≥ γ = min
(η − 2)2 2
2

Proof sketch of our key technical results. The proofs of
Theorems 3, 4 and 5 consist of two steps. In the first step,
2
they show that g(S ∪ {j}) − g(S) ≥ λ kw∗ (V\S)k and
use the dual formulation of SVM as well as the properties
of the corresponding SVM model to derive a lower bound of
kw∗ (V\S)k. In the second step, they use the stability property of SVM (Bousquet and Elisseeff 2002) to derive the
upper bound on g(S ∪ L) − g(S). These two steps together
lead to the bound on γ ∗ .
While the bounds in all the above theorems are tight in
terms of the size of the dataset, there are notable differences
between the different model classes. For SVMs with offsets, Theorems 3 and 4 suggest that the submodularity ratio bound decreases proportionally to 1/|V| and this is due
to their poor stability properties (Hush, Scovel, and Steinwart 2007). For SVMs without offsets, Theorem 5 tells us
that the submodularity ratio bound is independent of |V| and
this is due to their greater stability properties (Bousquet and
Elisseeff 2002). More specifically, for any L ⊆ V\S, the
marginal gain g(S ∪ L) − g(S) can be upper bounded by a
smaller quantity than in the case of SVMs with offsets and
this results into a stronger lower bound.
Distorted greedy algorithm. The distorted greedy algorithm (Harshaw et al. 2019) proceeds iteratively and, at each
iteration, it assigns to the humans the sample (xk , yk ) that
provides the highest marginal distorted gain among the remaining training samples V \ S. Algorithm 1 summarizes
the algorithm, which requires the value of the submodularity ratio γ as an input. Since we only have data dependant
bounds on γ, in our experiments, we use the meta algorithm
proposed in Harshaw et al. (2019) to guess the value of γ.
Since we have shown that the objective function in Eq. 3
can be expressed as the difference of two functions g − c,
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Figure 2: Linear and non linear support vector machines with offset under human assistance trained using the stochastic greedy
algorithm (Alg. 1). In each panel, circles represent the feature vectors in the training set, filled and empty circles are assigned to
humans and machines, respectively, the solid line indicates w∗> (V\S ∗ )φ(x) + b(V\S ∗ ) = 0, and the cyan and orange dashed
lines indicate w∗> (V\S ∗ )φ(x) + b(V\S ∗ ) = 1 and w∗> (V\S ∗ )φ(x) + b(V\S ∗ ) = −1, respectively. For both linear and
nonlinear SVMs, we used λ = 1, ∆H = 0.2 and, for nonlinear SVMs, we used a quadratic kernel K(xi , xj ) = ( 21 hxi , xj i)2 .
where g is monotone, non-negative and γ-weakly submodular and c is non-negative modular, it readily follows from
Theorem 3 in Harshaw et al. (2019) that the distorted greedy
algorithm enjoys approximation guarantees. More specifically, the distorted greedy algorithm is guaranteed to return
a set S such that
g(S) − c(S) ≥ (1 − e−γ )g(OPT) − c(OPT),
(9)
∗
∗
where OPT is the optimal set and γ ≤ γ with γ defined in
Theorem 3 (linear SVMs with offset), Theorem 4 (nonlinear
SVMs with offset), or Theorem 5 (SVMs without offset).
In addition to the distorted greedy algorithm, which needs
to make O(n|V|) evaluations of the function g(·), Harshaw
et al. (2019) has also proposed a randomized variant of the
algorithm, which enjoys an asymptotically faster run time
due to the use of sampling techniques and is also applicable
to our problem. Instead of optimizing over the entire ground
set V at each iteration, it optimizes over a random sample
1
Bi ⊆ V of size O( |V|
n log  ). Hence, it only needs to make
1
O(|V| log(  )) evaluations of g(·) and it returns a set S such
that
E[g(S) − c(S)] ≥ (1 − e−γ − )g(OPT) − c(OPT). (10)
In the next sections, we will demonstrate that, in addition to
enjoying the above approximation guarantees, the distorted
greedy algorithm as well as its randomized variant perform
better in practice than several competitive baselines.

4

is unable to perform well. For linear SVMs with offset,
we draw the class labels uniformly at random, i.e., y ∼
Bernoulli(0.5), and then draw the features from two different distributions, p(x|y = −1) = N ([0, 0], [6, 1; 1, 6])
and p(x|y = 1) = βN ([5, 5], [6, 1; 1, 6]) + (1 −
β)N ([−5, −5], [6, 1; 1, 6]), where β ∼ Bernoulli(0.5). For
nonlinear SVMs, we draw the features from a single distribution p(x) ∼ N ([0, 0], [12, 1; 1, 14]) and, for each sampled feature x, we set y = +1 if kx − [1, 1]k ≤ 2 or
kx + [1, 1]k ≥ 5 and y = −1, otherwise. Here, we use
a quadratic kernel K(xi , xj ) = ( 21 hxi , xj i)2 . Moreover,
we generate the scores provided by human experts h(x)
per label by drawing samples from two uniform distributions, i.e., h(x) ∼ Unif[−∆H, −∆H + 1] if y = 1 and
h(x) ∼ Unif[−1 + ∆H, ∆H] otherwise. The exact choice
of ∆H varies across experiments and is mentioned therein.
Finally, in each experiment, we use 60% of samples for training and 40% of samples for testing, set λ = 1 and we follow the procedure described in Section 2 to train a multilayer perceptron π(·|x) that decides which samples to outsource to humans at test time.
Baseline methods. We compare the performance of the distorted greedy algorithm and its randomized variant with four
competitive baselines:
— Triage based on algorithmic uncertainty (Raghu et al.
2019): it first trains a support vector machine for full automation, i.e., S = ∅. Then, at test time, it outsources to humans the top n testing samples sorted in decreasing order of
the classification uncertainty of this support vector machine,
defined as 1/|w∗ (V)φ(x) + b∗ (V)|.
— Triage based on predicted error (Raghu et al. 2019): it
trains a support vector machine for full automation, i.e.,
S = ∅, and two additional supervised models that predict
the human error and the support vector machine error. Then,
at test time, it outsources to humans the top n testing samples sorted in decreasing order of the difference between the
predicted machine error and the predicted human error.
— Full automation: it trains a support vector machine for
full automation and, at test time, the trained support vector

Experiments on Synthetic Data

In this section, we first look into the solutions provided by
the distorted greedy algorithm (Alg. 1) in a variety of synthetic examples. Then, we compare the performance of the
distorted greedy algorithm and its randomized variant with
several competitive baselines. Finally, we investigate the influence that the amount of human error has on the number
of samples outsourced to humans by the distorted greedy algorithm.
Experimental setup. In all our experiments, we generate |V| = 400 samples using a generative process under which the corresponding SVM under full automation
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Figure 3: Performance of all methods on synthetic data with
linear SVM with offset. For all methods, we set ∆H = 0.2.
If humans predict all testing samples (No automation), we
have that P(ŷ 6= y) = 0.19 and F1-score = 0.81.

Figure 4: Number of samples |S| outsourced to humans by
the distorted greedy algorithm and its randomized variant
against the maximum number of outsourced samples n for
different amount of human errors.

machine predicts all testing samples.
— No automation: humans predict all testing samples.
We evaluate the performance of all the methods in terms
of the misclassification test error P(y 6= ŷ) and F1 score on
positive test samples. Here, our F1 score is a useful metric in
medical diagnosis, since it measures the ability of a model
to detect the specific disease.
Results. First, we look into the solutions (S ∗ , w∗ (V\S ∗ ),
b∗ (V\S ∗ )) provided by the distorted greedy algorithm. Figure 2 summarizes the results, which shows that: (i) the distorted greedy algorithm outsources to humans those samples that are more prone to be misclassified by the machine, i.e., {(x, y) | y[w∗> (V\S ∗ )φ(x) + b(V\S ∗ )] < 0};
and, (ii) the higher the samples n outsourced to humans, the
lower the number of training samples inside the margin, i.e.,
{(x, y) | |w∗> (V\S ∗ )φ(x) + b(V\S ∗ )| ≤ 1}, among those
samples the SVM needs to decide upon.
Next, we compare the performance of the distorted greedy
algorithm and its randomized variant with all the baselines—
algorithmic uncertainty triage, predicted error triage, full automation and no automation—in terms of the misclassification test error P(y 6= ŷ) and F1 score on positive test
samples. Figure 3 summarizes the results, which shows that
both algorithms consistently outperform all the baselines
by large margins. Finally, we investigate the influence that
the amount of human error has on the number of samples
|S| ≤ n outsourced to humans by the distorted greedy algorithm and its randomized variant. Figure 4 summarizes
the results for the linear SVM with offset. We find that, as
long as the amount of human error is small, both algorithms
outsource |S| = n samples to humans, however, for higher
levels of human error, the algorithm outsources fewer samples |S| < n since it is more beneficial for the minimization
of the overall error.

vestigate the influence that the amount of human error has
on the performance of the distorted greedy algorithm.
Experimental setup. We experiment with three publicly available datasets (Decencière et al. 2014; Hoover,
Kouznetsova, and Goldbaum 2000), each of them from a
different application in medical diagnosis:
(i) Messidor: It consists of |V| = 400 eye images. Each
image is assigned a score by one single medical expert,
on a four-point scale, which measures the severity of a
retinopathy.
(ii) Stare: It consists of |V| = 373 retinal images. Each image is assigned a score by one single medical expert, on a
five-point scale, which measures the severity of a retinal
hemorrhage.
(iii) Aptos: It consists of |V| = 705 retinal images. Each image is given a score by one single clinician, on a five-point
scale, which measures the severity of diabetic retinopathy.
Following previous work, we first generate a 1000 dimensional feature vector using Resnet (He et al. 2016) for each
sample in the Stare dataset and a 4096-dimensional feature
vector using VGG16 (Simonyan and Zisserman 2014) for
each sample in the Messidor and the Aptos datasets. Then,
we use the top 50 features, as identified by PCA, as x in
our experiments. Moreover, for each sample, we set y = −1
if its severity score q corresponds to one of the two lowest
grades of the associated disease and y = +1 otherwise.
For each sample, we only have access to the score q given
by a single human expert. Therefore, we sample the scores
given by humans from a categorical distribution h(x) = q̂ ∼
Cat(px,q ), where px,q = Dirichlet(χx,q ) are the probabilities of each potential score q̂ for a sample (x, y) and χx,q is a
vector parameter that controls the human accuracy, and then
scale these scores so that h(·) ∈ [−1, 1] and compute the human error as c(x, y) = E [(1 − yh(x))+ ]. For each sample
(x, y), the element of χx,q corresponding to the score q̂ = q
given by the human expert has the highest value.
Finally, for each dataset, we use 60% of samples for training and 40% of samples for testing, set the value of λ using
cross validation under full automation, and followed the procedure described in Section 2 to train a logistic regression
model π(d | x) that decides which samples to outsource to
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Experiments on Real Data

We experiment with three real-world medical datasets and
first show that, under human assistance, support vector machines trained using the distorted greedy algorithm as well
as its randomized variant outperform those trained for full
automation as well as humans operating alone. Then, we in-
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Figure 5: Performance of all methods on three medical datasets. If humans predict all testing samples (No automation), we have
that P(ŷ 6= y) = 0.15, 0.14, 0.20 and F1-score = 0.87, 0.78, 0.8 for Messidor, Stare and Aptos datasets respectively.
humans at test time. Here, the logistic regression model uses
just |w∗ (V\S)φ(x) + b∗ (V\S)| as the only single feature.
The long version of our paper (De et al. 2020b) contains
additional details about the generation of human scores, the
additional model π and the baseline algorithms.
Result. First, we compare the performance of all methods
in Figure 5. The results show that the distorted greedy algorithm as well as its randomized variant: (i) outperform the
triage baselines in most of the automation levels and (ii)
benefit from human assistance both in cases when humans
on their own (No automation) are better than machines on
their own (Full automation) and vice versa (Panels (a) and
(b) vs Panel (c)); and, (iii) perform comparably, sometimes
one beating the other and vice versa (refer to Section 3.4.
in Harshaw et al. (2019) to better understand the reasons).
Here, note that we intentionally experimented with different
values of χ•,• across different datasets so that the performance of the no automation baseline varies. Moreover, since
in our datasets, the parameter ρ∗ = min{|V + |, |V − |}/|V| ∈
(0.33, 0.45), then to satisfy the conditions of Theorem 3, we
only experiment with n/|V| ≤ 0.2 < ρ∗ .
Next, we assess the influence that the human error c(x, y)
has on the performance of the greedy algorithm. Figure 6
summarizes the results for the Aptos dataset, which show
that, as long as the human error is small, the performance of
the distorted greedy algorithm improves with respect to the
maximum number of samples n. However, for higher levels
of human error, outsourcing samples does not help.

6

E[c(x, y)] = 0.01

E[c(x, y)] = 0.05

E[c(x, y)] = 0.03

E[c(x, y)] = 0.12
0.87

P(y 6= ŷ)
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Figure 6: Performance of the stochastic distorted greedy algorithm against the maximum number of outsourced samples n for different levels of human error c(x, y) on the Aptos dataset.

performance than those trained for full automation.
Our work also opens many interesting venues for future
work. For example, we have assumed that the human error is
known, however, in practice, the spectrum of human abilities
spans a broad range. It would be interesting to develop algorithms that, over time, adapt to the particular human(s) they
are dealing with. Moreover, we have assumed that the human
annotations are independent, however, there exist scenarios
in which annotations are correlated, e.g., when a single user
sequentially reviews a set of items in a session. It would be
interesting to lift the independence assumption and design
algorithms that account for the correlation between annotations. It would also be valuable to find tighter lower bounds
on the parameter γ, which better characterize the good empirical performance. Finally, it would be worth to extend our
analysis to other convex margin-based classifiers as well as
design machine learning algorithms operating under different automation levels in sequential decision-making tasks,
e.g., semi-autonomous driving (Meresht et al. 2020).

Conclusions

In this paper, we have shown that, for support vector machines, we can solve the problem of classification under human assistance using algorithms with approximation guarantees. Moreover, we have further shown that, under human
assistance, support vector machines trained to operate under
different automation levels can provide superior empirical
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Broader Impact

El-Yaniv, R.; et al. 2010. On the Foundations of Noise-free
Selective Classification. Journal of Machine Learning Research 11(5).

There are several technical, societal, and legal challenges
that prevents the use of fully autonomous machine learning systems for high-stake decision making in safety-critical
applications such as medical diagnosis. In our work, we argue that it is possible to address such challenges by letting
humans and machines to assist and complement each other.
Moreover, our theoretical and experimental results suggest
that humans and machines working together may achieve
better performance than what they would achieve on their
own.
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